Implicit readability ranking using the latent variable of a Bayesian Probit
model
Johan Falkenjack
SICS East Swedish ICT AB
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Abstract
Data driven approaches to readability analysis for languages other than English has been plagued
by a scarcity of suitable corpora. Often, relevant corpora consist only of easy-to-read texts with
no rank information or empirical readability scores, making only binary approaches, such as
classification, applicable. We propose a Bayesian, latent variable, approach to get the most out
of these kinds of corpora. In this paper we present results on using such a model for readability
ranking. The model is evaluated on a preliminary corpus of ranked student texts with encouraging results. We also assess the model by showing that it performs readability classification on
par with a state of the art classifier while at the same being transparent enough to allow more
sophisticated interpretations.

1

Introduction

Modern models of readability analysis for classification often use classification algorithms such as
SVM (Petersen, 2007; Feng, 2010; Falkenjack et al., 2013) which give us an assessment whether a text is
easy-to-read or not. Such models have a very high accuracy, for instance, a model using 117 parameters
from shallow, lexical, morphological and syntactic analyses achieves 98,9 % accuracy (Falkenjack et
al., 2013). However, these models do not tell us much about whether a given text is easier to read than
any other text, other than the binary classification. In order to perform a more fine grained prediction
we normally need to train the models using a corpus of graded texts, for an overview of such methods
see Collins-Thompson (2014).
There are attempts to grade texts without an extensive corpus of graded texts (Pitler and Nenkova,
2008; Tanaka-Ishii et al., 2010). Tanaka-Ishii et al. (2010) present an approach which predicts relative
difficulty based on pairwise comparison between texts and thus models degree of readability on an ordinal
scale. Probabilistic models have also been used, by for instance Martinez-Gómez and Aizawa (2013).
Their model is based on a Bayesian network that comprises 22 linguistic features. The model is trained
on a corpus with eye fixations as a measure of reading difficulty. The paper focuses on readability
diagnosis and presents a variety of linguistic features important for readability.
In this paper we present a novel way of assessing the relative readability of texts based on the latent
variable of a Bayesian Probit model trained for classification. The Probit model is a straightforward
way to model the probability that a text is considered easy-to-read or not. In its traditional interpretation
it belongs to the wider family of linear classification models. However, in this paper we illustrate that
when using a latent variable interpretation, the Probit model lends itself particularly well to readability
assessment.
The probabilistic nature of the Probit model allows us to interpret and assess the relative readability
between texts. Roughly, if P (YT ext1 = 1|XT ext1 ) > P (YT ext2 = 1|XT ext2 ) then T ext1 is easier to read
than T ext2 . Meanwhile, the latent variable underlying the Probit model is even easier to interpret and
might even be viewed as a semi-linear and affine measure of degree of readability in itself.
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2

Method

We construct both a Probit model and a Support Vector Machine for classifying easy-to-read texts. However, here we focus on presenting the Probit model as the SVM is already well established in the field of
readability assessment. We also present the various evaluation methods used to assess the Probit method.
We begin, however, by describing our corpora.
2.1

Corpora

We use three different Swedish corpora. Two are used to train the model and evaluate the classification
performance of the model. The third corpus is used to evaluate the ranking performance of the model.
2.1.1

Training and classification evaluation

The source of easy-to-read texts is LäSBarT (Mühlenbock, 2008). We also use the general text corpus
SUC (Ejerhed et al., 2006). From each of these two corpora we have selected 700 texts with a similar
distribution of lengths. We make the assumption that texts from SUC are not easy-to-read but in reality
we expect a small portion of the SUC-texts to actually be easy-to-read. This means that the sets are not
well separated making perfect classification infeasible.
This set of 1400 texts from LäSBarT and SUC are labelled according to their source corpus and split
into a training set of 350 texts from each corpus and a test set of the same size.
2.1.2

Ranking evaluation

We also use 9 sets of ordered texts from the MASTER project (Kanebrant et al., 2015). This corpus
consists of 30 texts split into partially overlapping sets. There are 14 samples of general fiction split
in 3 partially overlapping sets of 6 texts, 8 samples from social science textbooks split in 3 partially
overlapping sets of 4 texts, and 8 samples from natural science textbooks split in 3 partially overlapping
sets of 4 texts.
Each set is ordered through the texts being labelled with the average performance of weak readers on
reading comprehension tests based on the text, where weak readers are defined as those readers scoring
below the mean on all texts they were assigned (3 for general fiction or 2 for social and natural sciences).
The readers were students in the Swedish 4th grade, 6th and 8th grade corresponding to an age of 11, 13
and 15 years respectively, giving rise to the 3 sets in each genre. The number of weak students we had
access to varied, but for grades 4 and 6 we had roughly 200 weak students per text each year, whereas
the number of weak students for grade 8 were rarely above 30 per text.
We refer to this corpus as preliminary as the sample of students used in this paper does not correspond
to all data collected by Kanebrant et al. (2015) and has not gone through rigorous post-processing. At
this time however, this is the only empirically based readability ranked data in Swedish.
2.2

Feature set

We use the small set of features for readability classification presented in Falkenjack and Jönsson (2014).
This feature set is the result of a genetic feature selection scheme in an attempt to eliminate parsing based
features1 .
The set consist of 8 features, of which 6 are part-of-speech (in which delimiters are included) tag
unigrams for adverbs (AB), interrogative/relative possessive pronouns (HS), cardinal numbers (RG), and
major (MAD), minor (MID) and pairwise (PAD) delimiters. The last two features consist of OVIX, or
Word variation index (Ordvariationsindex), a type-token ratio based measure normalized for use on texts
with different lengths, and SweVocH, the ratio of words in the text belonging to a lexicon of ”highly
frequent words” in a reference corpus. The feature set was optimized specifically for use with an SVM
classifier (Falkenjack and Jönsson, 2014) but we assume it will work well enough with other models as
well.
1

Accuracy of the small feature set on the task of classifying the SUC and LäsBart corpora is 98.5% compared to 98.9%
for a 119 parameter model, that also includes parsing based features, although these high accuracies might be a result of some
over-fitting due to the lack of a separate test set not used for cross-validation.
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2.3

For comparison: Support Vector Machine

The Support Vector Machine (SVM) is a linear classification model that can be viewed as state-of-the-art
in easy-to-read classification with high accuracies achieved even with small feature sets (Falkenjack and
Jönsson, 2014). The SVM works by finding a hyperplane in feature space which optimally separates
two classes. This can be extended to non-linear models using different kernel functions but in this paper
we use a linear SVM. Fitting an SVM to data entails solving a Quadratic Programming problem, in
this paper we use Platt’s Sequential Minimal Optimization algorithm (Platt, 1998) accessed through the
kernlab library (Karatzoglou et al., 2004) for the R statistical programming language.
2.4

Probit model

The Probit model is a well established model in statistical learning, introduced in the 1930s (Gaddum,
1933; Bliss, 1934) and used primarily for classification. It is closely related to the younger but somewhat
more well known Logit model, or Logistic regression, but has some properties which makes it especially
suitable to Bayesian modelling (McCulloch et al., 2000). The Probit model takes the form given in
Equation 1
Pr(Y = 1 | X) = Φ(X T β)

(1)

where Φ is the Cumulative Distribution Function for the Standard Normal Distribution (if Φ is replaced
by the logistic function we get the Logit model), Y is the dependent variable, or label, and X are the
covariates, or features, on which Y depend. In the readability classification case, Y is an indicator value
indicating whether the text is easy-to-read or not, while X is a vector of feature values of the features
covered in Section 2.2.
A particular strength of the Probit model for readability analysis is that it can be viewed as a latent
variable model. A latent variable model is a model which assumes one or more unobserved, or latent,
variables which connect observed variables. If we assume a latent variable Y ∗ and an error term  ∼
N (0, 1) then a latent variable equivalent to Equation 1 can be written as Equation 2.
Pr(Y ∗ > 0 | X) where Y ∗ = X T β + ε and

(
1
Y =
0

if Y ∗ > 0
otherwise.

(2)

This formulation allows us to view the Probit model as a linear regression over an unobserved, or
latent, real valued variable which underlies the assigned labels in the classification problem. This is
particularly useful when different classes are defined by the degree of some linear property as in the
case with easy-to-read classification where the underlying property is degree of readability which now is
being indirectly modelled on an interval scale.
2.5

Model estimation: Gibbs Sampling

Fitting a Probit model to data can be done in a number of ways. For the traditional Frequentist Probit
model, often referred to as Probit regression, Maximum Likelihood Estimation is the preferred method.
This approach is well established but yields only a point estimate of β.
In the Bayesian framework we want to estimate the full posterior distribution for the model. For
the Probit model, as for many other statistical models, this problem turns out to be infeasible to solve
analytically so a numerical approach is generally applied instead. A Markov Chain Monte Carlo sampler
can be used to draw a sample from the posterior distribution of a Probit model. If the prior distributions
over β are Normal we have conjugacy with the Normal distribution of the errors and a Gibbs sampler can
be constructed using a data augmentation scheme based on the latent variable interpretation presented
above (Albert and Chib, 1993).
We use a C++ implementation of such a Gibbs sampler, accessed through the R statistical programming
language using the MCMCpack library (Martin et al., 2011).
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2.5.1

Prior

As we use a Bayesian fitting method we need to supply a prior. However, we opt to use only a weak
regularization prior rather than a more informative prior based on any belief about specific coefficient
values.
We use 0 as prior mean for all coefficients and 100 × I as prior covariance (= 1/100 × I prior precision), effectively putting an independent N (0, 100) prior on each coefficient. This prior is only weakly
informative but keeps the coefficients from growing towards infinity and the covariances from growing
towards 1, thus avoiding over-fitting. We also standardize the covariates, which avoids introducing a bias
to any specific coefficient when using equal priors.
2.5.2

Sampling scheme and MCMC diagnostics

For a Gibbs sampler of a Bayesian Probit model, the output is draws from the posterior distribution over
the coefficients β. As successive draws from an MCMC sampler are not independent, we thin our sample
by keeping only every 200th generated draw. We also discard the first 500 thinned draws in a burn-in
phase. We first show that the sample converges to the true posterior by running 5 parallel chains, taking
a sample of 5 000 draws from each chain. To illustrate that the chains converge on the same distribution
we calculate the potential scale reduction factor (Gelman and Rubin, 1992) for each feature and plot
the value of these as the chain gets longer (Brooks and Gelman, 1998). The so called Gelman plots in
Figure 1 show values very close to 1 for all features and thus indicate that the chains have converged to
the same distribution which we can assume is the true posterior. The MCMC diagnostics are performed
using the CODA library (Plummer et al., 2006).
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Figure 1: Gelman plots for the 8 feature coefficients and the intercept.
After illustrating that all the chains converge to the true posterior, we simulate a single longer chain,
keeping a total of 100 000 draws. We compute the maximum inefficiency factor (IF) for the sample. The
IF is a measure of the loss of efficiency from using a dependent rather than independent sample and is
calculated for each feature (Heckman and Leamer, 2001). In this case, the maximum IF is ∼1.02 which
is acceptable.
107

2.6

Prediction

The fitting approach we use model the class label only as a function of the latent variable and fits the
latent variable to the data. This means that besides traditional measures of classifier performance we can
also inspect this latent readability value for each text.
For instance, we can plot the distributions for all true positives and all false positives and see whether
true positives are generally more readable, according to the latent variable, than false positives (see
Figure 3). This latent variable can also be viewed as a measure of classifier confidence and can, by
definition, be converted into a probability for use in ensemble methods.
2.6.1

Posterior predictive distribution

Going one step further we should realize that we do not have a single instance of the Probit model. We
do not, as is usual in Frequentist statistics, have only a Maximum Likelihood Estimate (MLE) of the
”best fitting” instance.
Rather, we have 100 000 draws from the posterior distribution of the model. That is, effectively we
have 100 000 instances of the Probit model. Each of these instances can be used to predict a value for a
new observation, giving us 100 000 values for this observation. These values constitute a sample from
the posterior predictive distribution, or PPD, for that observation.
This PPD can be used to calculate, for instance, the probability that text T1 is easier to read than text
T2 according to the model, by simply calculating what proportion of the draws that result in YT∗1 < YT∗2 .
We can also inspect the posterior predictive distribution directly. The variance of which can be viewed
as another measure of confidence, but rather our confidence in the model itself than the model’s confidence when making a specific prediction.
2.7

Evaluation

We present results from two evaluations, one classification task using the SUC/LäSBarT dataset and one
ranking evaluation on the smaller MASTER data set.
2.7.1

Classification

While this paper focuses on ranking, it should be noted that what we are actually modelling is a classifier.
Thus, we should say something about how the PPD is used for classification. To be clear, within the
Bayesian paradigm, the full PPD is the answer to the question ”What is the degree of readability of text
T ?”, however, we can do a lot with the PPD. Firstly, we can transform it into a probability of belonging
to either class by simply computing the ratio of draws generating each class label.
A more refined way of assigning actual class labels utilizes Bayesian decision theory, which, in short,
combines the PPD with a loss function. This loss function can take many forms but can be described as
a way to quantify the cost of making different erroneous decisions. The task is then to find and make
those decisions which minimize the expected loss.
In our case, the decision to make is what label or probability to apply to a new observation. However,
as classification is not the main focus of this paper we will simply use the sign of the PPD mean value as
decision rule. This also makes comparisons to the SVM reference classifier easy.
2.7.2

Latent variable ranking

To evaluate the model for ranking we use the small sets of ordered texts from the MASTER project (Kanebrant et al., 2015) covered in Section 2.1.
We compute PPD of the latent variable readability for each text and the corresponding ranking of the
texts. Using these distributions and the reference readability, as defined in Section 2.1, we can compute
the posterior distribution of regular Pearson correlation as well as Kendall rank correlation, also known
as Kendall’s τ . Kendall’s τ is a correlation metric used for comparing different total orders (or with some
tweaking, partial orders as well) on the same set (Kendall, 1948).
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Support Vector Machine
Easy Non-easy
Easy
341
17
Non-easy
9
333

Probit model, posterior mean
Easy Non-easy
Easy
340
14
Non-easy
10
336

Table 1: Confusion matrices for the two classifiers.

3

Results

We present three results. First we present the estimated posterior of the Probit model, then we compare
its ability to classify texts to a more conventional SVM model, and finally we give preliminary results on
the Probit model’s ability to also rank texts.
3.1

Fitted model

For completeness we plot the posterior densities for all coefficients in Figure 2.

Figure 2: The posterior densities for all coefficients.
3.2

Classifier performance

Table 1 depicts the confusion matrices for the two classifiers. As can be seen the two models are comparatively good as classifiers with roughly 96.3% accuracy for the SVM and 96.6% accuracy for Probit.
Figure 3 shows kernel density estimates of the posterior predictive distributions for all texts, separated
into the four false/true positive/negative categories. As we can see, the distributions for incorrectly
classified texts lie closer to 0 for both false positives and false negatives than for correct classifications.
Generally this can be interpreted to mean that the confidence of the classifier is lower for these examples
or that their estimated degree of readability is less extreme.
However, it is also illuminating to look at a the PPDs of the first correctly and the first incorrectly
classified texts.
In the first plot in Figure 4 we can see the posterior distribution of readability for a correctly classified
easy-to-read text. This distribution is centred far from 0 implying a high degree of class confidence by
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Figure 3: Total densities for false labels and true labels. Negative values correspond to easy to read texts
and positive are non-easy.

Figure 4: The posterior predictive distribution of readability values for one correctly and one erroneously
classified easy-to-read text.
the model as well as a low degree of difficulty, i.e. a high degree of readability.
If we instead look at the second plot in Figure 4 we see the posterior distribution of readability for an
incorrectly classified easy-to-read text. This text belongs to the easy-to-read corpus but has a posterior
mean on the non-easy-to-read side of 0, i.e. it is classified as non-easy-to-read. We can see that the
posterior mean lies relatively close to zero and a not insignificant part of the distribution actually lies on
the correct side of 0, note also that the x-axis scales differ between the two plots, the variance of the first,
”correct”, PPD is smaller than that of the second, ”erroneous”, PPD.
3.3

Latent variable ranking

Figure 5 presents the posterior distributions of the Pearson ρ and Kendall τ correlations. The bars
indicating posterior mass of Kendall τ are scaled to the height of the graphs. A large τ indicate strong
rank order correlation and a large ρ indicate a strong linear correlation.
For both types of correlation, the distributions vary among different test sets but the majority of the
sets show a definite correlation and some sets show a strong correlation. General fiction for grades 4 and
6, social science for grade 4 and natural science for grades 6 and 8 looks very good while social science
grade 8 and natural science grade 4 still show some correlation. However, social science grade 6 and
general fiction grade 8 show basically no correlation at all. It should be restated that the test sets are
small and preliminary, and not investigated for any specific problems with the data, but even so, we view
the fact that 5 out of the 9 test sets show strong correlations with our predicted rankings, and another 2
shows some correlation, as promising.

4

Conclusions

We have presented the Probit model, its latent variable interpretation, a Bayesian approach to fitting a
Probit model to data based on this interpretation, as well as interpretations of other aspects of the model.
The Bayesian approach gives us posterior distributions over all coefficients and predicted values. These
express the uncertainty of the model and, though outside the scope of this paper, lend themselves to
advanced approaches to decision making.
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Figure 5: Posterior density of Pearson ρ and scaled mass of Kendall τ correlations.
To further assess the model we also compared its ability to classify texts to a state of the art SVM
classification model. We show that for classification the Probit model performs more or less on par with
a Support Vector Machine model even when using a feature set developed for SVM.
We also have the predicted values of the latent variable, readability, which we use for readability
ranking; one of the main reasons for using the Probit model. The results from the evaluation of readability
are promising and encourage further research.
Future work will focus on developing a fitting algorithm allowing us to utilize mix of binary classified
data and a small amount of ranked data to train a hybrid of the Probit model presented in this paper and
the Ordered Probit model (Becker and Kennedy, 2010). Hopefully by then a less preliminary data set of
ranked documents from the MASTER project might be available for evaluation.
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