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Preface
The Workshop on Vision and Language 2015 (VL’15) took place in the beautiful city of Lisbon,
Portugal on September 18th 2015, as part of the 2015 Conference on Empirical Methods in Natural Language Processing (EMNLP 2015). The workshop was organized by the new European
Network on Integrating Vision and Language, an initiative funded as a European COST Action
under the Horizon 2020 programme supported by the European Commission.
The 2015 edition of the VL workshop is a successful continuation of the previous VL editions, where the VL workshops have the following general aims:
1. to provide a venue for reporting and discussing planned, ongoing and completed research
that involves both language and vision; and
2. to enable NLP and computer vision researchers to meet, exchange ideas, expertise and
technology, and form new research partnerships.
The flagship workshop’s main purpose is to establish a strong inter-disciplinary forum which
will ignite fertilizing discussions and ideas on how to combine and integrate established and
novel techniques from different (but related) fields into new unified modeling approaches, as
well as how to approach the problem of multi-modal data processing for NLP and vision from a
completely new angle.
The call for papers for VL’15 soliciting both full research papers and short abstracts was
issued in May 2015 and elicited a good number of high-quality submissions (23 in total), each
of which was peer-reviewed by three members of the program committee. The interest in the
workshop from leading NLP and computer vision researchers and the quality of submissions was
high, so we aimed to be as inclusive as possible within the practical constraints of the workshop.
In the end we accepted 13 full research papers, and 5 short abstracts.
The resulting workshop program packed a lot of exciting and diverse content into one day.
We were delighted to be able to include in the program two great keynote speakers: Krystian
Mikolajczyk and Marco Baroni. Our technical program combined 7 oral papers, and 11 poster
presentations accompanied by short 5-minute poster spotlights.
The program also included a discussion session on future directions for the VL community
and workshops, including plans for shared task competitions, summer schools, and expansions
towards other related fields and research communities (e.g., information retrieval, data mining,
digital humanities, Web search, cognitive science).
We would like to thank all the people who contributed to the organization and delivery of
this workshop: the authors who submitted such high-quality papers; the program committee
for their prompt and effective reviewing; our keynote speakers; the EMNLP 2015 organising
committee, especially the workshops chairs, Zornitsa Kozareva and Jörg Tiedemann, and the
publication chairs, Yuval Marton and Daniele Pighin; the participants in the workshop; and
future readers of these proceedings for your shared interest in this exciting new area of research.
September 2015

VL’15 Organizers
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Visually-Verifiable Textual Entailment:
A Challenge Task for Combining Language and Vision
Jayant Krishnamurthy
Allen Institute for Artificial Intelligence
2157 N. Northlake Way, Suite 110
Seattle, WA 98103
jayantk@allenai.org
Abstract

human reading T would infer that H is most likely
true (Dagan et al., 2006). For example:

We propose visually-verifiable textual entailment as a challenge task for the emerging field of combining language and vision. This task is a variant of the wellstudied NLP task of recognizing textual
entailment (Dagan et al., 2006) where
every entailment judgment can be made
purely by reasoning with visual knowledge. We believe that this task will spur
innovation in the language and vision field
while simultaneously producing inference
algorithms that can be used in NLP.

1

Text:
Hypothesis:

A man is flying a kite.
It is not raining

This example is an entailing pair because people
typically do not fly kites in the rain. In visuallyverifiable textual entailment, every entailment decision can be made purely on the basis of visual
knowledge, i.e., knowledge that can be extracted
from a large corpus of natural images. This criterion is satisfied by the above example – an image search for “man flying kite” returns no images
where it is raining.

Introduction

We believe that the task of visually-verifiable
textual entailment is an exciting task for both the
NLP and vision communities. From the NLP
perspective, this task encourages the development
of deep knowledge representation and inference
techniques. These techniques may be able to solve
more sophisticated inference problems than the
shallow techniques – such as learning lexical substitution rules – currently in use (Giampiccolo et
al., 2007). Recent work has also demonstrated
the promise of using visual knowledge for entailment (Young et al., 2014). Furthermore, many
NLP problems, such as coreference resolution and
prepositional phrase attachment, can be posed as
textual entailment problems; thus, this task provides a natural pathway for incorporating any developed techniques into downstream applications.

It has long been acknowledged by the NLP community that extensive world knowledge and inference capabilities are necessary to perform basic language understanding tasks, such as reading a children’s story (Minsky, 1975). Shallow
knowledge representation techniques relying on
only textual information have proven difficult to
apply to complex inference problems because (1)
much world knowledge is too obvious to be expressed in text, and (2) it is difficult to capture the
complex structure of the real world within logical
knowledge representations. Meanwhile, recent advances in computer vision have made it possible to
train accurate object detectors (Russakovsky et al.,
2014), suggesting that visual knowledge from images may be used to solve these natural language
inference problems. However, many open problems must be addressed to successfully perform
this combination, suggesting the need for a comprehensive challenge task to measure progress.
We propose that visually-verifiable textual entailment is a promising challenge task for combining language and vision. The task is to predict,
given two texts, known as the text (T ) and the hypothesis (H), whether the text entails the hypothesis (T  H). T is said to entail H if, typically, a

From the computer vision perspective, successfully performing this task requires developing accurate detection models of not just individual
objects, but rather entire situations possibly unseen during training. The natural algorithm for
visually-verifiable textual entailment is, given text
T and hypothesis H, to first identify two sets of
images, IT and IH , where the text and the hypothesis are true, respectively. Then, predict “en1
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eating pizza
holding pizza/a slice
enjoying pizza
chewing pizza/food
consuming pizza

3
2
2
1

eating spaghetti
enjoying spaghetti/meal
slurping spaghetti
holding a spoon/fork
posing with spaghetti

4
2
2
1

eating an apple
holding a fruit/apple
thinking about things/apple
posing with apple
biting apple

3
2
2
2

Table 1: Situation descriptions generated by Mechanical Turkers for three “eating” situations in preliminary data collection experiments. The descriptions are sorted by verb occurrence frequency.
tails” if IH ⊆ IT and “not entails” otherwise.1
Implementing this algorithm requires the ability
to detect a wide variety of not just individual objects, but also attributes, relationships and events
in images. Furthermore, it must be possible to
compose these individual detectors in novel ways
to form detectors for complete sentences. The
variety problem has been partially addressed by
webly-supervised algorithms for objects (Divvala
et al., 2014; Chen et al., 2013) and subject-verbobject phrases (Sadeghi et al., 2015). The composition problem has also been examined, albeit with
a very limited set of detectors (Matuszek et al.,
2012; Krishnamurthy and Kollar, 2013). Progress
on the proposed task requires improving on and
combining these techniques.

2

additional descriptions of the image. The design
of this task will be tuned to generate more specific or general variants of the prompt situation
(as in the example above). Because the generation occurs in the context of a particular image,
not all of the generated situations will be entailed
by the prompt situation. A final Mechanical Turk
task will determine which situation pairs are entailments, thereby generating a data set with both
positive and “near-miss” negative examples.2
We performed some preliminary experiments
with this Mechanical Turk pipeline generating 18
situation descriptions for each of three “eating”
phrases. The most frequent generations (sorted by
verb) for each phrase are shown in Table 1. The
resulting generations – though somewhat noisy –
contain interesting structure: for example, both
apples and pizza are held while being eaten. Apples are described with “biting,” while spaghetti is
described with “slurping.”

Data Set

We propose to construct a data set for visuallyverifiable textual entailment. As a starting point,
we propose to focus on entailments between simple situations, given by a verb and optionally a
subject and/or a direct object. This choice is motivated the fact that these situations are linguistically simple, yet can have complex entailments.
For example, “eating an apple”  “holding an
apple.” However, “eating spaghetti” 2 “holding
spaghetti;” rather “eating spaghetti”  “holding a
fork.” In the future, this data set can be expanded
by including more complex language, e.g., prepositional modifiers.
To collect this data, we propose to use web image search and Mechanical Turk. First, we will
manually identify a set of visual verbs and collect common arguments for them using a large corpus of syntactically parsed sentences. Combining
these verb/argument pairs will produce a collection of situations. Second, we will feed these situations to an image search engine to retrieve multiple images depicting each situation. Third, we
will construct a Mechanical Turk task for each image/situation pair, asking the worker to generate

3

Conclusion

We propose the task of visually-verifiable textual
entailment as a challenge task for the field of combining language and vision. The object of this task
is, given a text and a hypothesis, to predict whether
the text entails the hypothesis. Crucially, the task
design guarantees that each entailment decision
can be made purely on the basis of visual knowledge. As a starting point, we propose to construct
a data set of entailments between situations, i.e.,
verb/argument pairs, which appear to be the simplest case where nontrivial inference is required.
Solving this entailment problem can require complex reasoning about real world situations, such as
“eating pizza”  “holding pizza,” whereas “eating spaghetti” 2 “holding a fork.” We propose a
data set collection methodology and present some
preliminary data that demonstrates the potential of
this task.
2
If a binary yes/no entailment decision proves too ambiguous, we may also consider a ranking variant of the entailment task. In this variant, given a text and two hypotheses,
the object is to predict which of the two hypotheses is more
likely to be true.

1

This algorithm is unlikely to work in practice because it
does not account for noise in the detections.

2
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Computational Integration of Human Vision and
Natural Language through Bitext Alignment
Preethi Vaidyanathan, Emily Prud’hommeaux, Cecilia O. Alm, and Jeff B. Pelz
Rochester Institute of Technology
(pxv1621|emilypx|coagla|jbppph)@rit.edu

Abstract

rithm, originally developed for word alignment in
machine translation, to align an expert’s fixations
on an image with the words in that expert’s description of that image. The resulting alignments
are then used to annotate image regions with corresponding conceptual labels, which in turn may
aid image labeling and captioning applications. In
this paper we discuss the parameters of our framework and their effects on alignment accuracy.

Multimodal integration of visual and linguistic data is a longstanding but crucial challenge for modeling human understanding. We propose a framework
that uses an unsupervised bitext alignment
method to integrate visual and linguistic
data. We present an empirical study of the
various parameters of the framework. Our
results exceed baselines using both exact and delayed temporal correspondence.
The resulting alignments can be used for
image classification and retrieval.

1

2

Data and Method

We eye tracked and voice recorded 26 dermatologists as they examined and described 29 dermatological images. From the narrations, we extract nouns and adjectives to create a temporally
ordered set of linguistic units. To obtain the visual units, we cluster the fixations for all observers
using mean shift clustering with a bandwidth (72
pixels) approximating the foveal size (Santella and
DeCarlo, 2004). For each observer, we use these
clusters to produce a temporally ordered sequence
of visual units. Figure 1 shows a manually transcribed narrative, a scanpath for an observer, and
clusters of fixations from all observers.
Prior research has established that there is a
temporal lag between fixations and concept mentions (Griffin, 2013). Our method aligns visual
and linguistic units without explicit assumptions
about their temporal relationships. This is analogous to translating one language into another
where the structural characteristics and word order
of the two languages may be different. In our multimodal scenario, the observer’s narrative description and fixations on an image represent a training
pair. To create a sufficiently large parallel corpus,
we use a 5-second sliding window over the pairs
and add the linguistic and visual units within each
window as a “sentence” to the corpus.
The sequences of visual units are substantially
longer than the sequences of linguistic units. In
order to balance the sequence lengths, we select

Introduction

Modeling and characterizing human expertise is a
major bottleneck in advancing image-based application systems. We propose a framework for integrating experts’ eye movements and verbal narrations as they examine and describe images in order to understand images semantically. Eye movements can act as pointers to important image regions, while the co-captured descriptions provide
conceptual labels associated with those regions.
Although successful when applied to scenic
images in controlled experiments, many multimodal integration techniques do not transfer directly to scenarios requiring domain-specific expertise. Our approach is inspired by Yu and Ballard (2004), who combine NLP methods with eye
movements to generate linguistic descriptions of
videos, and Forsyth et al. (2009), who use image features to match words to the corresponding pictures. We expand here on earlier work
(Vaidyanathan et al., 2015) exploring multimodal
integration in medical image annotation.
Because an exact temporal match between the
visual and verbal modalities cannot be assumed
(Griffin, 2013), our framework integrates the two
modalities without enforcing strict temporal correspondence. We use a bitext word alignment algo4
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Eye movement data

Transcribed narrative

Mean shift clustering

okay looking at a face
uh looks like the primary lesion is a depigmented macule
uh at the vermilion border
involving the right lower lip in the right um corner of the mouth
as well as the right cutaneous lip
uh this is most likely vitiligo
also would consider um post-inflammatory hypopigmentation
um a atypical mycosis fungoides
i am ninety percent sure that this is vitiligo
next

Figure 1: Example of a multimodal data pair. Center: Circle and circle size represent observer gaze
location and duration, respectively. Right: Clusters shown with colors and/or shape and numerical labels.

1-sec. delay
bitext alignment

P (SD)
0.38 (0.1)
0.45 (0.1)

R (SD)
0.44 (0.17)
0.56 (0.16)

F1 (SD)
0.39 (0.1)
0.49 (0.1)

mance in comparison to the random selection process. Neither the size of the sliding window nor
the ratio of visual to linguistic units affected alignment performance.
Both methods perform well on images with solitary lesions, and performance generally decreases
as the number of lesions increases. Interestingly,
the largest improvement of our aligner over the
baseline occurs in images with multiple lesions,
suggesting that a fixed temporal correspondence
is particularly unlikely in more complex images.
In future work, we plan to use image segmentation algorithms to extract image features and a
medical ontology to discover more complex relationships between image regions and semantic
concepts. In addition, we will explore methods of
alignment with soft temporal constraints to better
model the relationship the two modalities.

Table 1: Comparison of performance for the 1second delay baseline and our alignment method.
visual units in two ways, both preserving temporal
order. In one method, the fixations are selected at
random. In the other, the fixations are ranked and
selected according to their duration.
We use the Berkeley aligner (Liang et al.,
2006), an EM-based word aligner known for high
accuracy and adaptability. The aligner is run on
each visual-linguistic parallel corpus (one for each
image), with the posterior threshold for decoding
set to 0.1, a value empirically determined using a
data subset. The resulting alignments for each corpus are evaluated against a set of reference alignments produced manually by an investigator experienced in analyzing dermatological images.
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P. Vaidyanathan et al. 2015. Alignment of eye movements and spoken language for semantic image understanding. IWCS 2015, page 76.
Z. Griffin. 2013. Why look? Reasons for eye movements related to language production. In J. Henderson and F. Ferreira, editors, The interface of language, vision, and action: Eye movements and the
visual world. Psychology Press, New York.
A. Santella and D. DeCarlo. 2004. Robust clustering
of eye movement recordings for quantification of visual interest. In Proceedings of ETRA, pages 27–34.
C. Yu and D. Ballard. 2004. A multimodal learning
interface for grounding spoken language in sensory
perceptions. ACM Transactions on Applied Perception, 1(1):57–80.
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Abstract

3

This poster presents a pilot where audio description is used to enhance automatic content analysis, for a project aiming at creating
a tool for easy access to large AV archives.

1

The pilot and its tools

We are now tackling our first pilot, a 15-minute
excerpt from a documentary (Helsinki, forever,
Peter von Bagh, 2008), a genre which the whole
project will be concentrating on.

Introduction

3.1 Automatic tools

This poster presents a pilot study for a new interdisciplinary project which aims at creating an
automated, time-aligned and language-based access to large archives of audiovisual documents.
The idea is to facilitate the work of researchers
who wish to pinpoint particular segments of AV
material without having to browse through entire
data sets. The project analyses human descriptions and film-viewing patterns in order to integrate that knowledge into an automatic content
analyser. The pilot was set out to compare the
results of the automatic and human methods
available for content description.

2

mikko.kurimo
@aalto.fi

A preliminary AMCA has already been made,
based on earlier filmic contents, giving lists of
descriptive concepts for each picture as an output. Consider the following example:

Screenshot from Helsinki, forever.

For this shot of 301 frames, the AMCA provides
the following occurrence numbers for concepts:

AD vs. AMCA

Body_Parts (301); Man_Made_Thing (301); Outdoor
(278); Legs (277); Building (254); Suits (245); Actor
(184); Suburban (163); Person (141); etc.

Currently verbal content description for retrieving visual data is still scarce, although different
methods exist: human-made audio description
(AD) verbalizes visual information for visually
impaired people (Maszerowska & al 2014) but is
a slow and costly process. Automatic Multimodal
Content Analysis (AMCA), on the other hand,
consists of computer-driven detection of visual
and auditory elements from multimedia
(Rohrbach & al 2015; Viitaniemi & al 2015).
AMCA is cost-effective and produces consistent
output, but is still insufficient for high-level semantic analysis.
Our project combines these approaches to
create an automatically produced narrative, but
which is more informative than a mere list of
descriptive concepts.

Naturally, such concepts might seem counterintuitive for a human reading of an image,
mainly because they do not inform us about the
respective relevance of the various semantic elements retrieved from the picture. The AMCA
concepts will thus need further filtering.
Another tool used for the visual description
is automatic sentence-like caption generation per
frame (Karpathy & Fei-Fei 2015), which will be
combined with the abovementioned concept retriever. For the same shot, we now get for 97%
of the frames:
a man in a suit and tie standing in front of a building

For the audio, an automatic transcription of
the dialogue and voice-over can be made, using
6
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viewing” gives further insight into the relevance
of the visual element selection made by the AD
and the AMCA. Within the selected shot, we can
notice that people tend to look at the most informative parts of the image (the man’s face and
the “Bank” sign) especially during the first seconds of their appearance on screen:

voice recognition (see Remes & al 2015). The
output is a transcript that is coded on a confidence basis, informing the researcher on the degree of certainty of the recognized linguistic
segments. A description of on-screen sounds,
including automatic music recognition, could
also enhance the validity of relevant concept retrieval.
3.2 Human input
In order to improve these automatic describers,
three human ADs of the excerpt were ordered
from professionals. The comparison of those
ADs is important for the pilot since it reveals the
characteristics they share in terms of visual element selection and lexical choices (identicality of
referents and words, synonymy, level of abstraction etc.). For our example shot, the ADs are
(translated from Finnish):

SMI heat maps (21 viewers) on the same shot.

4

Outcomes of the pilot

This poster presentation includes a demo video
of each of these tools and their respective outputs. Later on, all the collected data from the excerpt will be integrated to the AMCA to enhance
its output, which can be further enriched by new
human input. Such a recursive machine learning
process will lead, eventually, to a reliable automatic description tool for documentary films.

AD1: “A nervous looking man […] stops at the corner
of the bank changing his briefcase from hand to hand
and throwing glances around him.”
AD2: “A man […] stops in front of a ‘Bank’ sign looking confused and hesitating, holding a briefcase with
both hands.”
AD3: “A black suited man stops at the door of the
bank and hesitates. He looks around, fingering his
portfolio.”

References
Andrej Karpathy and Li Fei-Fei. 2015. Deep VisualSemantic Alignments for Generating Image Descriptions. CVPR 2015.

Some words are identical in all ADs (man; stops;
bank), some concepts are almost synonymous
(briefcase / portfolio; hesitating / nervous looking),
and some expressions reveal a “point of view”
(at the corner of x / in front of x / at the door of x;

Anna Maszerowska, Anna Matamala and Pilar Orero
(eds). 2014. Audio Description: New perspectives
illustrated. Benjamins, Amsterdam, NL / Philadelphia, USA.

changing y from hand to hand / holding y with both
hands / fingering y). It appears that all descriptions

Anna Rohrbach, Marcus Rohrbach, Niket Tandon and
Bernt Schiele. 2015. A Dataset for Movie Description. CVPR 2015.

are similar in terms of the thematised entities and
actions, but the various lexical items used in referring to them invites to re-evaluate the idea that
there is only one equivalent description per image. All in all, the pilot studies the semantic variability of the descriptions by both qualitative and
quantitative comparative analyses.
These human descriptions will then serve to
feed the AMCA, helping to filter its conceptsuggestions in terms of relevance, adequacy and
degree of precision. For instance, key word lists
created in a corpus analysis enable us to compare
the descriptions, harmonize the content words of
AD and finally merge them with the concepts
suggested by the AMCA.
Furthermore, we also use eye tracking
(Kruger & al, 2015) in the pilot, to identify convergence patterns in the gaze positions of average viewers watching the excerpt. This “natural

Jan-Louis Kruger, Agnieszka Szarkowska, Isabela
Krejtz. 2015. Subtitles on the Moving Image: an
Overview of Eye Tracking Studies. Refractory – a
Journal of Entertainment Media, vol. 25.
Ulpu Remes, Ana Ramírez López, Kalle Palomäki
and Mikko Kurimo. Forthcoming. Bounded conditional mean imputation with observation uncertainties and acoustic model adaptation. IEEE Transactions on Audio, Speech and Language Processing.
Ville Viitaniemi, Mats Sjöberg, Markus Koskela,
Satoru Ishikawa and Jorma Laaksonen. 2015. Advances in Visual Concept Detection: Ten years of
TRECVID. In Ella Bingham et al. (ed.): Advances
in Independent Component Analysis and Learning
Machines, 1st edition. Elsevier, Amsterdam, NL.
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Introduction

We focus our analysis on the hidden states and
update-gate activations of V ISUAL to assess the
impact of syntactic structure on the learned meaning representations of sentences used to predict
images. For each input sentence of length n, V I V
SUAL produces n hidden activations hV
1 , ..., hn
and n update-gate activations z1V , ..., znV . We
associate each word in the input sentence with
their part-of-speech (POS) and dependency relation (DepRel) labels1 , and assess the contribution
of the (word, POS, DepRel) tuples by estimating
the following two scores:

Recurrent neural networks (RNN) have gained a
reputation for beating state-of-the-art results on
many NLP benchmarks and for learning representations of words and larger linguistic units
that encode complex syntactic and semantic structures. However, it is not straight-forward to understand how exactly these models make their decisions. Recently Li et al. (2015) developed methods to provide linguistically motivated analysis for
RNNs trained for sentiment analysis. Here we focus on the analysis of a multi-modal Gated Recurrent Neural Network (GRU) architecture trained to
predict image-vectors - extracted from images using a CNN trained on ImageNet - from their corresponding descriptions. We propose two methods to explore the importance of grammatical categories with respect to the model and the task.
We observe that the model pays most attention
to head-words, noun subjects and adjectival modifiers and least to determiners and coordinations.

2
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Tilburg University
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1. dred measures the distance reduction at each
step by calculating the cosine distance between the current ht and the last hidden state
hfull and subtracting it from the previous distance: dtred = dt−1
red − cos(ht , hfull ). The idea
is to see how much each word brings the current state closer to, or further away from, the
final interpretation.
2. zmean assigns the average activation of the
update-gate z at time step t to the tuple at
positions t. The activation function for z is
sigmoid, therefore it has values between 0-1.
High values of zmean indicate that the model
places more importance on the previous tuples until t − 1 than on the current one at t.

Method

We used the I MAGINET model from Chrupała et
al. (2015), trained on the MSCOCO dataset (Lin
et al., 2014). It learns visually grounded meaning representations from textual and visual input
and consists of two GRU pathways, T EXTUAL
and V ISUAL, with a shared word-embedding matrix. The inputs to the model are pairs of captions
and their corresponding images. Each sentence is
mapped to two sequences of hidden states: one by
T EXTUAL and another by V ISUAL. At each timestep T EXTUAL predicts the next word in the sentence from its current hidden state hTt , while V I SUAL predicts the image vector from its last hidden representation hVfull . The model is trained using a multi-task objective which combines crossentropy loss for the word predictions and a mean
squared error for the image predictions.

3

Results

We measure dred and zmean for every position in the
first 5000 captions from the validation portion of
MSCOCO and use them to analyze the importance
of both POS and DepRel categories. We only report results on the grammatical categories that appear at least 500 times. Figure 1 demonstrates the
dred measurements for each word in an example
sentence. A large distance between two adjacent
1
We used the dependency parser from Martins et al.
(2013) for both the POS and DepRel tags.
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Figure 1: An example of the impact of each word in the sentence Stop sign with words written on it with
a black marker, measured by dred . Left: best retrieved image; middle: reduction of distance from hVfull ;
right: dred scores for each word.

Figure 2: Importance of dependency relations as measured by zmean on the left chart. Contribution of
POS categories (middle) and DepRel categories (right) measured by dred .
formativeness of the lexical items associated with
each category. They also provide insights into the
details of the task e.g.: nouns came out significantly more important then other content word categories, indicating that predicting the correct entities is the most important aspect of the task.

words signals the arrival of a highly informative
word. Figure 2 shows the impact of both measures
for each grammatical category. The low zmean
scores (left) for the roots, adjectival modifiers
(amod), direct objects (dobj), noun compound
modifiers (nn), noun subjects (nsubj), conjuncts
(conj) and objects of prepositions (pobj) suggest
that the model remembers words of these categories, while prefers to forget determiners (det),
coordinations (cc), prepositions (prep) and auxiliaries. As indicated by the high dred scores (middle graph), nouns (N), adjectives (JJ) verbs (V)
and prepositions (PRP) provide the largest contribution to the meaning representations of the sentences, while determiners (DET) and conjunctions
(C) provide the least. The dred scores for DepRels
are in line with the zmean scores; they highlight the
importance of nsubj, nn, amod, pobj and dobj.

4
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Conclusions

We propose two measures to assess the impact
of grammatical categories on sentence representations learned for predicting images. The observed
patterns likely reflect the visual salience and in-
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useful for such image-based tasks? (ii) can these
‘visually descriptive’ text segments be identified
automatically within documents which may consist of predominantly ‘non-visual’ text?
To be able to answer these questions, we first require a robust, inter-subjectively reliable definition
of ‘visually descriptive’ text. Although previous
work exists that models the ‘visualness’ of terms
or concepts from images (Yanai and Barnard,
2005; Jeong et al., 2012), they are presented without an explicit definition apart from the intuitive
notion that a visual term should exhibit some consistent visual characteristics across different objects. To our knowledge, the only work that explicitly proposes a definition for visually descriptive text is that of Dodge et al. (2012), where noun
phrases within an image caption are classified as
to whether or not they are depicted in the corresponding image.
In this paper, we propose a broader definition of
Visually Descriptive Language (VDL). Our work
differs from Dodge et al. (2012) in that our definition revolves around identifying text segments
that express propositions that can be ‘visually confirmed’ rather than identifying ‘visually concrete’
noun phrase segments whose denotation can be located in an associated image. The consequences of
this different definition are significant: (i) we are
not restricted to mining VDL from texts with associated images, but can exploit any text, massively
extending the volume of data that can be mined;
(ii) we can gather larger, richer fragments of text
than just noun phrases; (iii) we are not limited to
the sort of language found in image captions or
texts with embedded images (typically news), but
can consider texts of any genre.
It is unlikely there is any one ‘correct’ definition of VDL. Rather, any proposed definition may
be assessed in terms of how useful it is for some
particular purpose and how easy it is to apply. Our
purpose in defining VDL is to allow us to identify,

In this paper, we introduce the notion of
visually descriptive language (VDL) – intuitively a text segment whose truth can be
confirmed by visual sense alone. VDL can
be exploited in many vision-based tasks,
e.g. image interpretation and story illustration. In contrast to previous work requiring pre-aligned texts and images, we
propose a broader definition of VDL that
extends to a much larger range of texts
without associated images. We also discuss possible VDL annotation tasks and
make recommendations for difficult cases.
Lastly, we demonstrate the viability of
our definition via an annotation exercise
across several text genres and analyse
inter-annotator agreement. Results show
reasonably high levels of agreement between annotators can be reached.

1

Arnau Ramisa2

Introduction

Recent years have seen rapid growth in research
integrating visual and textual modalities, including associating named entities in captions with
faces in images (Berg et al., 2004), generating image descriptions (Kulkarni et al., 2011; Yang et al.,
2011), text/image retrieval (Hodosh et al., 2013),
story illustration (Feng and Lapata, 2010), and
learning visual recognition of fine-grained object
categories (Wang et al., 2009). This previous work
concentrates on solving image-based tasks, and is
heavily reliant upon datasets with pre-aligned images and texts, most of which have been manually collected and/or annotated. Thus, such imagecentric texts are assumed to be at least partially, if
not predominantly, ‘visually descriptive’ in nature.
This raises some interesting research questions: (i)
how much text out there without associated images is ‘visually descriptive’ and thus potentially
10
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(3)

within a broad corpus of texts, segments that can
be used to inform computational models useful in
image interpretation and description. For example, co-occurrence in VDL of certain attribute values and object types, or of pairs of objects types,
or of object types in particular semantic roles in
relation to an activity or event type provide prior
information that can be used in Bayesian models
to help interpret or describe a new image. Corpora of VDL can also be used to learn language
models for generating image descriptions, e.g. for
the visually impaired. Other potential applications include identifying candidate text segments
within a novel to be illustrated, automatic collection of joint visual-text training data, and automatic extraction of discriminative object descriptions for visual recognition (e.g. butterfly descriptions in Wang et al. (2009)).
1.1

By direct visual perception we mean that:
1. An observer could determine the truth of the
relevant proposition without intervening in
the scene to acquire additional visual inputs.
E.g. the truth of John weighs 65 kg might
be determined visually by placing John on a
scale and taking a reading; but if this scale
and Johns standing on it are not part of the
scene then this sentence is not VDL.
2. Any inference that needs to be carried out to
confirm or disconfirm the proposition is such
that it would typically be made by an observer drawn from the population of intended
readers of the text without knowledge of the
preceding textual content. For example, most
observers of a scene that includes a boy sitting on the end of a dock holding a fishing rod
whose line disappears into the water before
him would infer without question that the boy
is fishing, allowing them to confirm the truth
of “The boy sat fishing on the dock” directly
from the scene and without knowledge of earlier parts of the text in which the sentence is
embedded. This example illustrates just how
tightly coupled inference and perception are
and that “what we see” is a product of both.
Also, note how our definition is analogous to
that of textual entailment where given a pair
of textual expressions T and H “We say that
T entails H if, typically, a human reading T
would infer that H is most likely true” (Dagan et al., 2006); i.e. we rely on a judgement
that would typically be made about what is
going on in the scene.
3. An observer can visually identify any named
entities. For example, in (1) we assume an
observer knows who John is in this scene.
This may only be possible because of knowledge obtained from other textual context, but
we don’t want to rule out the visualness of
(1) on the grounds that not all the information that may be needed to identify John in
the scene is present in (1).
By asserts a proposition we mean that text segments must express, explicitly or implicitly a predication, i.e. something that may be judged true

Overview

The rest of the paper is structured as follows. Section 2 presents and discusses our definition of
VDL. Section 3 describes possible VDL annotation tasks based on our definition and discusses
and makes recommendations on difficult cases. To
assess the viability of the definition, we have carried out a pilot annotation exercise on texts of
different genres. Section 4 describes and analyses this exercise, including agreement statistics
and insights on conflicting annotations. Finally,
Section 5 offers conclusions and discusses future
work.

2

* Maria is thinking about what the future
holds for her. (Not VDL1 )

Definition of VDL

Our intuition is that a segment of text is visually
descriptive if we can determine what it says is true
or false by visual sense alone. More precisely:
Definition. A text segment is visually descriptive iff it asserts one or more propositions about
either (a) a specific scene or entity whose truth can
be confirmed or disconfirmed through direct visual
perception (e.g. (1)), or (b) a class of scenes or entities whose truth with respect to any instance of
the class of scenes or entities can be confirmed or
disconfirmed through direct visual perception (e.g.
(2)).
(1) John carried the bowl of pasta across the
kitchen and placed in on the counter.
(2) Tigers have a pattern of dark vertical stripes on reddish-orange fur with a
lighter underside.

1

We can neither confirm nor disconfirm through direct visual perception alone that Maria is thinking (she might be just
staring into space), let alone know what she is thinking.
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or false. Sentences or clauses with tensed verbs
are candidates, as are noun phrases that predicate
something of an entity. Thus, we rule out bare
noun phrases (the man)2 , but include phrases such
as the tall man or a man wearing a green shirt.
By text segment here we mean a phrase, clause,
sentence or sequence of sentences, i.e. a sequence
of contiguous words. One consequence of this
constraint is that phrases like (4) are not VDL,
since while they contain a mix of visual (tall) and
non-visual (well-educated) attributes, they do not
form a contiguous sequence of words which is
visually confirmable as a whole. Since we frequently observed such cases, we want our scheme
to accommodate them. We call such segments impure visually descriptive language (IVDL). To be
IVDL a segment S1 must contain discontinuous
subsequences that if conjoined form a segment S2
such that (a) S2 is VDL, and (b) in context S2 asserts a proposition that is entailed by the proposition S1 asserts (this rules out conjoining of unrelated subsequences – see (5)). We annotate IVDL
subsequences belonging to the same (discontinuous) segment with the same subscript indices.

3.1

We distinguish two annotation tasks: sentencelevel annotation and segment-level annotation.
Sentence-level annotation
We define a sentence-level annotation task as follows. Each sentence S in a document is assigned
one of three values: (i) 0 if it contains no VDL;
(ii) 1 if the entire sentence is VDL; (iii) 2 if it
contains one or more proper sub-segments which
are VDL, but the single segment comprising the
whole sentence is not VDL. S=2 may be further
classified as 2P (containing only pure VD subsegments) and 2I (contains pure and/or impure VD
sub-segments). Variants of the task may be defined
depending on whether VDL is taken to include
pure VDL only, or to include both pure and impure
VDL. In many texts there are significant numbers
of impure VDL segments, so omitting them leads
to the loss of a substantial quantity of potentially
valuable VDL. On the other hand, including them
requires substantially more annotation effort and is
only likely to be useful if accurate automatic techniques for extracting pure from impure segments
can be developed.

(4) {the tall}1 , well-educated {man}1

Segment-level annotation
Here the exact words comprising a VDL segment
are annotated using a swipe and click annotation
tool. Variants arise depending on whether one includes impure segments. Note that doing so requires the multiple sequences making up the pure
non-contiguous subsequence of the segment to be
selected and their association recorded. A simpler,
but less informative, alternative is to give the full
IVDL segment a distinct code, effectively deferring the task of identifying the pure subsequence
in the impure segment. Another variant is to allow
annotation to extend over multiple sentences (e.g.
to gather action descriptions for interpreting video
sequences instead of static scenes). Note that extending the scope of annotation to multiple sentences may affect the content of the annotations.
Example (7) is a full single VDL segment in a
multi-sentence annotation task.

Condition (b) serves to rule out cases like:
(5)

* {the tall}1 wardrobe beside the welleducated {man}1

as from (5) we cannot derive the tall man, since
the predication it expresses is not entailed by those
expressed by (5).
Note that IVDLs are distinct from partially visual segments such as (6) containing both visual
and non-visual phrasal subcomponents:
(6) As {he walked by the lake}, John thought
about his dad.
(6) contains a contiguous sub-segment that is
VDL, unlike (4), which is IVDL.

3

Possible Annotation Tasks

Annotating VDL

We describe several possible VDL annotation
tasks and provide recommendations on how to approach and annotate some difficult cases.

(7) {John took a sip of coffee. He read the
newspaper for a minute then took a second
sip}

2
man is undoubtedly a visually perceivable entity, but
a list of such terms is available under the physical object
synset in WordNet and we do not need a programme of text
annotation to acquire them.

However, as a single-sentence annotation task,
the second sentence will be impure as we cannot
verify that the sip is a second one (i.e. (8)).
12

(8) {He read the newspaper for a minute then
took a}1 second {sip}1

Temporal adverbials of frequency
Temporal adverbs of frequency (often, sometimes,
usually) determine how frequently an activity
takes place. These are considered VDL, because
our imaginary observer could determine visually,
over a period of time, how frequently the activity
takes place and make an assessment of whether the
temporal term applies. The exception is for adverbials that reference calendrical units (On Tuesdays
{Bob goes to the park for a picnic}), because we
cannot directly see that it is a Tuesday.

Note that sentence-level annotations may be inferred from segment-level annotations.
3.2

Guidelines for difficult cases

Inevitably, various difficult cases emerge during
annotation. While it is to be expected that some areas of variation between annotators will unavoidably remain, consistency across annotators is increased and annotation decisions simplified if a
standard approach is taken to various anticipated
difficult cases. Because of space constraints, here
we highlight only a subset of such cases and recommend ways to annotate them. The full set of
guidelines, with extensive discussions and examples, is available online3 . Below we proceed on
the assumption that VDL is being annotated at the
segment level, sentence-by-sentence.

Temporal adverbials of duration
Temporal adverbs of duration determine how long
an activity takes. They are marked as VDL where
the duration is intuitively assessable as part of
the viewing process ({for a few minutes}), but
not marked when reference to a watch or calendar would be needed for precision or for tracking
the extent of the activity (in 9.58 seconds, for two
weeks).

Metaphors

Multiple visual perspectives
Sometimes a sentence may contain information
that is visually confirmable, but only from more
than one distinct perspective or frame of reference.
For example, in (11), an observer could visually
confirm that Billy was climbing a tree wearing his
backpack. He or she could also visually confirm
that the backpack contained various objects. But
any position from which an observer could confirm the climbing would not simultaneously allow
the visual confirmation of the contents of the backpack.

In general, judgements that A is like B, X appeared
to be Y, C was as if D etc., will not be VDL since
the judgement of similarity underlying such statements is not something that is likely to be shared
by an observer in viewing the entity to which they
metaphor is applied. However, the expressions describing the entity to which the metaphor is applied and that supplying the metaphor may themselves be VDL.
(9) the pews appeared to be {broad stairs in a
long dungeon}
(10) he panted like {a big dog that has been
running too long}

(11)

Words with mixed visual/aural or
visual/experiential meanings

In such cases, we advocate annotating distinct
VDL segments, one for each visual perspective or
frame of reference, as in (11). The reason for this
is that we want to derive models of VDL usage that
can be used to help interpret or describe images or
video that will be taken from a single perspective
(at any given time point). Therefore descriptions
that mix perspectives are more likely to be confusing than helpful.

Many words mix visual and aural or visual and experiential senses. For example, verbs like shout,
shuffle and pant have an aural and a visual component, not necessarily in the same proportion.
Verbs like shudder and flinch, adjectives like sombre and insolent (insolent green eyes) and adverbs
like deathly (deathly pale) signal not just movement or appearance but also underlying emotional
experience or response. Such words should be annotated if visual input alone is judged sufficient to
allow a typical observer to unambiguously apply
the words, e.g. {a dreary housing estate}.
3

{Billy climbed the tree wearing his backpack}, {which contained his slingshot,
some pebbles and a magnifying glass}.

Intentional contexts
For the most part, sentences expressing propositional attitudes will not be VDL. However, the
sub-constituent that expresses the proposition towards which the speaker has an attitude may well

http://vdlang.github.io/
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Text

Type

|S|

S=1

S=2

VDL

IVDL

%Agree

Kappa

IoU

Oz

Ch7
Ch9

Children’s Story

95
78

0.13
0.12

0.51
0.42

51
38

47
23

0.76
0.72

0.73
0.69

0.65
0.62

Sports Reportage

Brown

A13
A30
G32
L05
N13
P15

111
128
101
151
122
179

0.11
0.04
0.02
0.21
0.12
0.08

0.27
0.34
0.47
0.31
0.46
0.24

25
31
32
65
58
40

20
21
29
20
38
21

0.78
0.78
0.74
0.87
0.70
0.82

0.60
0.56
0.50
0.79
0.49
0.62

0.51
0.57
0.43
0.63
0.57
0.73

Children’s Story
Culture Reportage
Biography
Mystery Fiction
Western Fiction
Romance Fiction

Table 1: Selected texts and results of the annotation experiment. Column |S| shows the number of
sentences, columns S=1 and S=2 the average proportion of sentences labelled for each VDL type, and
columns VDL and IVDL the number of segments marked as pure and impure VDL on average. Columns
% Agree and Kappa show the inter-annotator agreement at sentence level, and IoU the agreement at
segment level. Please refer to main text for more details.
Note that although The Episcopal Church and
The Eiffel Tower are named entities and thus visually identifiable according to our definition (see
Section 2), locational information may require significant inference using world knowledge that is
not part of the text, and thus may not be VDL.
For example, we cannot necessarily confirm that
someone is in a city called Lisbon based on visual
perception alone.

be: John believed that {Mary was playing in the
garden}.
Hypotheticals, modals, counterfactuals and
subjunctives
Hypothetical or conditional propositions assert
something to be the case provided something else
is the case. We cannot literally see a conditional,
so sentences expressing such propositions are not
VDL. However, the antecedent and consequents of
such propositions may be visual: If {Jack sets the
table} then {Will serves dinner}.
Modal (including negation and future tense)
and counterfactual sentences may be IVDL since
while overall their truth value is not visually determinable, it relates to that of a visually descriptive
segment derivable from them. For example, we
cannot ‘see’ that {James}1 may {practice Tai Chi
in the garden}1 . But the truth of the derived sentence is visually determinable (and is key in possible worlds treatments of the semantics of modals).

Statements of purpose
Components of sentences that express an agents
purpose in doing something should not be annotated as VDL: {Billy climbed to the rooftop} to
shoot at crows.
Imperative and interrogative sentences
Imperative (e.g. (15)) and interrogative (e.g. (16))
sentences do not assert propositions and therefore, by our definition, cannot be VDL as a whole.
However, they may contain components which are
VDL, for example in (16).

Locational information
Locational information is in some cases visually
determinable and other cases not. As a general
rule any locational information that relies upon
geopolitical naming, street plans or compass directions is not marked as VDL. Example (12) is
VDL, whist examples (13) and (14) are not VDL.
(12) {The Episcopal Church stood across the
street}.
(13) The Episcopal Church was one block
down Sussex Street.
(14) The Eiffel Tower is in the 7th Arrondissement in Paris.

(15)
(16)

Come out to the field and call us.
How did {you escape from the beast}?

Participial phrases
Participial phrases may express predications
where they occur within a noun phrase ({a man
wearing a green shirt}). However, in some cases
participial phrases may be extraposed and function, not so much as a reduced relative clause as
a sentence adverbial. In this case we annotate
across phrasal boundaries, in order to capture the
argument of the activity described in the participial phrase, i.e. the entity about which something
14

visual is being predicated. For example in (17),
where John is included as a VDL segment.

S=2 shows the average proportion of sentences labelled for each VDL type (VDL or partially VDL),
and columns VDL and IVDL the number of segments marked as pure and impure VDL on average (rounded to the nearest integer). Percentage
agreement (% Agree) and Kappa are computed
at the sentence level. We also report an analysis of
the annotation at the segment level: column IoU
(Intersection-over-Union) shows the overlap of the
annotations at word level; i.e. the ratio of words labelled by two annotators as visually descriptive to
total number of labelled words by any annotator;
at this point we did not distinguish between pure
and impure VDL. Figures for the Oz data are averaged pairwise scores over the three annotators.

(17) {Walking slowly across the ice, John}
thought about his mother.
Dialogues
Text segments that report dialogues do so using
either direct (e.g. (18)) or indirect (e.g. (19)) quotation.
(18) Dorothy said that {Toto was running
away}.
(19) Dorothy said, “{Toto is running away}”.
In both cases we mark the segment spoken as
VDL, if it is VDL. As a matter of convention we
do not mark the words reporting who spoken even
if we could determine visually whether the person
reporting was speaking. This is because (a) these
segments are of little interest, and (b) there are
many verbs that express fine shades of meaning
with respect to spoken utterances, many of which
are not visually determinable (reply, ask, exhort,
assert) and it is easiest just to rule them all out.

4

4.2

As Table 1 shows, agreement values are consistently high among annotators and across all genres, supported also by high Kappa scores.
Results show what one would expect: children’s
stories contain many visual descriptions, hence the
higher proportion of VDL sentences and annotator
agreement. News articles and biographies contain
less VDL than fiction, especially fully visual sentences (column S=1). In adult fiction, adventure
novels are naturally more visually descriptive than
romance, which tends to focus on the mental states
and processes of the characters.
Regarding the segment-level analysis, the overlap (IoU column) is reasonably high among all
texts, indicating that the majority of the visually
descriptive phrases were correctly identified. Furthermore, examining the annotations reveals that
most inconsistencies are a result of a mistake of
just one of the annotators, rather than fundamental
difference of opinion, so a revision phase would
further increase the agreement.

Results and Analysis

4.1

Experiments and Results

A small pilot annotation exercise was carried out
to test the viability of our definition and annotation guidelines on a variety of text genres. As
data we used two random chapters from The
Wonderful Wizard of Oz and six samples from
the Brown Corpus, selected randomly among five
hand-picked categories (two news articles, one biography and three novels). As a pilot study, all
texts were annotated by the authors at segmentlevel, the Oz texts by three annotators and the
Brown texts by two, using the brat rapid annotation tool 4 . Sentence-level annotations are inferred
from these segment-level annotations. We chose
to annotate at segment level rather than sentence
level as identifying VDL segments must be done
mentally at sentence level anyway. Marking the
segments directly with just a little additional effort
will result in a more informative resource.
Table 1 shows the selected texts and an analysis of the resulting annotations. All texts are of
similar length (mean 10,834, standard deviation
1,558 characters). Column |S| shows the number
of sentences in each corpus. Columns S=1 and
4

Analysis

4.3

Discussion

Further examination of the annotated data revealed
some difficult cases in which annotators disagreed.
We present and discuss a few example disagreements:
Word with mixed visual/experiential meanings
(20) {Susan stared at him with hurt blue
eyes}1 .
(21) * {Susan stared at him with}1 hurt {blue
eyes}1 .
Here, hurt is used here as an adjective for eyes,
which signals both the appearance of the eyes and

http://brat.nlplab.org/
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Directional information
(30) {He crossed the street and walked
swiftly}1 southward {to circle back to the
Boulevard and}1 north {a block to the
open restaurant.}1
(31) * {He crossed the street and walked
swiftly southward to circle back to the
Boulevard and north a block to the open
restaurant.}

an underlying emotion within Susan. We believe
that hurt can be accurately applied based on the
appearance of Susan’s eyes alone, and thus include
it as part of the VDL segment.
Inference
(22) {Rourke was talking on the phone when he
came}1 back.
(23) * {Rourke was}1 talking {on the phone
when he came}1 back.

It is stated in the guidelines that locational information that relies on compass directions should
not be marked as VDL. Example (30) is thus the
correct annotation.

As with the fishing example in Section 2, most
observers may infer that Rourke is talking on the
phone from a scene that involves him holding a
phone by his ear while moving his mouth. Thus,
we consider talking on the phone in this context as
VDL.

Subjective opinions
(32) They must be {dreadful beasts}.
(33) * {They}1
must
{be}1
dreadful
{beasts}1 .
(34) * They must be dreadful beasts.

Context
(24) {The Lion went back}1 a third time {and
got the Tin Woodman}1 .
(25) * {The Lion went back a third time and
got the Tin Woodman}.

Here, the adjective dreadful should be considered
VDL if it would typically be inferred by an observer given only visual input. Clearly dreadful
also has an experiential sense, dependent on the
subjective impression made on the observer. So
the question is are a vast majority likely to agree
that the beasts are dreadful? In this case, we accept
(32) as valid, although a more complete version
would be {They}1 must {be dreadful beasts}1 .

Without context, the annotator has no knowledge
about the previous two attempts. Therefore, a
third time is considered not VDL.
Visual observations over long periods
(26) From the way {the wound in his head} was
itching, Dan knew that it would heal.
(27) * From the way {the wound in his head}
was itching, Dan knew that {it}1 would
{heal}1 .

Intensifier adverbials and Negation of entities
(35) {The sides were so steep} that {none of
them}1 could {climb down}1
(36) {The sides were}1 so {steep}1 that none
of them could climb down
(37) {The sides were so steep that none of them
could climb down}

Although one is able to observe a wound healing,
it is a very slow process that spans a long period,
analogous to watching grass grow. To be able to
confirm this proposition would require observation over a long period of time. Therefore, it is
preferable not to annotate such cases as VDL.

This is a difficult case where all three annotators
annotated differently. Our guidelines did not address cases of adverbs such as so and too. Another
issue that was not addressed in the guidelines is
how to deal with the negation of entities (none of
them). We hope to address these issues in future
iterations of the guidelines.

Explicit naming of entities
(28) {They go to school with a girl} named
Gloriana
(29) * {They go to school with a girl named
Gloriana}

5

According to our definition an observer can visually identify any named entities. However, in this
particular case, we cannot visually confirm that the
name of the girl is Gloriana. Contrast this to {They
go to school with Gloriana}, where Gloriana is a
known named entity, and we can visually confirm
the proposition asserted by the text segment.

Conclusion and future work

In this work we have offered a precise definition
of Visually Descriptive Language (VDL), a notion
with many possible applications at the intersection
of language and vision, a subject of increasing interest. We have conducted a pilot annotation exercise, showing that the proposed definition and
16

annotation guidelines can be used to successfully
identify visual fragments in documents of different genres with good levels of agreement across
annotators.
We believe that VDL is a useful concept to further stimulate research integrating language and
vision. In the future we aim to further refine the
proposed annotation guidelines, to explore the feasibility of adapting the annotation task for largescale crowd-sourcing and to extract features and
train models for automatically detecting visual
fragments in new documents.
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Abstract

tion and obviating the agreement at the visual semantic level. These limitations are illustrated in
Figure 1.
Vedantam et al. (2014) have proposed to address these limitations by making use of a Term
Frequency Inverse Document Frequency (TF-IDF)
that places higher weight on n-grams that frequently occur in the reference sentence describing
an image, while reducing the influence of popular
words that are likely to be less visually informative.
In this paper, we consider a different alternative to overcome the limitations of BLEU and
ROUGE metrics, by introducing a novel approach
specifically tailored to evaluate systems for image caption generation. To do this, we first define
a semantic representation for visually descriptive
language, that allows measuring to which extent
an automatically generated caption of an image
matches the underlying visual semantics of human
authored captions.
To implement this idea we have augmented
a subset of the Flickr-8K dataset (Nowak and
Huiskes, 2010) with a visual semantic representation, which we call Semantic Tuples (ST). This
representation shares some similarity with the
more standard PropBank (Kingsbury and Palmer,
2002) style Semantic Roles (SRL). However, SRL
was designed to have high coverage of all the
linguistic phenomena present in natural language
sentences. In contrast, our ST representation is
simpler and focuses on the aspects of the predicate structure that are most relevant for capturing
the semantics of visually descriptive language.
This ST representation is then used to measure
the agreement between the underlying semantics
of an automatically generated caption and the semantics of the gold reference captions at different levels of granularity. We do this by aggregating the STs from the gold captions and forming
a Bag of Aggregated Semantic Tuples represen-

The automatic generation of image captions has received considerable attention.
The problem of evaluating caption generation systems, though, has not been that
much explored. We propose a novel evaluation approach based on comparing the
underlying visual semantics of the candidate and ground-truth captions. With this
goal in mind we have defined a semantic representation for visually descriptive
language and have augmented a subset of
the Flickr-8K dataset with semantic annotations. Our evaluation metric (BAST) can
be used not only to compare systems but
also to do error analysis and get a better
understanding of the type of mistakes a
system does. To compute BAST we need
to predict the semantic representation for
the automatically generated captions. We
use the Flickr-ST dataset to train classifiers that predict STs so that evaluation can
be fully automated 1 .

1

Introduction

In recent years, the task of automatically generating image captions has received considerable attention. The task of evaluating such sentences,
though, has not been that much explored, and
mainly holds on metrics such as BLEU (Papineni
et al., 2002) and ROUGE (Lin and Hovy, 2003),
originally proposed for evaluating machine translation systems. These metrics have been shown to
poorly correlate with human evaluations (Vedantam et al., 2014). Their main problem comes from
the fact that they uniquely consider n-grams agreement between the reference and candidate sentences, focusing thus only on the lexical informa1
System and data are made available here: https://
github.com/f00barin/semtuples
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Ref: A man sliding down a huge sand dune on a sunny day
SA: A man slides during the day on a dune.
SB: A dinosaur eats huge sand and remembers a sunny day.
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Figure 1: The limitations of the BLEU evaluation metric: SA and SB are two automatically generated
sentences that we wish to compare against the manually authored Ref. However, while SB does not relate
to the image, it obtains higher n-gram similarity than SA, which is the basis of BLEU and ROUGE.
• A new metric BAST (Bag of Aggregated Semantic Tuples) to compare systems. In addition, this metric is useful to understand the
types of errors made by the systems.

tation (BAST) that describes the image. We do
the same for the automatically generated sentences
and compute standard agreement metrics between
the gold and predicted BAST. One of the appeals
of the proposed metric is that it can be used not
only to compare systems but also to do error analysis and get a better understanding of the type of
mistakes a system does.
In the experimental section we use the ST augmented portion of the Flickr-8K dataset (FlickrST) as a benchmark to evaluate two publicly available pre-trained models of the Multimodal Recurrent Neural Network proposed by (Vinyals et al.,
2014) and (Karpathy and Fei-Fei, 2014) that generate image captions directly from images. To
compute BAST we need to predict STs for the
automatically generated captions. This is suboptimal because, ideally, we would like a metric
that can be computed without human intervention.
We therefore use the Flickr-ST dataset to train
classifiers that predict STs from sentences. While
this might add some noise to the evaluation, we
show that the STs can be predicted from sentences
with a reasonable accuracy and that they can be
used as a good proxy for the human annotated STs.
In summary our main contributions are:

• A new fully automated metric that uses
trained classifiers to predict STs for candidate
sentences.
The rest of the paper is organized as follows:
Section 2 presents the evaluation approach, including the proposed ST representation, the human annotation process to produce a dataset of
captions and STs and the proposed BAST metric computed over the ST representation. Section 3 describes in detail the proposed BAST metric. Section 4 describes the annotation process and
the creation of the Flickr-ST dataset. Section 5
gives some details about the automatic sentence
to ST predictors used to compute the (fully automatic) BAST metric. Section 6 discusses related
work. Finally, Section 7 presents experiments using the proposed metric to evaluate state-of-the-art
Multimodal Recurrent Neural Networks for caption generation.

2

• A definition of a linguistic representation (the
ST representation) that models the relevant
semantics of visually descriptive language.

Semantic Representation of Visually
Descriptive Language

We next describe our approach for evaluating sentence generation systems. Figure 3 illustrates the
steps involved in the evaluation of a generated caption. Given a caption we first generate a set of semantic tuples (STs) which capture the underlying
semantics. While these STs could be generated
by human annotators this will not be feasible for
an arbitrarily large number of generated captions.
Thus, in Section 5 we describe an approach to automatically generate STs from captions.

• Using ST we propose a new approach to evaluate sentence generation systems that measures caption-gold agreement with respect to
the underlying visual semantics expressed in
the reference captions.
• A new dataset (Flickr-ST) of captions augmented with corresponding semantic tuples.
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Ref: A man sliding down a hugh sand dune on a sunny day
Semantic Tuples (ST)
Predicate Agent

the participants (we call them agents and patients)
and where or when is the action taking place (we
call them locatives). For example, the caption
“A brown dog is playing and holding a ball in a
crowded park” would have the associated semantic tuple: [predicate = play; agent = dog; patient =
null; locative = park] and [predicate = hold; agent
= dog; patient = ball; locative = park]. We call
each field of a tuple an argument; an argument
consists of a semantic type and a set of values. For
example the first argument of the first semantic tuple is a predicate with value play. Notice that arguments of type agent, patient and locative can take
more than one value. For example: “A young girl
and an old woman eat fruits and bread in a park on
a sunny day” will have the associated semantic tuple: [predicate = eat; agent = girl, woman; patient
= fruits, bread; locative = park, day].

Patient Locative

<SLIDE, MAN, NULL, DUNE (Spatial)>
<SLIDE, MAN, NULL, DAY (Temporal)>
Bag of Aggregated Semantic Tuples (BAST)
Single-Arguments
Participants (PA) = {MAN}
Predicates (PR) = {SLIDE}
Locatives (LO) = {DUNE, DAY}
Arguments-Pairs
= {SLIDE-MAN}
PA+PR
= {MAN-DUNE, MAN-DAY}
PA+LO
= {SLIDE-DUNE, SLIDE-DAY}
PR+LO
Arguments-Triplets
PA+PR+LO
= {SLIDE-MAN-DUNE,
SLIDE-MAN-DAY}

Figure 2: Bag of Aggregated Semantic Tuples.
In the second step of the evaluation we map the
set of STs for the caption to a bag of arguments
representation which we call BAST. Finally, we
compare the BAST of the caption to that of the
gold captions. The proposed metric allows us to
measure the precision and recall of a system in
predicting different components of the underlying
visual semantics.
In order to define a useful semantic representation of Visually Descriptive Language (VDL)
(Gaizauskas et al., 2015) we follow a basic design principle: we strive for the simplest representation that can cover most of the salient information encoded in VDL and that will result in annotations that are not too sparse. The last requirement
means that in many cases we will prefer to map
two slightly different visual concepts to the same
semantic argument and produce a coarser semantic representation.
In contrast, the PropBank representation (SRL)
(Kingsbury and Palmer, 2002) is what we would
call a fine-grained representation which was designed with the goal of covering a wide range of
semantic phenomena, i.e. cover small variations in
semantic content. Furthermore, the SRL representation is designed so that it can represent the semantics of any natural language sentence whereas
our representation focuses on covering the semantics present in VDL. Our definitions of semantic
tuples are more similar to the proto-roles described
by Dowty (1991).
Given an image caption we wish to generate
a representation that captures the main underlying visual semantics in terms of the events or actions (we call them predicates), who and what are

Note also that we use italics to represent argument values and distinguish them from variables (over some well defined discrete domain)
and words or phrases in the caption that we might
regard as lexical evidence for that value. For example, the caption “A brown dog is playing and
holding a ball in a crowded park” will have the associated semantic tuple: [predicate = play; agent
= dog; patient = null; locative = park]. The word
associated with the predicate play is playing, but
play is a variable. In this case we are assuming
that the domain for the predicate variable is the set
of all lemmatized verbs.
Argument values will in most cases have some
word or phrase in the caption that can be regarded
as the lexical realization of the value. We refer to
such a realization as the ‘span’ of the value on the
caption. From the previous example, the span of
the predicate is ‘playing’, and its value is play. Not
all values will have an associated span, since as we
describe below, argument values might have tacit
spans which can be inferred from the information
contained in the caption but they are not explicitly mentioned. In practice to generate the semantic representation we will ask human annotators to
mark the spans in the caption corresponding to the
argument values (for non-tacit values). We will
define the argument variable to be a ‘canonical’
representation of the span. How this ‘canonical’
representation is defined will be described in more
detail in the next section, where we discuss the annotation process.
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A man sliding down a huge sand dune on a sunny day
A man slides during the day on a dune.

A dinosaur eats huge sand and remembers a sunny day.

Step 1: Compute STs
<Pr: SLIDE, Ag: MAN, Pa: NULL, Lo (S): DUNE>
<Pr: SLIDE, Ag: MAN, Pa: NULL, Lo (T): DAY>

<Pr: EAT, Ag: DINOSAUR, Pa: SAND, Lo: NULL>
<Pr: REMEMBER, Ag: DINOSAUR, Pa: DAY, Lo: NULL>

Step 2: Compute BAST
Participants (PA) = {MAN}
Predicates (PR) = {SLIDE}
Locatives (LO) = {DUNE, DAY}
PA+PR
= {SLIDE-MAN}
PA+LO
= {MAN-DUNE, MAN-DAY}
PR+LO
= {SLIDE-DUNE, SLIDE-DAY}
PA+PR+LO
= {SLIDE-MAN-DUNE,
SLIDE-MAN-DAY}

Participants (PA) = {DINOSAUR, SAND, DAY}
Predicates (PR) = {EAT, REMEMBER}
Locatives (LO) = {NULL}
PA+PR
= {EAT-DINOSAUR, REMEMBER-DAY,
REMEMBER-DINOSAUR, EAT-SAND}
PA+LO
= {DINOSAUR-NULL, SAND-NULL, DAY-NULL}
PR+LO
= {EAT-NULL, DINOSAUR-NULL}
PA+PR+LO
= {EAT-DINOSAUR-NULL, REMEMBER-DAY-NULL,
EAT-SAND-NULL, REMEMBER-DINOSAUR-NULL}

Step 3: Compute Prec-Rec-F1 Metrics with respect to reference BAST
Single-Arguments

Par

Pre

Loc

Mean

Par

Pre

Loc

Mean

Prec

1/1

1/1

2/2

1.0

Prec

0/3

0/2

0/0

0.0
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1/1

1/1
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1.0

Rec

0/1

0/1

0/2

0.0

F1

1.0

1.0

1.0

1.0

F1

0.0

0.0

0.0

0.0

Arguments-Pairs

Par+Pre Pre+Loc Par+Loc

Mean

Prec

1/1

2/2
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1.0
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1/1
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1.0
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0.0
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1.0
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0.0

Figure 3: Computation of the BAST metric.

3

The Bag of Semantic Tuples Metric

the sentence. We consider two types of predicates, those that describe an action and those
that describe a state. Action predicates are
in most cases expressed in the caption using
verb-phrases. However, some action predicates might not be explicitly mentioned in the
caption but can be naturally inferred. For example, the caption “A woman in a dark blue
coat, cigarette in hand” would be annotated
with the tuple: [predicate = hold; agent =
woman; patient = cigarette; locative = null].
In the case that the predicate is indicating a
state of being, there is typically a conjugation
of the verb “to be”, i.e. is, are, was. For example: “A person is in the air on a bike near
a body of water.”

As mentioned earlier, our semantic representation
is ‘coarser’ than PropBank style semantic role annotations. Furthermore, there are two other important differences: 1) We do not represent the semantics of atomic sentences but that of captions
that might actually consist of multiple sentences,
and 2) Our representation is truly semantic meaning that resolving the argument value of a predicate might involve making logical inferences. For
example we would annotate the caption: “A man
is standing on the street. He is holding a camera”
with [predicate = standing; agent = man; patient
= null; locative = street] and [predicate = hold;
agent = man; patient = null; locative = street]. This
means that in contrast to the SRL representation,
our semantic representation will not, in general, be
‘aligned’ with the syntax of the caption.
We now give a more detailed description of each
argument type:

• The Agent is defined as the entity that is performing the action. Roughly speaking, it is
the answer to the question: Who is doing the
action? For example: in the sentence “The
man is sleeping under a blanket in the street

• The Predicate is the main event described by
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reasons is that we observed that in most cases if we
can properly identify the main arguments extracting their modifiers can be done automatically by
looking at the syntactic structure of the sentence.
For example if we can obtain a dependency parse
tree for the reference caption, extracting the syntactic modifiers of dog is relatively easy.

as the crowds pass by” we have the predicate
= sleeping with agent = man, and predicate =
pass with agent = crowd. In the case of predicates that describe a state of being such as “A
person is in the air on a bike near a body of
water”, we define the agent to be the answer
to the question: Whose state is the predicate
describing? Thus for the given example we
would have agent = person.

4

• The Patient is the entity that undergoes a
state of change or is affected by the agent performing some action. For example, the caption “A woman in a dark blue coat, cigarette
in hand.” would have: [patient = cigarette].
Unlike the predicate and agent, the patient
is not always present, for example in “Two
people run in the sand at the beach.” The
patient is never present with state-of-being
predicates as: “A person is in the air on a bike
near a body of water”. When there is no patient we say that the argument value is null.

The Flickr-ST Dataset: Human
Annotation of Semantic Tuples

We believe that one of the main reasons why most
of the evaluations used to measure caption generation performance involve computing surface metrics is that until now there was no dataset annotated with underlying semantics.
To address this limitation we decided to create
a new dataset of images annotated with semantic
tuples as described in the previous section. Our
dataset has the advantage that every image is annotated with both the underlying semantics in the
form of semantic tuples and natural language captions that constitute different lexical realizations
of the underlying visual semantics. To create our
dataset we used a subset of the Flickr-8K dataset
with captions, proposed in (Hodosh et al., 2013).
This dataset consists of 8,000 images of people
and animals performing some action taken from
Flickr, with five crowd-sourced descriptive captions for each one. These captions are sought to
be concrete descriptions of what can be seen in
the image rather than abstract or conceptual descriptions of non-visible elements (e.g. people or
street names, or the mood of the image).
We asked human annotators to annotate 250 image captions, corresponding to 50 images taken
from the development set of Flickr-8K. In order
to ensure the alignment between the information
contained in the captions and their corresponding
semantic tuples, annotators were not allowed to
look at the referent image while annotating every
caption.
Annotators were asked to list all the unique tuples present in the caption. Then, for each argument of the tuple, they had to decide if its value is
null, tacit or explicit (i.e. an argument value that
can be associated with a text span in the caption).
For explicit argument values we asked the annotator to mark the corresponding span in the text.
That is, instead of giving a value for the argument,
we ask them to mark in the caption the evidence
for that argument.

• The Locative is defined as the answer to the
question: Where or When is the action taking place? So there are two main types of
locatives, spatial locatives such as on the water and temporal locatives such as at night.
Spatial locatives in turn can be of different
types, they can be scenes such as on-beach
or they can express the relative location of
the action with respect to a reference object
such as under-blanket in the caption “A man
sleeping under the blanket”. The locatives are
actually composed of two parts: a preposition (if present), which expresses the temporal or spatial situation, and the main object
or scene. Locatives, like the patient, are not
always present. Thus the locative might also
take the value null.
We could also consider a richer semantic representation that includes modifiers of the arguments,
for example for the caption: “A brown dog is playing and holding a ball in a crowded park” we
would have the associated semantic tuples: [predicate = play; agent = dog; agent-mod = brown
patient = null; locative = park] and [predicate =
hold; agent = dog; patient = ball; locative = park,
locative-mod = crowded]. For the first version of
the ST dataset, however, we opted for keeping the
representation as simple as possible and decided
not to annotate argument modifiers. One of the
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metric that is useful not only to compare systems,
but also that allows for error analysis and some insight on the types of mistakes performed by any
given system.
To do this we will first use the STs corresponding to the ground-truth captions to compute what
we call a Bag of Aggregated Semantic Tuples representation (BAST). Figure 2 shows a reference
caption and its corresponding STs and BAST. Notice that for simplicity we show a single reference
caption, in reality if there are k captions for an image, we will first compute the STs corresponding
to all of them. The BAST representation is computed in the following manner:

To create the STs that we use for evaluation we
first need to compute the argument values. We assume that we can compute a function that maps
spans of text to argument variables, and we call
this the grounding function. Currently, we use a
very simple mapping from spans to argument values: they map to lowercase lemmatized forms.
Given the annotated data and a grounding function, we refer to the process of computing argument values for argument spans as projecting the
annotations.
With our approach for decoupling surface (i.e.
argument spans) from semantics (argument values) we can address some common problems in
caption generation evaluation. The idea is simple, we can use the same annotation with different
grounding functions to get useful projections of
the original annotation. One clear problem when
evaluating caption generation systems is how to
handle synonymity, i.e. the fact that two surface
forms might refer to the same semantic concept.
For example, if the reference caption is: “A boy
is playing in a park”, the candidate caption: “A
kid playing on the park” should not be penalized
for using the surface form boy instead of kid. We
can address this problem by building a grounding
function that maps the argument span boy and the
argument span kid to the same argument variable.
We could automatically build such function using
a thesaurus.

1. For the locatives and predicate arguments
compute the union of all the corresponding
argument values appearing in any ST. For the
patient and agent we will compute a single
set which we refer to as the participants set.
We call this portion of the BAST the bag of
single arguments representation.
2. We compute the same representation but
now we look at pairs of argument values, meaning: predicate+participant, participant+locative and predicate+locative. We
call these the bag of argument pairs.
3. Similarly we can also compute a
bag of argument triplets for predicate+participant+locative

Another common problem when evaluating
caption generation is the fact that the same visual entity can be described with different levels
of specificity. For example, for the previous reference caption it is clear that “A person is playing in
a park” should have a higher evaluation score than
“A dog playing in a park”. This is because any human reading the caption would agree that person is
just a ‘coarser’ way of referring to the same entity.
With our approach we could handle this problem
by having a coarser grounding function that maps
the argument span kid and the argument span person to the same argument value human. The important thing is that for any grounding function we
can project the annotations and compute the evaluation, thus we can analyze the performance of a
system in different dimensions.

We can also compute the BAST representation
of an automatically generated caption. This can
be done via human annotation of the caption’s STs
or using a model that predicts STs from captions
(such a model is described in the next section).
Now if we have the ground-truth BAST and the
BAST of the candidate caption we can compute
standard precision, recall and F1 metrics over the
different components of the BAST. More specifically, for the single argument component of the
BAST we compute:
• Predicate-Precision: This is the number of
predicted predicates present in the BAST of
the candidate caption that where also present
in the BAST of the ground-truth reference
captions for the corresponding image. That is
this is the number of correctly predicted predicates.

Our goal is to define an evaluation metric that
measures the similarity between the STs of the
ground-truth captions for an image and the STs of
a generated image caption. We wish to define a
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• Predicate-Recall: This is the number of predicted predicates present in the BAST of the
ground-truth captions that were also present
in the BAST of the candidate caption.

Participants (PA)
Predicates (PR)
Locatives (LO)
PA-PR
PR-LO
PA-LO
PA-PR-LO

• Predicate-F1: This is the standard metric,
i.e. the harmonic mean of precision and recall.
We can compute the same metrics for other arguments and for argument pairs and triplets of arguments. Figure 3 shows an example of computing the BAST evaluation metric for two captions.

5

Model 1
0.967
0.703
0.793
0.884
0.779
0.849
0.815

Model 2
0.865
0.808
0.819
0.812
0.723
0.757
0.704

Table 1: F1 score of the automatic BAST extractor
taking as reference the manually annotated tuples
for the sentences generated by the two models.

Automatic Prediction of Semantic
Tuples from Captions

regard each noun as a positive or negative training
example of a given relation depending on whether
the candidate noun is or is not an argument of the
predicate. We use these examples to train an SVM
that decides if a candidate noun is or is not an argument of a given predicate in a given sentence. This
classifier exploits several linguistic features computed over the syntactic path of the dependency
tree connecting the candidate noun and the predicate and features of the predicted semantic roles
of the predicate.
Table 1 shows the F1 of our predicted STs compared against manually annotated STs for the two
caption generation systems that we evaluate in the
experiments section.

To compute the BAST metric we need to have STs
for the candidate captions, one option is to perform
a human annotation. The problem is that collecting human annotations is an expensive and time
consuming task. Instead we would prefer to have
a fully automated metric. In our case that means
that we need an automated way of generating STs
for candidate captions. We show in this section
that we can use the Flickr-ST dataset to train a
model that maps captions to their underlying ST
representation.
We would like to point out that while this task
has some similarities to semantic-role labeling, it
is different enough so that the STs can not be directly derived from the output of an SRL system,
in fact our model uses the output of an SRL system in conjunction with other lexical and syntactic
features.
Our model exploits several linguistic features
of the caption extracted with state-of-the-art tools.
These features range from shallow part of speech
tags to dependency parsing and semantic role labeling(SRL). More specifically, we use the FreeLing lemmatizer (Carreras et al., 2004), Stanford
part of speech(POS) tagger (Toutanova et al.,
2003), TurboParser (Martins et al., 2013) for dependency parsing and Senna (Collobert et al.,
2011) for semantic role labeling. We also tried
using state-of-the art SRL system from Roth and
Woodsend (2014), but we observed that Senna performed better on our dataset.
We extract the predicates by looking at the
words tagged as verbs by the POS tagger. Then,
the extraction of arguments for each predicate is
resolved as a classification problem. More specifically, for each detected predicate in a sentence we

6

Related Work

Our definition of semantic tuple is reminiscent in
spirit to Farhadi et al. (2010) scene-object-action
triplets. In that work, the authors proposed to use
a triplet meaning representation as a bridge between images and natural language descriptions.
However, the similarity ends there because their
goal was neither to develop a formal semantic
representation of VDL nor to provide a semantically annotated dataset that could be used for automatic evaluation of captioning systems. At the
end, their dataset was created in a very simplistic manner by extracting subject-verb, object-verb
and locative-verb pairs from a labeled dependency
tree by checking for dependencies where the head
and modifier matched a small fix set of possible
objects, actions and scenes. As we have illustrated with multiple caption examples, the semantics of VDL can be quite complex and it can be
very ‘loosely aligned’ with the syntactic (e.g. dependency structure) of the sentence. There has
also been some recent work on semantic image
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Both networks can then be re-trained (or finetuned) together by back-propagation for the task
of generating sentences. However, in this work
we use the pre-trained models provided by Karpathy 2 for both the CNN and the RNN, which have
been trained sequentially. is fed by the features extracted by the CNN during the training process).
The CNN used in our experiments is the 16layer model described in (Simonyan and Zisserman, 2014b), which achieves state-of-the-art result in many image recognition tasks, provided by
the authors of the paper, and we used the standard
feature extraction procedure.
For the RNN-LSTM part, we have evaluated
two models to generate two distinct sets of captions that then could be evaluated using the BAST
metric. The architecture is the same in both
networks but one is trained using the Flickr8K (LSTM-RNN-Flickr-8K) train set, dubbed
Model 1 in the rest of the paper, and the other
is trained using MicrosoftCOCO (LSTM-RNNMsCOCO) training set, dubbed Model 2. Both
networks can be downloaded from the NeuralTalk
project web-page. Results for the two models
using the existing metrics3 can be seen in Table 2; notice that our installation reproduces exactly these results (third row).

retrieval based on scene graphs (Johnson et al.,
2015), where they model semantic representation
of image content to retrieve semantically related
images.
BLEU has been the most popular metric used
for evaluation, its limitations when used in the
context of evaluation of caption quality have been
investigated in several works (Kulkarni et al.,
2013; Elliott and Keller, 2013; Callison-Burch et
al., 2006; Hodosh et al., 2013). Another common metric is ROUGE which has been shown to
have some weak correlation with human evaluations (Elliott and Keller, 2013). An alternative
metric for caption evaluation is METEOR which
seems to be better correlated with human evaluations than BLEU and ROUGE (Elliott and Keller,
2014). Recently a new consensus based metric
was proposed by Vedantam et al. (2014), here, the
main idea is to measure similarity of a caption to
the majority of ground-truth reference captions.
One of the limitations of metrics based on consensus is that they are better suited for cases when
many ground-truth annotations exist for each image. We take a different approach, instead of augmenting a dataset with more captions, we directly
augment it with annotations which reflect what
are the most relevant pieces of information in the
available captions.
Hodosh et al. (2013) propose a different metric
for evaluating image-caption ranking systems and
it can not be directly applied to evaluate sentence
generation systems (i.e. systems that output novel
sentences).

7
7.1

7.2

BAST Metric Results

Figure 5 shows BAST scores for the two caption
generation models, we show both results with the
manually annotated STs and with the ones automatically predicted by the models. The first observation is that the automatically generated STs are
a good proxy for the human evaluation. For all argument combinations, with the exception of locatives (where the differences between the two systems are small) both the BAST computed from automatic and manually annotated STs sort the two
systems in the same way. Figure 4 shows some
example images and generated captions with the
extracted BAST tuples.
Another observation is that overall the numbers
are quite low. Despite all the enthusiasm with the
latest NN models for sentence generation the F1
of the system for locatives and predicates is quite

Experiments
The evaluated models

The evaluated models are two instances of the
Multimodal Recurrent Neural Network described
in (Simonyan and Zisserman, 2014a) and (Karpathy and Fei-Fei, 2014), that takes an image and
generates a caption. content of the image in natural language).
This model addresses the caption generation
task combining recent advances in Machine Translation and Image Recognition: it combines a
Convolutional Neural Network (CNN) initially
trained to extract image features, and a Long Short
Term Memory Recurrent Neural Network (RNNLSTM), which is used as a Language Model conditioned by the image features to generate the captions one word at a time.

2

We have used the open source project NeuralTalk
https://github.com/karpathy/neuraltalk
which makes it easy to use different pre-trained models for
each network.
3
Evaluation metrics other than BAST have been computed using the tools available at the MsCOCO Challenge
website (Lin et al., 2014)
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Dataset test
MSCOCO*
MSCOCO*
MSCOCO*
Flickr-ST
Flickr-ST

RNN
web ref.
Model 1
Model 2
Model 1
Model 2

CIDEr
0.666
0.146
0.666
0.356
0.208

Bleu 4
0.220
0.068
0.220
0.157
0.101

Bleu 3
0.317
0.127
0.317
0.242
0.179

Bleu 2
0.461
0.253
0.461
0.377
0.316

Bleu 1
0.646
0.448
0.646
0.559
0.528

ROUGE L
0.469
0.341
0.469
0.422
0.374

METEOR
0.205
0.128
0.205
0.178
0.145

Table 2: Results with current metrics for the two models described in the text. MSCOCO* is the subset
of MSCOCO used in the NeuralTalk reference experiments. The first row are the results reported in the
NeuralTalk project web-site.
Gold captions
A dog chases a nerf ball in the grass.
A dog playing fetch in a green field.
A multicolor dog chasing after a ball across the grass.
A dog chasing after a ball on the grass.
Wolf-like dog chasing white wiffle ball through a green
Model 1
Model 2

Gold tuples
<{dog, ball}, chase, grass>
<{dog, fetch}, play, field>
<{dog, ball}, chase-after, grass>
<{dog, ball}, chase-after, grass>
<{dog, ball}, chase, field>

Generated sentence
Manual annotation Automatic extraction
A dog runs through the grass. <dog, run, grass>
<dog, run, grass>
A dog is standing in the
grass with a frisbee.

<dog, stand, grass> <dog, be, {grass, frisbee}>
<dog, stand, {grass, frisbee}>

Gold captions
A large white bird goes across the water.
A white bird is flying off the water surface.
A white bird is preparing to catch something in the water.
The large white bird's reflection shows in the water.
White bird walking across wet sand.
Model 1
Model 2

Gold tuples
<bird, go, water>
<bird, fly, water>
<{bird, something}, catch, water>
<reflection, show, water>
<bird, walk, sand>

Generated sentence
A dog jumps over a log.

Manual annotation Automatic extraction
<dog, jump, log>
<dog, jump, log>

A bird is standing on a
rock in the water.

<bird, stand, {water, <bird, be, {water, rock}>
rock}>
<bird stand, {water, rock}>

Figure 4: Example results of the two caption generation systems and BAST tuples.
modest, below 25%. Of all the argument types the
participants seem to be the easiest to predict for
both models, followed by locatives and predicates.
This is not surprising since object recognition is
probably a more mature research problem in computer vision and state-of-the-art models perform
quite well. Overall, however, it seems that caption
generation is by no means a solved problem and
that there is quite a lot of room for improvement.
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0.4
Model 1 (hand)
Model 1 (auto)
Model 2 (hand)
Model 2 (auto)

0.35
0.3
0.25
0.2

Conclusion

0.15

In this paper we have studied the problem of representing the semantics of visually descriptive language. We defined a simple, yet useful, representation and a corresponding evaluation metric.
With the proposed metric we can better quantify
the agreement between the visual semantics expressed in the gold captions and a generated caption. We show that the metric can be implemented
in a fully automatic manner by training models
that can accurately predict the semantic representation from sentences. To allow for an objective
comparison of caption generation systems we created a new manually annotated dataset of images,
captions and underlying visual semantics repre-

0.1
0.05
0

PA

PR

LO

PA−PR PR−LO

PA−LO PA−PR−LO

Figure 5: F1 score of the BAST tuples, manually and automatically extracted, from the captions
generated by the two evaluated systems for the 50
annotated Flickr-8k validation set images.
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sentation by augmenting the widely used Flickr8K dataset.
Our metric can be used to compare systems but,
more importantly, we can use the metric to do a
better error analysis. Another nice property of our
approach, is that by decoupling the realization of
a concept as a lexical item from the underlying visual concept (i.e. the real world entity or event)
our annotated corpus can be used to derive different evaluation metrics.
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Abstract

general language of image captions. Sutskever
et al. (2011) demonstrate that RNNs are capable of producing diverse and surprisingly readable sentences, given a short starting sequence of
seed words. Furthermore, non-neural memoization techniques like those proposed by Wood et
al. (2009) and Gasthaus et al. (2010) are capable
of producing very convincing language models for
particular domains.
While it is clear that existing algorithms do discriminate based on image inputs, it is still unclear
if the apparently highly specific generated captions are primarily a result of language modeling
rather than image modeling. If it could be determined that either image modeling or language
modeling is acting as the bottleneck in this multimodal setting, research efforts could be directed
appropriately.
To examine the relative multimodal modeling capacities of existing neural captioning algorithms, we execute a series of experiments where
we vary image representation quality produced
from a fixed CNN, and examine how the output
captions are affected.
For two existing datasets and a new domain we
analyze here, our results suggest that caption quality does not scale well with increased classification accuracy of a fixed CNN. In fact, as the testing/validation accuracy of a CNN with fixed architecture increases, all seven caption evaluation metrics we consider appear to saturate at surprisingly
low classification accuracies. While this does not
prove that better image modeling algorithms could
not produce better captions, it appears that many
apparently fine-grained aspects of generated natural language are the result of surprisingly coarse
grained visual distinctions.
For a fixed vision model, our results indicate
that there is likely little room for caption improvement via gathering more training images alone.
We further postulate that progress could be made

We examine the possibility that recent
promising results in automatic caption
generation are due primarily to language
models. By varying image representation
quality produced by a convolutional neural network, we find that a state-of-theart neural captioning algorithm is able to
produce quality captions even when provided with surprisingly poor image representations. We replicate this result in
a new, fine-grained, transfer learned captioning domain, consisting of 66K recipe
image/title pairs. We also provide some
experiments regarding the appropriateness
of datasets for automatic captioning, and
find that having multiple captions per image is beneficial, but not an absolute requirement.

1

Michael J. Wilber
Cornell Tech
Cornell University
mwilber@mjwilber.org

Introduction

Describing the content of an image is an easy task
for humans, but, until recently, had been difficult
or impossible for computers. Recent work in computer vision has addressed this task of automatically generating the caption of an input image with
promising results (Farhadi et al., 2010; Kulkarni et
al., 2013; Ordonez et al., 2011; Karpathy and Li,
2014; Mao et al., 2014; Vinyals et al., 2014; Kiros
et al., 2014; Donahue et al., 2014; Fang et al.,
2014). Several state-of-the-art approaches couple
a pre-trained deep convolutional neural network
(CNN) for image representation with a recurrent
neural network (RNN) to generate captions that
describe image content.
We consider the possibility that the generation
of these captions, however, is not heavily reliant
upon the image representation input. For instance,
if one was to train a RNN directly on image captions, one could learn a fair amount about the
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by an architecture like GoogLeNet (Szegedy et
al., 2014) or AlexNet (Krizhevsky et al., 2012)
to a LSTM recurrent neural network (Hochreiter
and Schmidhuber, 1997) for language generation.
The RNN weights are usually trained on datasets
consisting of pairs of images and several corresponding human-generated annotations, such as
Flickr8k (Hodosh et al., 2013), Flickr30k (Young
et al., 2014), or Microsoft COCO (Lin et al.,
2014). The CNN is often pre-trained on a very
large set of images such as ImageNet (Deng et al.,
2009) and held fixed while the RNN is trained.
For many existing captioning datasets, ImageNet
is a convenient starting point, presumably because
images in most modern captioning datasets are of
similar objects.
More complicated caption generation models have also demonstrated success on several
datasets. To the knowledge of the authors, Fang
et al. (2014) hold the current best result (in terms
of BLEU-4) on the MSCOCO official captioning
test set, though Vinyals et al. (2014) reportedly
outperform Fang et al. on 2/5 evaluation metrics detailed on the MSCOCO captioning leaderboard.1 Their pipeline involves training a language model directly on captions and a discretized
image representation consisting of a likely set of
objects in that image. Switching from a finetuned AlexNet (Krizhevsky et al., 2012) to a finetuned VGG-net (Simonyan and Zisserman, 2014)
improved BLEU-4 by 2.4 points, and METEOR
by 1.4 points. Because their image representations were discrete, it’s possible that their language models were less prone to overfitting. It’s
not immediately obvious that a similar improvement would occur for language models that operate on extracted vector representations of images
like NIC, however.
In contrast to the previous approaches that provide their RNNs with a representation of an image
only at the first timestep, Mao et al. (2014) propose an extension of a single-layer RNN, dubbed
the “multimodal RNN,” that feeds a representation
of an image to the RNN at every word generation
step. Finally, Kiros et al. (2014) propose a model
that first uses a CNN and an RNN to embed an
image and its corresponding caption in the same
semantic space, and then feeds vectors from this
space into a “language generating structure content neural language model”, an extension of a

most quickly through the development of language
modeling techniques that take better advantage of
existing image representations. In particular, coupling our results with independent but consistent
observations made by Karpathy and Li (2014) and
Vinyals et al. (2014) regarding model modifications that lead to overfitting, it’s very likely that
overfitting language models to image features is
still a big problem for many caption generation algorithms. Our analysis highlights what we believe
to be an important question for these types of algorithms going forward: if better image representations contain useful, fine-grained information, is
it possible to take advantage of that information
without overfitting?
To supplement our analysis of image representations, we consider a new caption generating task:
generating recipe titles based on images of food.
The motivation for this new task results from the
intuition that image representations might matter
more in visually fine-grained domains, where algorithms must be able to discriminate between
minute changes in the input images. We collect a dataset consisting of images of food coupled with recipe titles (e.g. “thai chicken curry”)
from Yummly.com for this purpose. When compared to captioning the coarse-grained ImageNet
domain, the specificity of our food dataset calls
for more subtle visual discrimination.
Instead of learning a food image representing
CNN from scratch to derive representations, we
apply transfer learning on a dataset of 101K food
images. Using this approach, we significantly
surpass current state-of-the-art performance for a
classification task on this dataset, despite using
a somewhat outdated deep architecture. We further demonstrate that this transfer learning process
does indeed improve food captioning, though we
observe a similar “flattening” of all linguistic evaluation metrics, after a point.

2
2.1

Related Work
Automatic Captioning

The model we choose to analyze in detail is the
“Neural Image Captioning” (NIC) model detailed
by Vinyals et al. (2014), though we believe the
experiments we address here are relevant to researchers working on distinct but related models.
In a similar fashion to Donahue et al. (2014)
and Karpathy and Li (2014), NIC feeds a preclassification representation of images produced

1
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not all image content is described in the caption.
The image associated with “garlic butter shrimp,”
for instance, contains shrimp, a bowl, a lemon,
and a human hand, and the captioning algorithms
must learn to pick out which items are important
to describe. Furthermore, there is less grammatical structure present in this dataset.
We view this task as distinct from existing captioning tasks for three reasons. First, the captions within Yummly are both short and restricted;
a caption in the Yummly setting has an average
length of 4.5 words, which is very low compared
to Flickr or MSCOCO settings (both have an average of 10 words per caption) and the vocabulary is very small (see Figure 1). Second, to address this data fully, models must learn very finegrained visual distinctions. Compared to the broad
ImageNet domain, the Yummly images generally
consist of some food item on a plate, coupled with
several words from a small vocabulary. Finally,
this dataset contains a single caption for each image, thus the learning task is more difficult. Previous work (Hodosh et al., 2013) has emphasized the
importance of having multiple captions per image
in a caption ranking setting, though its unclear if
similar observations extend to a generation setting.

Figure 1: Word cutoff versus log-scale vocab size
per image. This metric captures both dataset size
and vocabulary size and shows that Yummly has
the smallest vocabulary by a margin.
multiplicative RNN that “disentangles the structure of a sentence to its content.”
Among models that directly input extracted features to a generating RNN, it is clear that image
representations can be mishandled. Specifically,
several authors note that passing image representations to the RNN at every timestep empirically
leads to worse performance. While Karpathy and
Li (2014) do not offer speculation as to why this
is the case, Vinyals et al. (2014) briefly mention
that this operation leads to over-fitting. These independent observations demonstrate that it is easy
to overfit to image features.
2.2

While we are only aware of the work of Malmaud et al. (2015) that address food in a multimodal fashion, Bossard et al. (2014) compile
the Food 101 dataset which generalizes and increases the scale of previous food image datasets
(i.e. Chen et al. (2009), Yang et al. (2010)). Their
dataset includes 101k images of 101 types of foods
and the task they address is classification.

Caption Evaluation Metrics

To evaluate captions, we use BLEU-{1,2,3,4} (Papineni et al., 2002) METEOR (Denkowski and
Lavie, 2014) and CIDEr/CIDEr-D (Vedantam et
al., 2014). BLEU-n is a precision measure over
n-grams, whereas METEOR is a more sophisticated metric that involves the computation of an
alignment between candidate and reference captions; both were originally conceived in the context of machine translation. CIDEr/CIDEr-D was
created to evaluate captions of images and focuses
on consensus, particularly in cases where there are
multiple reference captions.
2.3

2.4

Choosing a CNN/RNN Architecture

While substantial improvements have been made
in terms of classification accuracy on ImageNet
using increasingly deep architectures, we rely
on the canonical neural network described in
Krizhevsky et al. (2012) to generate our representations in most of our experiments. The use of
AlexNet in particular allows for more direct comparison with previous work (i.e. Bossard et al.
(2014)) and faster training time when compared
to other deep models. This is beneficial particularly because our experiments are not specifically
designed to produce state-of-the-art results.

Recipe Title Prediction Tasks

To extend the scope of our investigation, we compile a dataset consisting of images of food coupled with recipe titles from Yummly.com. In
this dataset, the title of a recipe is usually several
words long and can be thought of as a “summary”
of the image, rather than a direct description, as

We perform 20 random parameter searches to
determine decent parameter settings using the
31

Figure 2: Transfer learned Food-101 CNN accuracy across various classes in the dataset, presented for
easy comparison with Figure 6 in Bossard et al. (2014). In general, this model finds the same classes
difficult to classify as the models described in previous work, suggesting that some types of fine-grained
distinctions are difficult for many models.
Neuraltalk 2 library for all captioning experiments,
selecting parameter settings resulting in the lowest validation set perplexity, unless specified otherwise. Settings we take as fixed include a minimum
vocabulary threshold of 5, weight optimization using RMSprop (Tieleman and Hinton, 2012), and
a hidden representation size of 256. We restrict
our consideration to NIC because we believe it to
be representative of the state-of-the-art in neural
captioning. When we are evaluating models, we
generate captions using a beam search of width
20. For the recipe title prediction evaluation, we
include an end-of-caption token to avoid issues relating to predicted zero length captions; this has
the result of artificially inflating evaluation metrics
such that numerical cross-dataset comparisons are
not valid.
2.5

color blob and Gabor features (Yosinski et al.,
2014)) are useful to networks trained on diverse
classification tasks. Initializing the weights of the
network to weights successful in another classification task should allow training of the new network to converge faster and to a better local optimum than if random initializations were used.
In fact, for the Food-101 dataset, we achieve
a rank-1 accuracy of 66.80% when using transfer
learning, when compared with the 56.40% rank1 accuracy reported by Bossard et al. (2014) using the same AlexNet architecture; class-by-class
accuracies are given in Figure 2 for comparison
with previous work. Our network is learned using
only 100k iterations of the Caffe library at a reduced learning rate, whereas training from scratch
required Bossard et al. 450k iterations. For our
tuning process, we follow the guidelines and parameter settings specified by the transfer learning
example distributed with Caffe.3
Once the network is tuned, we compute 4096
dimensional vector representations for each image
in Yummly dataset by extracting the network activations in the final fully-connected layer.

Adapting the Food CNN through
Transfer Learning

To represent food images properly, we find it appropriate to learn a model specific to the task of
food recognition. Food-101 (Bossard et al., 2014)
consists of only 101K images, which is a relatively low number of images to train a CNN from
scratch. As such, we use a set of ImageNet-trained
weights as initializations for our training of a CNN
on the Food-101 classification task. This process
is commonly referred to as transfer learning (Caruana, 1995; Bengio, 2012).
The intuition behind transfer learning in CNNs
is that low-level features learned early on in the
base network (which are generally observed to be
2

3 Yummly Dataset: Description and
Baselines
After establishing that a CNN could be transfer
learned to classify images of dishes at state-of-theart performance, we were able to shift our focus to
caption generation in a food domain.
The food dataset we collect contains roughly
66K recipes, each consisting of a single image3

github.com/karpathy/neuraltalk
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Figure 3: Examples of the captioning system output on several images. The first row of images represents
images that are well captioned. The second row represents different types of images the system believes
to be sandwiches. The third row represents images that the system has captioned incorrectly.
bor in the transfer-learned 4096-dimensional embedding space. Common-Tri/Bi predict the most
common tri/bigram in our dataset (“macaroni and
cheese”/“ice cream”) for all images.

recipe pair.
This data was taken from
Yummly.com, a website that aggregates and performs analysis of millions of recipes. Out of the
66K recipes, 6K are reserved for testing, 6K are
designated as a validation set, and the remaining
54K are used for model training.
This dataset differs from the Flickr datasets and
MSCOCO both in terms of vocabulary and in
terms of image content. The vocabulary size per
image is smaller than any of the other datasets by
a wide margin (see Figure 1). While it’s clear the
vision task requires more subtle distinction when
compared to ImageNet, because the average caption length is shorter, it’s ambiguous as to whether
or not the Yummly language generation task is particularly “fine-grained.”
3.1

Across the board, and particularly for BLEU{2,3,4} scores, the caption generating programs
outperform all baselines, which suggests the proposed task is adequately framed. However, it is
worth noting that only roughly 300/6117 (roughly
5%) of generated captions are unique. This is
rather low when compared with a representative
result for Flickr8k, a dataset of similar size, where
200/1000 (roughly 20%) of generated captions
are unique. It might be possible to re-frame the
Yummly generation task as one of classification,
however, it’s not obvious how one might drive a
fixed set of labels. In a later section we discuss
whether or not only having one caption per image
or other dataset features is a contributing factor to
this result.

Baseline Results

Table 1 presents some baseline results using the
algorithms listed. Common-3 predicts a reasonable ordering of the three most common words
(“with chicken and”) for all captions. Nearest
neighbor predicts the caption of nearest neigh33

(a) Yummly: Transfer learned domain

(b) Flickr8k: Directly learned domain

Figure 4: Classification accuracy of CNN versus seven different normalized (100 is best possible) linguistic criteria for both the transfer learned (left) and directly learned (right) domains.

Com-3
N-Neigh
Com-Tri
Com-Bi
Karpathy and Li
(2014)
Vinyals et al.
(2014)

B-1
14.2
20.5
30.4
35.4

B-2
2.7
2.5
6.5
8.9

B-3
0.8
0.6
3.4
5.2

B-4
0.0
0.0
2.2
0.0

42.7

19.6

11.9

13.2

46.2

23.1

14.8

10.2

the network after 100k iterations can be extrapolated based on the data we analyze here.
In a similar fashion, for Yummly we compute representations generated by snapshots of the
transfer learned network at intervals of 10k from
0k to 90k, though our starting point is a fullyconverged CNN that produces 57% rank-1 accuracy on ImageNet’s validation set.
We train 5 NIC models from a random initialization per CNN for Flickr8k and Yummly, and
2-4 NIC models per CNN for Flickr30k. Every data point described in the following section
is the result of up to six days of parallel computation using a modern 4/8-core machine. It
should be noted that test/validation accuracy of
these CNNs is not monotonically increasing with
snapshot number. While the trend is that training
CNNs for more iterations results in higher accuracy, there is some noise. For instance, for the
Food-101 transfer learned CNN, rank-1 test accuracy drops from 61% to 60% over the snapshots
extracted at 10k and 20k iterations respectively,
before abruptly jumping to 66% testing accuracy
in the next 10k iterations.

Table 1: Yummly baseline BLEU-{1,2,3,4} scores
for several baselines and two high performing language generation algorithms.

4
4.1

Image Representations
Experiment Descriptions

We vary image representation quality as follows:
for the Flickr8k and Flickr30k datasets, we compute the representations given by snapshots of
AlexNet taken mid-training on the ILSVRC2012
(Russakovsky et al., 2015) task. We use snapshots taken at intervals of 10k from 0k (random
initialization) to 100k iterations. While this range
of iterations is before the model has entirely converged, the rank-1 classification accuracy of the
trained CNN over the ImageNet validation set increases from roughly 0% to over 40% during this
time (after the model converges at 450k iterations,
the rank-1 validation accuracy is 57%). From
the standpoint of examining representation quality, this set of snapshots is important because this
is likely where the network is learning most of
its layer-by-layer abstractions, and the behavior of

4.2

Results

We evaluate predicted captions using seven caption evaluation metrics, namely, BLEU-{1,2,3,4},
METEOR, and CIDEr/CIDEr-D. Figure 4 shows
our main results for both the directly learned and
transfer learned domains. In both cases, all captioning metrics appear to level off early, and do
not improve significantly with increased classification rate after a point. This suggests that weight
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settings for a fixed CNN with higher classification
rates are unlikely to produce significantly better
captions in terms of these seven evaluation metrics, after a point.
To quantify this lack of improvement, for each
dataset we select a CNN that performs its associated visual classification task relatively poorly,
and compare it to all better-classifying CNNs. For
Flickr8k, for instance, we consider a CNN that
produces 30.5% rank-1 accuracy on ImageNet’s
validation set, and compare its caption performance against that of 8 “better” CNNs that achieve
between 34.6% and 41.7% accuracy; there are a
total of 56 comparisons, in this case.
Though it is difficult to compute accurate
statistics with only 5 observations in each
group, we conduct three separate statistical tests,
each with different variance/normality assumptions/efficiencies. The tests we perform are Students’ t-test, Mann-Whitney U-test, and Welch’s
unpaired t-test.
In the case of Flickr8k, there are very few significant differences between the 30.5%-CNN and
more accurate CNNs. In fact, in 14/56 cases (including half the time among BLEU-1/2 scores) the
lower classifying CNN actually produced better
captions. The results significant at the 5% level for
any statistical test suggested that the 38%-CNN
outperformed the 30.5%-CNN in terms of BLEU1/2, and that the 39.5%-CNN outperformed the
30.5%-CNN in terms of METEOR.
The results for Flickr30k were very similar to
the results for Flickr8k. In Figure 5 we present
results from this dataset presented against CNN iteration number rather than CNN classification accuracy. We modify the presentation of our data
simply to demonstrate that caption quality and iteration number (not just testing/validation accuracy) are also apparently independent after a point.
No evidence of improvement was observed after
the 30.5%-CNN, though only 2-4 observations per
CNN could be made due to computational restrictions.
In total, in the directly-learned domain
(Flickr8k/30k) all metrics appear to saturate after
AlexNet reaches 30% classification accuracy over
the ImageNet validation set. It is possible that
training to convergence could result in slightly
higher quality captions. However, our results
indicate that efforts on ImageNet which result
in less than a roughly 10% rank-1 classification

Figure 5: Caption quality versus CNN iteration (in
thousands of iters) that representations were derived from. It is clear that a caption quality saturation happens very early on, and there is little to no
improvement in captions as the CNNs are trained
for more time.
accuracy increase for a fixed network are likely
not worth undertaking if one’s end goal is higher
quality captions.
In the transfer learned domain, it is clear that
domain adaptation improves caption quality, even
after a small number of iterations. All statistical
tests for all evaluation metrics indicate a highly
significant difference (p < .01) between captions
generated by a CNN trained directly on ImageNet,
and one that has been transfer-learned using Food101 for just 10K iterations (producing a rank-1
testing accuracy of 61.2% on that dataset). After
a point, however, we observe the same independence of caption quality and classification accuracy.
It seems that “knowing more” about the image
does not help the RNN generate more accurate
captions after a point because the language patterns it learns are sufficient. This result is akin to
prior work (e.g. Sutskever et al. (2011)) which
demonstrates that RNNs are able to generate reasonable natural language, given a relatively weak
seeding signal. The “weak” signal in this case is
provided by image representations, rather than by
a short sequence of starting words.
4.3

The Effect of Changing CNN
Architectures

Our analysis thus-far has focused on a single image model, AlexNet, for extracting image representations. In this experiment, we compare the
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short, we hope to experimentally examine Hodosh
et al.’s (2013) suggestion that having multiple captions per image is vital.
To address this question, we use Flickr30k,
which provides five captions per image. We subset
this dataset in two ways. In the first, we remove 4
captions randomly from each image in the training set, but keep all images (the “more images”
method). In the second, we randomly remove 80%
of training images, but keep all 5 captions for the
remaining (the “more captions” method). This
subsetting scheme is such that the overall number of image/caption pairs is the same between
both methods, but the training data is of a different
form.
We extract image representations from the ImageNet CNN at 100k iterations (which produces
roughly 40% rank-1 classification accuracy over
the ImageNet validation set) and train NIC on 6
random datasets constructed via the “more images” subsetting method, and 7 random datasets
constructed via the “more captions” subsetting
method. Finally, we generate captions and compare performance. A good hyperparameter setting
for Flickr30k is borrowed from the random search
conducted over the whole dataset experiments described in the previous section.
Our findings, summarized in Table 3, generally align with the accepted notion that having
more captions and less images is better than having more images with single captions. For all
seven evaluation metrics, the mean score for the
models trained on the “more captions” datasets
was greater than the mean score for the models
trained on the “more images” datasets, and the results were significant at the 5% level for all three
statistical tests in the case of BLEU-1 and BLEU2. Interestingly, for CIDEr/CIDEr-D, the results
were somewhat significant (all 6 p-values less than
.15) but the results for METEOR were the least
significant (all 3 p-values greater than .94).
The validation perplexity of the “more images”
method is lower when compared to the more captions method, whereas the training perplexity is
higher. Despite the fact that the output captions
are better overall, this is an indication that having multiple captions per image can actually make
NIC more prone to overfitting.
Finally, the NIC models trained on the “more
caption” subsets produced higher proportions of
unique captions on the test set. This suggests

captions generated on Flickr8k when using an improved CNN. We train 15 NIC models based on
features extracted from a fully converged AlexNet,
and 15 NIC models based on features extracted
form a fully converged 16-layer VGGNet (Simonyan and Zisserman, 2014). The former model
produces a 57.1% rank-1 accuracy over ImageNet’s validation set, while the later outperforms
this mark, producing 75.6% rank-1 validation accuracy. The default train/valiation/test split of
6k/1k/1k images is used for training.
Our results are summarized in Table 2. In addition to the seven caption evaluation metrics we’ve
used in previous experiments, this table also includes the proportion of the 1k generated captions
that are unique, and the train/validation perplexities.
Counter-intuitively, we find that, despite producing 18% lower rank-1 validation accuracy
across ImageNet’s validation set, AlexNet generates better captions than VGG net by all evaluation metrics. Notably, the models using VGG features produce lower perplexity across the validation split. Because we used validation perplexity
as a metric for hyperparameter selection, it’s likely
that the VGG net models are overfitting to the particular Flickr8k validation split we used. However,
the AlexNet trained models do not suffer a similar performance degradation. Here, it appears that
not overfitting to image features is more important
than taking advantage of very detailed image representations.
Our results from this experiment illustrate that
better image representations might actually cause
models like NIC to become more prone to overfitting. It’s possible, too, that the early saturation of
caption quality observed in the previous sections
could be primarily due to overfitting. Future work
would be well suited to evaluate different methods
of hyperparameter selection.
4.4

One caption per image?

We conclude with a final experiment to address
one potential shortcoming of domains similar to
Yummly, where one is only able to extract a single
caption per image. Though Yummly differs from
the other datasets we explore in several ways (caption length/vocab size) a fundamental question
arises from its examination: for a fixed amount of
training data, is it better to have more captions per
image, or more images with single captions? In
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Top-1 ImageNet
Val Acc
B-1
B-2
B-3**
B-4**
METEOR
CIDEr
CIDEr-D*
Proportion
Unique***
Training
Perplexity***
Validation
Perplexity***

AlexNet

VGG

57.1%

75.6%

54.187
33.967
20.640
12.833
14.559
32.416
26.200

53.913
33.527
20.007
12.213
14.559
31.362
25.242

20.5%

17.0%

10.79

11.04

17.84

17.66

B-1**
B-2*
B-3
B-4
METEOR
CIDEr
CIDEr-D
Proportion
Unique**
Training
Perplexity**
Validation
Perplexity*

More Images
54.243
32.814
20.300
13.014
13.096
20.418
15.550

14.8%

9.96%

14.69

16.01

25.86

25.33

Table 3: Evaluations for the NIC models trained
on subsets of Flickr30k containing more captions
(5 captions per image, 1/5 the total number of images) and more images (1 caption per image, all
training images). Significance for all 3 statistical
tests that there was a true difference between the
subsetting techniques: **p < .01, *p < .05

Table 2: Effect on caption quality when using
the fully converged AlexNet and VGGNet on
Flickr8k. Significance for all 3 statistical tests that
there was a true difference between the subsetting
techniques: ***p < .001, **p < .01, *p < .05
that the single-caption per image feature of the
Yummly dataset contributed to a lack of caption
innovation.
Despite only having one caption per image,
however, NIC was still able to produce good results on the single-captioned subsets. This indicates that quality captioning datasets can be built
with only one caption per image. The number of
additional images one needs to gather to compensate for this feature, however, is likely greater than
the number of captions one would need to add to
existing images.

5

More Captions
55.167
33.567
20.633
13.133
13.105
21.428
16.350

ficult to quantify. On one hand, there is extra information contained in image representations that
NIC, for instance, does not take advantage of, and
even commonly overfits to. However, it’s not clear
that this extra, fine-grained information is even
worth taking into account. The success of models that generate language based on discretized
image representations (e.g. (Young et al., 2014))
demonstrates that algorithms are capable of stateof-the-art performance without consideration of
rich, real-valued vector features. It’s likely that
these types of models are less prone to overfitting,
as well.

Conclusion

6

We demonstrate the relationship between CNN
classification accuracy and the quality of captions
generated by a state of the art neural captioning
algorithm. Training increasingly accurate image
classifiers does not lead to better captions, after a
point. This early saturation of caption quality is an
indication that the performance of neural caption
generating algorithms likely cannot be increased
directly by producing more accurate CNNs. Furthermore, many of the apparently highly-specific
generated captions output by models like NIC are
likely due to language models capturing coarse
grained information and generating corresponding
plausible natural language sequences.
The role of overfitting to image features is dif-
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Abstract

view. Relationships between images and texts
can be classified from a general perspective into
three different types, namely literal, non-literal
and no-relationship. Literal relations cover captions and/or longer corresponding texts that have a
descriptive character with respect to the associated
image. Non-literal refers instead to images and
captions having a relationship that arouses broad
associations to other topics, e.g., abstract topics.
The class of non-literal relationships itself can
be further divided: Symbolic photographs are a
common example of non-literal relations. Pictures
of this kind can be used without any further explanation on the basis of common socially-mediated
understanding, e.g., a heart as a symbol of love,
an apple and the snake as an symbol of original
sin, or the peace symbol. Social media typically
use another type of language and sometimes can
only be understood by insiders or people, who attended to the situation the photo has been taken,
e.g., “Kellogs in a pizza box”, with a photo showing a cat sleeping in a pizza box. Without the image, it would have been only clear to those who
know Kellogs that a cat is meant by this caption.
To the ordinary reader, this would rather suggest
a typo and thus, cereals in the pizza box. Those
types of relationships can often be found on Flickr,
e.g., in the SBU 1M dataset (Ordonez et al., 2011).
A third category is the one of Media icons (Perlmutter and Wagner, 2004; Drechsel, 2010), which
is typically focused on hot, sensitive, and abstract
topics, which are hard to depict directly. Pictures of this kind are often used by news agencies,
politicians, and organizations, e.g., a polar bear
on an ice floe for global warming. This type of
non-literal relationship uses a combination of descriptive parts and language beyond a literal meaning, which assumes fine-grained domain and background knowledge, e.g., the ice floe melting as a
result of global warming. When knowledge of this
kind is not readily available to the reader, it can be

A key task to understand an image and its
corresponding caption is not only to find
out what is shown on the picture and described in the text, but also what is the
exact relationship between these two elements. The long-term objective of our
work is to be able to distinguish different types of relationship, including literal vs. non-literal usages, as well as finegrained non-literal usages (i.e., symbolic
vs. iconic). Here, we approach this challenging problem by answering the question: ‘How can we quantify the degrees
of similarity between the literal meanings
expressed within images and their captions?’. We formulate this problem as a
ranking task, where links between entities and potential regions are created and
ranked for relevance. Using a Ranking
SVM allows us to leverage from the preference ordering of the links, which help us
in the similarity calculation for the cases
of visual or textual ambiguity, as well as
misclassified data. Our experiments show
that aggregating different features using a
supervised ranker achieves better results
than a baseline knowledge-base method.
However, much work still lies ahead, and
we accordingly conclude the paper with a
detailed discussion of a short- and longterm outlook on how to push our work on
relationship classification one step further.

1

Introduction

Despite recent major advances in vision and language understanding, the classification of usage
relationships between images and textual captions is still an open challenge, which is still
to be addressed from a computational point of
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Figure 2: Non-literal caption: “Deforestation to
make way for palm oil plantations has threatened
the biodiversity of Borneo, placing species such
as the orangutan at risk.”. Literal caption: “Two
orangutans hugging each other on a field with
green leaves. A wooden trunk lays in the background.”. Photograph: BOSF I VIER PFOTEN

Figure 1: Caption: ”A girl with a black jacket and
a blue jeans is sitting on a brown donkey; another
person is standing behind it; a brown, bald slope
in the background.”

still acquired by reading associated articles or, in
general, by getting to know further facts about a
topic. This way the readers are able to create the
association of the topic to the image-caption pair.

domain, where customizing image detectors for
trending entities is of high interest.
Most of the datasets used for training and testing methods from natural language processing,
computer vision, or both, are focusing on images with literal textual description. When humans are asked to annotate images with a description, they tend to use a literal caption (cf., e.g.,
Figure 1). However, captions in real world news
articles are devised to enhance the message and
build bridges to a more abstract topic, thus have a
non-literal or iconic meaning – cf., e.g., the caption of Figure 2 on deforestation in combination
with an image showing the orangutan mother with
her baby in an open field without trees. Note that
image-captions of this kind are typically designed
to arouse an emotive response in the reader: in
this case, the non-literal usage aims at leading the
reader to focus on an abstract topic such as the
negative impacts of palm oil plantations. In contrast, the literal caption for this image would rather
be “Two orangutans hugging each other on a field
with green leaves. A wooden trunk lays in the
background.” The literal image-caption pair, without further background knowledge, does not trigger this association.
Existing methods from Natural Language Processing (NLP), Computer Vision (CV) do not, and
are not meant to find a difference between the
same images being used in another context or the

In our work, we aim at developing methods
for automatic understanding of relations between
natural language text and pictures beyond literal
meanings and usages. In particular, we ultimately
aim to automatically understand the cultural semantics of iconic pictures in textual contexts (i.e.,
captions, associated texts, etc.). Far from being
an abstract research topic, our work has the potential to impact real-world applications like mixed
image-text search (Panchenko et al., 2013), especially in cases of ambiguous or abstract topics
in textual queries. Even if current state-of-theart search engines perform very well, not every
search query is answered with what a user expects, e.g., in cases of ambiguity or image and text
pairs with non-literal meaning. Being able to assess if a caption and an image are in literal, nonliteral, or no relationship can have positive effects
to search results. Another, more specific use case
is the training of image detectors with the use of
captions, which are available in large amounts on
the World Wide Web. Training image detectors
requires image-caption pairs of the literal class, so
being able to reliably identify such instances will
arguably produce better, more reliable, and precise object or scene detection models. This is particularly of interest in the news and social media
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2

same textual contexts depicted with other viewpoints of an abstract topic. In the case of image
detection there is no difference between the image
with the literal or non-literal caption – it is still the
same image, classified as e.g., orangutans. Only
when the caption is incorporated into the prediction process, we are able to identify the imagecaption pair into the appropriate usage classes, either in a coarse-grained (i.e., ‘literal’ versus ‘nonliteral’) or fine-grained (e.g., ‘media icons‘ versus
‘symbolic photographs’).
Spinning our example further, if we would replace the image of Figure 2 with a picture showing a supermarket shelf with famous palm-oil-rich
products, it should still be classified as non-literal.
However, when regarding the caption as arbitrary
text without the context of a picture, this does
not have any iconic meaning. Likewise, image
processing without considering text cannot predict
the relationship to this abstract topic. Therefore,
the classification into ‘literal’ or ‘non-literal’ (respectively ‘media iconic’) needs to integrate NLP
and CV together. Our working assumption is that
the iconic meaning reveals itself through the mismatches between objects mentioned in the caption
and objects present in the image.
In this paper we set to find methods and measures to being able to classify these different
image-text usage relationships. Consequently, we
aim at answering the following research questions:

Methods

We provide a first study of the problem of visual
entity linking on the basis of a machine learning approach. To the best of our knowledge,
Weegar et al. (2014) is the only previous work
to address the problem of automatically creating
links between image segments and entities from
the corresponding caption text. For their work,
they use the segmented and annotated extension of
the IAPR-TC12 dataset (Grubinger et al., 2006),
which consists of segmented and textual annotated
images and corresponding captions – we refer to
this dataset as SAIAPR-TC12 (Escalante et al.,
2010) in the following. In contrast to their work
we aim at exploring the benefits of a supervised
learning approach for the task at hand: this is because, in line with many other tasks in NLP and
CV, we expect a learning framework such as the
one provided by a Ranking SVM to effectively
leverage labeled data, while coping with ambiguity within the images and associated text captions.
2.1

Ranking SVM

Given a tuple (Q, S, M ), with Q as a query, S
the ranked segments of an image, and M defined
based on the different methods to generate and extract features. Then the score Hθ (Q, S) between
a query Q and a segment S, can be obtained by
maximizing over M (Lan et al., 2012; Joachims,
2002): Hθ (Q, S) = arg maxM Fθ (Q, S, M ),
where θ is the feature vector consisting of at least
one feature or a combination of features. We now
proceed to describe such features in details.

• What constitutes a literal class of imagecaption pair?
• Which method or measure is required to classify a pair as being literal?

2.2

Ranking SVM with Textual Features

GloVe-based cosine similarity: We use the distributional vectors from Pennington et al. (2014)
to provide us with a semantic representation of
the captions. For each noun of the caption, the
GloVe vector calculated on a pre-trained model
(Wikipedia 2014, 300d) is used to calculate semantic similarity as:

• Are we able to derive methods and measures
to approach the detection of non-literal pairs?
• How to differentiate literal, non-literal, and
not-related classes from each other?
As a first step towards answering these questions,
we focus here on detecting literal text-image usages. Therefore, we focus on a dataset of images
and captions with literal usages. Our hunch is that
the more links between entities from the caption
and regions in the image we can create, the more
literal the relationship becomes. In order to verify
this hypothesis, we need to create links between
entities from the text and regions with an object in
the image, a problem we next turn to.

X

α(f (q), f (l))

qi ∈q\qcolor ∩l

where q \ qcolor refers to queries without color entities. l is defined with l ∈ Ij , where l denotes
the label of the segment of the current image (Ij ).
f (q) and f (l) is defined as the feature vector from
GloVe and α is defined as the cosine similarity
function between those vectors.
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GloVe-based cosine similarity with color entities: Besides nouns, GloVe is also able to implicitly associate colors to words, allowing us to
determine that, e.g., the color name ‘green’ and
the noun ‘meadow’ have a high similarity. The
SAIAPR-TC12 dataset has more descriptive captions, where a lot of color names are used to
describe how the objects and scenes look like.
Besides, the text-based label catalog uses color
names to further specify a subcategory of a diverse
hypernym, e.g., ‘sky’ can be ‘blue’, ‘light’, ‘night’
and, ‘red-sunset-desk’. We accordingly extend the
GloVe feature as:
X

version of bounding boxes, HOG features are extracted. These features are then used to classify
the test data within every of the trained models.
The resulting predictions are stored and serve as
features for the Ranking SVM. Thus, our HOGbased features are defined as:
X
qi ∈q\qcolor ∩s

Where βi is the prediction of a linear SVM of detecting object i and f (S) denotes the HOG feature
vector of segment S.
HOG and Color Names: Based on Ionescu et
al. (2014), we use eleven different color names,
which are extracted from the captions of the texts
from our dataset. For every normalized bounding box of the segments from the training dataset,
color histograms are calculated. The bins of the
color histograms serves as a feature vector for the
color Ranking SVM. The colors of the bounding
boxes are ranked with respect to the context of the
color in the caption:

α(f (q), f (l))

qi ∈q∩l

where q consists of all possible queries, including
the color entities.
In the text-only setting the ranking SVM uses only
the textual description of the labels and no visual
features. The ranking SVM features thus consist
of cosine similarities between segment labels and
a query consisting of entities and color names. The
result thus consists of a ranking of potential segment labels.
2.3

βiT f (S)

X
qi ∈q\qentities ∩s

γiT f (S)

The queries are now color names without object
entities, f (S) defines the distribution of a color
defined in γ. We assume entities, which are further described with a color name in the caption,
as multi-word queries. The predictions from both
rankings are summed to build the final ranking.

Ranking SVM with Visual Features

HOG: Since images usually do not come with
manual segmented and textual annotated regions,
we include visual features to systematically substitute textual and manually set information in the
images. Thus, we make use of image features as
an alternative to the text-based label catalog.

3
3.1

Histogram of Oriented Gradients (HOG): In
this stage we still leverage from the image segments, but instead of using the textual label, we
apply a classification to every segment. Based on
the label statistics from our dataset, models are
trained using a binary SVM. For each label, we
collect data from ImageNet (Deng et al., 2009),
where bounding box information for some objects
are provided. With the images from ImageNet,
SVM classifiers based on Histogram of Oriented
Gradients (HOG) (Dalal and Triggs, 2005) are
trained1 . After training, bounding boxes around
every segment are defined. From the normalized

Evaluation
Dataset

We conduct experiments on the SAIAPR-TC12
dataset (Escalante et al., 2010). Whilst the
Flickr30k dataset (Plummer et al., 2015) is 1.5
the size of the SAIAPR-TC12, it lacks accurate
segmentations, which might be relevant for image
processing. The IAPR-TC12 consists of 20,000
images with a caption each. The images are covering topics of interesting places, landscapes, animals, sports, and similar topics, which can typically be found in image collections taken from
tourists on their holidays. A caption consists of
one to four sentences (23.06 words per caption on
average (Grubinger et al., 2006)). In addition, the
extension delivers segmentation masks of each image, where an image can have multiple segmentation (4.97 segments per image on average (Es-

1
Note that for our purposes we cannot use existing models, like Pascal VOC (Everingham et al., 2010), for instance,
because it has only a small overlap in the set of objects in our
data.
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Entity
Sky
Mountain
Rock
Tree
House
Wall
People
Building
Woman
Water

Amount
12
9
8
7
7
6
6
5
4
4

Label
Leaf
Rock
Sky (Blue)
Plant
Man
Woman
Mountain
Ground
Grass
Vegetation

Amount
16
14
13
13
11
11
10
9
8
8

Table 1: Most common 10 labels and entities of
test data selection.
Figure 3: Figure 1 with segmentation masks. The
segments are labeled with: mammal-other, mountain, woman, sand-desert

entities), with an average of 6.15 and 7.26, respectively. An overview of object representations in
the amount of labels and entities, and their distribution within the test data is given by Table 1.
From each of the 39 images we use the textual image segment labels (in the latter referred
to as label) and the captions. With Stanford
CoreNLP (Manning et al., 2014) we extract the
nouns (NN/NNS) from the captions (in the latter
referred to as ‘entity’). If a noun is mentioned
in plural form (NNS), we use the lemma instead
(e.g., horses is stored as horse). The extracted entities and labels are stored and further processed
image-wise, so that only links between an image
segment and an entity from the corresponding caption can be created.
With WordNet and the similarity measure according to WUP (Wu and Palmer, 1994), we calculated the similarity between every label and every
entity. A link is stored between the most similar
label and entity. Whereas we allow to link multiple segments to one entity. This is done to be able
to link multiple instances of one object in an image
to the lemmatized entity. To simplify the method
with respect to any ambiguity, we used the most
frequent sense in WordNet. Overall, the method
results in precision of 0.538 and F1 measure of
0.493, thus providing us with a baseline approach
with results comparable to the original ones from
Weegar et al..

calante et al., 2010)). Each segmentation has exactly one label from a predefined catalog of 276
annotations created by a concept hierarchy. Furthermore, spatial relations (adjacent, disjoint, beside, X-aligned, above, below and Y-aligned) of
the segmentation masks are defined and image features are given, with respect to the segments (area,
boundary/area, width and height of the region, average and standard deviation in x and y, convexity,
average, standard deviation and skewness in both
color spaces RGB and CIE-Lab).
An example image of the SAIPR-TC12 with
segmentation masks and the affiliated caption is
given in Figure 1 and 3. The example also shows
that due to the limited amount of labels objects are
not inevitably represented by the same word in images and captions. Links between entities of the
captions and corresponding image segments are
not given by default. Due to the topics, covered
by the dataset, which are similar to other datasets,
the SAIAPR-TC12 can be used as training data.
Whereas other, non segmented datasets can be
used as testing data, e.g., MediaEval Benchmarking (Ionescu et al., 2014).

3.2

Baseline

3.3

We build upon previous work from Weegar et al.
(2014) and develop a text-based baseline for our
task. To this end, we selected 39 images with 240
segments (from 69 different objects) and corresponding captions with 283 entities (133 different

Experimental Settings and Results

We manually created links between the 240 segments and 231 entities of the originally 281 extracted ones. Since some entities are abstract
words, describing images, e.g. ’background’,
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Different Ranking SVM
Baseline
Cosine Similarity of GloVe
Cosine Similarity of GloVe (Color Entities included)
HOG
HOG and CN

Precision
0.5375
0.7853
0.6848
0.5459
0.6379

Recall
0.45583
0.9392
0.9003
0.5322
0.5796

F1-Measure
0.4933
0.7473
0.6551
0.3512
0.4059

Table 2: Results of the baseline and the different ranking SVM with the two metrics for relevance (Precision), diversity (Recall), and mean of relevance and diversity (F1-Measure).
al. (2013a) being notable exceptions. However,
even these latter contributions address the easier
task of generating visual descriptions for standard,
news text. But while processing newswire text
is of great importance, this completely disregards
other commonly used, yet extremely challenging,
dimensions of natural language like metaphorical
and figurative language usages in general, which
are the kinds of contexts we are primarily interested in. The ubiquity of metaphors and iconic
images, in particular, did not inspire much work
in Computer Science yet: researchers in NLP, in
fact, only recently started to look at the problem of
automatically detecting metaphors (Shutova et al.,
2013), whereas research in computer vision and
multimedia processing did not tackle the problem
of iconic images at all.
To the best of our knowledge there is only one
related work about the link creation between image segments and entities from the corresponding
caption text, namely the study from Weegar et al.
(2014), who use the segmented and annotated extension (Escalante et al., 2010) of the IAPR-TC12
dataset (Grubinger et al., 2006), which consists of
segmented and textual annotated images and corresponding captions. Due to the textual annotated
images, Weegar et al. are able to follow a textonly approach for the linking problem. They propose a method which is based on word similarity
using WordNet, between extracted nouns (entities)
from the caption and the textual annotation labels
of the image segments. For evaluation purposes,
they manually created links in 40 images from the
dataset with 301 segments and 389 entities. The
method results in a precision of 55.48% and serves
as an inspiration for the baseline used to compare
our own method.
In Plummer et al. (2015) annotators were asked
to annotate only objects with bounding boxes that
were mentioned in the caption. Not every object in
images is asked for a bounding box and an anno-

those entities are filtered in advance (already in
the baseline). Overall, 98 color names, that are
further describing entities, can be extracted. All
links are rated with respect to the query. Within
a leave-one-out approach we cross validated every
method. As color features are low level features,
and rather supposed to enrich the HOG model, it
is not separately evaluated. All Ranking SVM results are evaluated for Precision (P), Recall (R)
and F1-Measure (F1).
The text-based Baseline achieves precision and
F1 with around 50% (cf Table 2). The also textbased Cosine Similarity of GloVe achieves around
one and a half better results than the baseline, but
these results are reduced for around 10% after integrating the cosine similarities of color names
and labels. Vice versa, the two visual feature approaches show better results when integrating both
feature types – HOG and color (P: 63.79% vs.
54.59%, F1:40.59% vs. 35.12%).
The results indicate, that visual feature selection and extraction needs further improvement, but
they also show, that a post-processing, e.g., reranking with aggregation can have positive impacts.

4

Related Work

Recent years have seen a growing interest for interdisciplinary work which aims at bringing together processing of visual data such as video
and images with NLP and text mining techniques.
However, while most of the research efforts so
far concentrated on the problem of image-to-text
and video-to-text generation – namely, the automatic generation of natural language descriptions
of images (Kulkarni et al., 2011; Yang et al., 2011;
Gupta et al., 2012), and videos (Das et al., 2013b;
Krishnamoorthy et al., 2013) – few researchers focused on the complementary, yet more challenging, task of associating images or videos to arbitrary texts – Feng and Lapata (2010) and Das et
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for an animal as such, and being able to create the
non-literal link between these two topics.
In the short term, a necessary step is to develop
a model that does not rely on manually defined
enrichments of the dataset (e.g., textual labels or
segmentation masks). We will accordingly look at
ways to perform predictions about regions of interest from the linear SVM and work without the
bounding boxes from the dataset. To this end, our
dataset needs to be extended, so that we can apply
our improved methods also on non-literal imagecaption pairings.
In the long term, we need to directly investigate
the hypothesis of whether the more links between
entities from the caption and regions in the image can be created, the more literally the relationship becomes. That is, a hypothesis for non-literal
relationships needs to be computationally formulated and also investigated. Besides this, it would
be interesting to discover interesting discriminative characteristics between literal and non-literal
images. Finally, future work will concentrate on
the differentiation of cultural influences in the interpretation of non-literal image-caption pairs, for
instance by taking the background of coders into
account (e.g., on the basis of a crowdsourcedgenerated dataset).

tation, but those which are mentioned in the captions. Within experiments (bidirectional imagesentence retrieval and text-to-image co reference),
they showed the usefulness of links between images and captions, but they also pointed out the
issue we are addressing here: Leveraging the links
is dependent on a high accuracy between the regions of an image and the textual phrases.
Hodosh at al. (2015) formulates the image description task as ranking problem. Within their
method five different captions for one image are
ranked. Their results show that metrics using
ranked lists, and not only one query result, are
more robust.
Dodge et al. (2012) developed methods to classify noun phrases into visual or non-visual text.
Visual means things that can be seen on an image.
Their results indicate, that using visual features
improves the classification. Overall, the classification of visual and non-visual text is especially
interesting for the classification of literal and nonliteral pairings.

5

Conclusions and Future work

In this work we developed a supervised ranking
approach to visual linking. Ranking links between
entities and segments is inspired by several aspects of creating the links between caption entities and segments. First, there might be several
segments which perfectly fit to one mention in the
caption. Second, as object detection approaches
are far from being robust and perfect, it might be
helpful to limit ourselves not to one decision (binary) but rather to use a ranking, where correct object class might be on lower rank but still to considered. Third, if an object is not covered within
a pre-trained model, these objects either will not
be considered in the detection and evaluation or
wrongly classified.
Visual linking provides us with a first attempt
in the direction of solving the question of whether
caption is the literal description of the image it is
associated with. That is, our goal is not to find
an object detector with the highest precision (e.g.,
answering the question “Is there an orangutan or a
chimpanzee on the image?”), but rather if and how
much related the images and the captions are to
each other. If the caption is talking about palm-oil
harvesting and the image shows an orangutan to
depict the endangered species, we are interested in
receiving detector results with a high probability
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Visual Classifier Prediction by Distributional Semantic Embedding of Text
Descriptions
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Extended Abstract

This is a domain adaptation problem between heterogeneous domain (textual and visual). We explicitly address the question of how to automatically decide which information to transfer between classes
without the need of any human intervention. In contrast to most related work, we go beyond simple use
of tags and image captions, and apply standard Natural Language Processing techniques to typical text
to learn visual classifiers.

One of the main challenges for scaling up object
recognition systems is the lack of annotated images
for real-world categories. It is estimated that humans can recognize and discriminate among about
30,000 categories (Biederman and others, 1987).
Typically there are few images available for training classifiers form most of these categories. This
is reflected in the number of images per category
available for training in most object categorization
datasets, which, as pointed out in (Salakhutdinov et
al., 2011), shows a Zipf distribution.
The problem of lack of training images becomes
even more sever when we target recognition problems within a general category, i.e., subordinate categorization, for example building classifiers for different bird species or flower types (estimated over
10000 living bird species, similar for flowers).
In contrast to the lack of reasonable size training
sets for large number of real world categories, there
are abundant of textual descriptions of these categories. This comes in the form of dictionary entries,
encyclopedia entries, and various online resources.
For example, it is possible to find several good descriptions of ”Bobolink” in encyclopedias of birds,
while there are only few images available for it online.
The main question we address in this paper is
how to use purely textual description of categories
with no training images to learn a visual classifiers
for these categories. In other words, we aim at
zero-shot learning of object categories where the description of unseen categories comes in the form of
typical text such as an encyclopedia entry; see Fig 1.

Similar to the setting of zero-shot learning, we
use classes with training data (“seen classes”) to
predict classifiers for classes with no training data
(“unseen classes”). Recent works on zero-shot
learning of object categories focused on leveraging knowledge about common attributes and shared
parts (Lampert et al., 2009; Farhadi et al., 2009).
Typically, attributes are manually defined by humans and are used to transfer knowledge between
seen and unseen classes. In contrast, in our work,
we do not use any explicit attributes. The description of a new category is purely textual, and the process is totally automatic without human annotation
beyond the category labels.
In general, knowledge transfer aims at enhancing recognition by exploiting shared knowledge between classes. This can come in different ways.
Sharing knowledge can by achieved by enforcing a
hierarchical structure on the classes, general to specific. Such hierarchy is used to impose constraints
on the classifier parameters. Such hierarchies can
be exported from text domain, e.g., WordNet, or
learned from visual features. Our work can be seen
in this context, where, we use learned visual classifiers and textual information to learn across-domain
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Gerbera Flower
Gerbera is a genus of
ornamental plants from
the sunflower family
(Asteraceae). It was
named in honour of the
German botanist and
naturalist Traugott Gerber
(1743) who travelled
extensively in Russia and
was a friend of Carolus
Linnaeus.
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Fire Lily
bulbiferum, common
names Orange Lily, Fire Lily or
Tiger Lily, is a herbaceous
perennial plant with
underground bulbs, belonging
to the genus Liliums of the
Liliaceae family. The Latin
name bulbiferum of this
species, meaning "bearing
bulbs", refers to the secondary
bulbs on the stem.
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Side Information (e.g. text)

The machine can infer how to
classify the unseen class

Figure 1: Zero Shot Learning from Side Information (e.g., text)
nel classifiers in the visual domain. We also proposed a distributional semantic kernel between text
descriptions which is shown to be effective in our
setting. The proposed framework is not restricted
to textual descriptions, and can also be applied to
other forms knowledge representations. Our approach was applied for the challenging task of zeroshot learning of fine-grained categories from text
descriptions of these categories. The results surpasses the results in (Elhoseiny et al., 2013) under
the same setting, and also other baselines including (Norouzi et al., 2014). We also show the value
of our proposed distributional semantic kernel under
this setting. We also show that our framework is applicable to other form of side information including
weak attributes in addition to text.

correlation that facilitates the prediction of visual
classifiers for unseen classes.

Scope of the presentation
In this talk, we will present an on-going research
on the task of learning visual classifiers from purely
textual description with zero or very few visual examples. In an ICCV13 (Elhoseiny et al., 2013),
we investigated this new problem, we proposed two
baseline formulations based on regression and domain adaptation. Then, we proposed a new constrained optimization formulation that combines a
regression function and a knowledge transfer function with additional constraints to solve the problem. In this talk/presentation, we will present our
new zero-shot learning framework for predicting
kernelized classifiers in the visual domain for categories with no training images where the knowledge comes from textual description about these categories. Through our new optimization framework,
the proposed approach is capable of embedding the
class-level knowledge from the text domain as ker-
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Abstract

“digital footprints”. These are precise data in
terms of temporal (when) and spatial locations
(where), and in general, can be captured without
human intervention. The information about human activity (what) if not explicitly introduced by
humans may be inferred by other ways. One of
which is about to retrieve the information about
visited place. This place, denominated Point of Interest (POI), offers a range of services and has special utility. Such information is not always available. Hence, it is necessary to enrich semantically
the information about the visited places, in order to
understand what was done there. Collecting information of how people use urban space has become
a very important task on creating the city image
from the perspective of its inhabitants, since places
are often associated by meaning, i.e. relationship
between people and places.
Most smart devices integrate contextual processing. However, it is difficult to enable contextawareness without semantic information. Although, semantic information has been available
for years, the Internet, in most cases, abandons
such information. In a recent work Alves (2012)
presented various perspectives on semantic enrichment of places and extraction of such information
from the Internet.
That said, there is a necessity of proper visualization that depicts large amounts of point-based
data along with textual information. Geovisualization field provides techniques to visualize georeferenced data, known as thematic maps. One
of the well known techniques to represent pointbased data is a dot distribution map. However, this
kind of maps is limited to representation of points
on the map, additionally using color to distinguish
points that belong to different groups. On the
other hand, typographic maps are used to represent
textual information on the map regarding natural
and artificial features of urban space (e.g. street
names, rivers, places, etc.). But, in order to visu-

Semantic data regarding points of interest
in urban areas are hard to visualize. Due to
the high number of points and categories
they belong, as well as the associated textual information, maps become heavily
cluttered and hard to read. Using traditional visualization techniques (e.g. dot
distribution maps, typographic maps) partially solve this problem. Although, these
techniques address different issues of the
problem, their combination is hard and
typically results in an efficient visualization. In our approach, we present a method
to represent clusters of points of interest as
shapes, which is based on vacuum package metaphor. The calculated shapes characterize sets of points and allow their use
as containers for textual information. Additionally, we present a strategy for placing text onto polygons. The suggested
method can be used in interactive visual
exploration of semantic data distributed in
space, and for creating maps with similar characteristics of dot distribution maps,
but using shapes instead of points.
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Introduction

Understanding the urban land use is one of the
central pillars of urban planning and management.
Traditionally this analysis relies on census surveys
having limitations in terms of spatial and temporal
scale. However, with the advent, and wide deployment of pervasive computing devices (e.g. cell
phones, GPS devices, smart cards and digital cameras) some of these limitations may be overcome.
For instance, collecting and analyzing information
of how people use urban space may be done dynamically and in more precise way.
By using services of modern web platforms
(e.g. Facebook, Foursquare, etc.), a user leaves
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A historical example of the use of a dot distribution map is the disease map produced by
John Snow (Tufte and Graves-Morris, 1983). This
map depicts the distribution of cholera in London.
Deaths are represented by dots and eleven water
pumps are represented by crosses. The observation led Snow to discover that cholera occurred in
the areas near the Broad Street water pump. This
map helped understand the issue of the cholera by
revealing disease patterns in spatial context.

alize both textual and point-based information one
cannot simply overlay two maps. In this case the
visualization becomes highly cluttered and illegible. Moreover, it would be difficult to reveal spatial patterns in such hard-overlapped maps. Therefore, from these observations we propose a method
to represent this kind of information in a visualization with low degree of visual clutter retaining
the possibility to both reveal high-level information and detailed exploration of the map.
Our approach consists in creating visual elements that convey spatial distribution of POIs of
same type (a cluster), as well as the distribution
of clusters in urban area. More precisely, our algorithm generates a shape for each group of POIs
revealing its unique visual form in regard to their
geographic distribution. Additionally, textual information – clusters tags and POI names – are
drawn using different typeface weights and scaled
according to the relevance of each cluster.
With that said, in this paper we present a method
for visualizing clusters of POIs and the associated
semantic information. The dataset is detailed in
section 3. The shape of each cluster is calculated
using a vacuum package metaphor (see details in
section 4). Additionally, this paper presents an
interactive web-based application that allows exploring the data with varying degree of details (see
section 5).

2

One of a more recent example of density map is
the Racial Dot Map by Cable (2013). This visualization depicts geographical distribution, population density and racial diversity of people living
in USA. Each dot represents one individual person
at smaller zoom levels and aggregation of dots at
national or regional levels. The color encodes race
and ethnicity of inhabitants.
Typographic maps may be seen as an “artistic” representation of textual information, rather
than an accurate mapping of spatial data. Often,
the information being represented by these maps
is a description of the relationship of the place and
its meaning, which depends of many human, cultural, political, social or historical factors. Therefore, these kind of maps are considered subjective
maps (Chen, 2011).
In typographic maps, as the name indicates,
textual information is represented using typography. For instance, the maps drawn by Paula Scher
are mainly typographical, representing the world,
its continents, countries, islands, etc. through
typography (Scher, 1990 2010). Likewise, the
maps produced by Axis Maps, depict the information about locations and space using text (Axis
Maps, nd). Moreover, the geometry of each word
is curved along a path, mimicking the shape of
the object being represented (e.g. streets, parks,
rivers, etc.). This typographic maps were composed with auxiliary of software-based tools (e.g.
Adobe Illustrator) and represent information using digital typography. Finally, the graphical elements are placed over OpenStreetMap. These
works, the maps by Scher and axisMaps, are good
examples of intelligent usage of typographical hierarchy, which makes these maps efficient in the
communication of subjective and imprecise information, even with high degree of visual overload.

Background and Related Work

Our approach touches on diverse methods and
techniques of visualization of spatial information.
In this work we consider dot distribution maps.
This type of maps are especially efficient in visualization of distribution and densities of point-based
data. Regarding the visualization of textual information our approach relies on typographic maps.
This particular type of subjective maps efficiently
communicates textual information prioritizing typographic hierarchy depending on the relevance of
information.
Dot distribution maps, often referred to as
density map, they represent spatial distribution of
geo-referenced data using basic graphical element
– a point (Slocum, 2009). Each point on the map
is used to represent either one datum with known
geo-location, or aggregation of values. Additionally, dot distribution maps are used to depict densities in corresponding geographic areas, rather than
specific locations.

A more recent research presents a method
for automatic construction of typographic maps
by merging textual information with spatial data
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(Afzal et al., 2012). Given a vector map the algorithm places textual labels in space along the
polylines and polygons in accordance with defined
visual attributes and constrains. Additionally, the
authors describe a method to represent regions as
text by filling its interior and repeating the text as
necessary. Likewise, our approach uses principles
of this technique to align textual labels to a path.
Finally, the work of Cranshaw et al. (2012) is
tightly related to our approach, especially in what
concerns portraying a city using methods to visualize point-based data and their clusters. The authors introduce a method that consists of a clustering model for mapping a city regarding collective behaviors of its inhabitants and further visualization on the map. This map depicts dynamics, structure and portrayal of a city using clusters, so called Livehoods, of geospatial data from
Foursquare check-ins. Given geospatial social
data generated by hundreds of thousands of people the visualization represents distinct areas of the
city regarding activity patterns. The resulting aggregated clusters of check-ins represent so called
mental map of the city, the vision of urban space
from the perspective of its inhabitants. This enables the study of the structure and composition of
a city based on social media its residents generate.

that define the boundaries for the project:

3

4

• The visualization should create a digital layer
of urban space.
• It should use a simple and clear visual language, establishing a strong relationship between urban space and POIs.
• In order to reflect geographic nature of data
the information should be visualized on a
map.
• It should be interactive and run in real-time,
supporting the process of data exploration
and high-level information acquisition.
• The interactive application should follow the
so called Visual Information-Seeking Mantra,
introduced by Shneiderman (1996), which
consists of overview first, zoom and filter,
then details-on-demand.
• Finally, the visualization should be easy-tounderstand by a general user with no analytic background, therefore presenting a good
balance between aesthetics and functionality,
without visual overload of display.

Data Description and Design
Requirements

Representation of POI Clusters

This section covers the process for determining the
shapes that describe POI clusters. More precisely,
first the concept of vacuum package metaphor is
introduced. Then we proceed with the description
of an algorithm for polygon calculation given a set
of points. Then, we present a method for smoothing the corners of generated polygons. Finally, we
discuss the strategy for using typeface weight as
visual variable and text placing.

Our dataset consists of points of interest (POIs)
from the greater metropolitan area of Boston,
Massachusetts, USA. POIs contain associated semantic information and are aggregated in meaningful groups (e.g. restaurants, colleges, industry, etc.). More precisely, POIs were tagged
with semantic information retrieved from diverse
web sources (e.g. Foursquare, Upcoming Yahoo,
etc.) (Oliveirinha et al., 2010), and aggregated
in clusters using methods proposed by Alves et
al. (2011). The dataset comprises 751 clusters of
POIs with the following attributes: tag and id of
each cluster, geographic coordinates of their centroids, and relevance of a cluster. Additionally,
each POI in the dataset is characterized by geographic location (latitude and longitude), name
and id. Ultimately, the data types are categorical
– POI names and cluster tags – and quantitative –
relative relevance of each cluster.
In order to guide the design of our visualization,
we established the following design requirements,

4.1

Concept

In order to understand the distribution of POIs in
space and within the corresponding clusters we
plotted them using a dot distribution map (see Figure 1). In this visualization each POI is depicted
by a point; The category it belongs to is represented with a color. The observation of this visualization led us to the conclusion that each cluster has its unique and recognizable shape. For
instance, the same happens with the shapes for
countries and continents of the world, to which
diverse meanings and symbolisms are associated.
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Figure 1: Direct representation of data – names of categories and POIs represented as colored points.
Points of equal color belong to the same cluster.
of the methods to compute shape of a set of points
was introduced by Edelsbrunner et al. (1983), and
is know as two-dimensional alpha-shapes. As
mentioned by Edelsbrunner, an alpha shape can
be imagined as a huge mass of ice-cream containing pieces of chocolate; then using a sphereformed ice-cream spoon we carve all the parts of
ice-cream without bumping into chocolate pieces;
if we now straighten all the ”round” faces we will
get an intuitive description of what is called the
alpha-shape. Although, the alpha-shape is a standardized formal description of a set of points this
method assumes multi-polygon reconstruction of
the geometry, and often produces polygons that
contain holes, which is not desirable in our visualization.

We found this idea particularly interesting and implemented a method that allows us to characterize sets of POIs through their shapes. This approach allows us to eliminate color from representation reducing visual overload. Ultimately, due to
amount and diversity of categorical data the use of
color is inefficient.
The shape that characterizes a given set of
points is known as convex hull, i.e. the polygon
that encompasses a set of points. This is, the minimal convex set of points containing the entire set.
One of the many algorithms to compute convex
hull was proposed by Andrew (1979), which is
based on the rubber band metaphor. The convex hull can be visualized as a rubber band that
is stretched so that it surrounds all the points and
then released enclosing all the points.
For certain applications the convex hull does not
represent well the boundaries of a set of points.
For instance, a convex hull for a set of points that
form a C letter would have a shape close to ellipse.
In other words, the region that is defined by convex
hull does not represent the region that is formed by
the points.
This problem has already been addressed by
many researches, and is know as computation of
non-convex or concave hull (see e.g. Moreira and
Santos (2007) and Duckham et al. (2008)). One

We address this problem by combining the
principles of alpha-shape and vacuum packing
metaphor. This metaphor can approximately be
seen as following: imagine a plastic bag containing a set of points; then the oxygen is removed creating vacuum inside the bag; when the bag is completely shrunk it become tightly fitted to its content. This metaphor is intuitive description of our
approach. The following section gives a formal
description of the algorithm to compute a shape of
a set of points heterogeneously distributed in geographic space.
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4.2

Determining if a point P is inside the triangle
4ABC is done by calculating cross products of
~ × AB,
~ BP
~ × BC,
~ and CP
~ × CA.
~ If all
vectors AP
the values are negative, then the point is inside the
triangle. Otherwise, the point is outside. Finally,
at a simulation instance there might be two points
inside the triangle. In this case considered only the
one that is closest to the M point – middle point
that divides AB by half.
Figure 2 displays two shapes of clusters that
were calculated by the algorithm given two sets of
points from our dataset. Also, this figure schematically illustrates the described algorithm at a simulation instance – the points that compose a polygon are marked with circles, the edges are represented with black line, and the lines that makeup
the triangles are painted in red. As can be observed in Figure 2, image on the right, even complex shapes are well defined.

Algorithm

This section describes an algorithm for the calculation of a concave hull based on the vacuum package metaphor. The calculation of a polygon is an
iterative process with the maximum number of iterations defined by an user. The process passes
through the calculation of convex hull, which defines an initial set of edges. Each edge is characterized by starting and ending points in ordered
array, and by stretchiness, which models a behavior of an elastic band. Finally, the shape of each
set of points is calculated independently.
Considering the set of points S to be our input,
the algorithm proceeds as follows:
1. Let L be an initially empty list that will contain the points that define the polygon.
2. Calculate the convex hull, and store the set of
points in L in clock-wise order.
3. For each iteration and for each edge – i.e., for
each pair of consecutive points in L, which
we designate by A and B:
• If the length of the edge is bigger than
predefined minimum length, then continue to the next step. Otherwise, skip.
• The edge AB is divided by half at
the center, defining an isosceles triangle
4ABC, where A and B are the starting
and ending points in L, respectively, and
C is the central point.
• C is pushed inside the polygon by a
force vector f~, which is perpendicular
to the edge AB.
• The magnitude of the force f~ varies proportionally to the stretchiness of AB
edge, which is a function of its length,
and the distance of C from its original
location, say M . i.e. shorter edges have
smaller f~.
• If one of the points, say P , in the set S
is inside the triangle, then the P is appended to the L in the order AP and
P B, consequently, creating two new
edges.
• The process is repeated until the maximum number of iterations is reached or
all the edges have their lengths smaller
than defined minimum length.

Figure 2: Calculated shape of clusters for ”Trading”, image on the left, and ”Seinfeld” categories,
image on the right. Circles represent points that
compose a hull, with the arrows inside that indicate the order of points.
4.3

Visual Refinement and Label Placing

Having calculated all the polygons we proceed to
smooth their corners, which gives an organic representation of a shape. Also, this facilitates the
process of placing textual labels onto polygons.
The problem of corner smoothing can be divided in two parts – round the corners that make
interior angles smaller and greater than 180◦ (for
the purpose of simplicity we label them as S and G
corners, respectively). In order to create a smooth
polygon there should be enough free space allocated to append additional points that compose a
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fied as fallowing – thin, extra light, light, regular,
medium, semi-bold, bold, black and heavy. So,
we used these to encode the relevance of each category, by dividing all values in eight ranges and
assigning each range to a typographic weight. Due
to ordered nature of data the typographic weights
were assigned starting with thin up to heavy typefaces (see Figure 4).

new polygon. This is done by translating perpendicularly each edge to a certain distance, say d,
placing them outside the original polygon. Then
we proceed by calculating the S corners, simply
connecting two consecutive translated segments
with an arc that is centered at the corner point
and with the radius equal to d. The arc is then
fragmented with small segments, the number of
which is dictated by defined minimum length. The
G corners, on the other hand, are computed using Bezier equation (Farin et al., 2002). The two
control points have the same location, which is the
point of intersection of the two edges that makeup
the corner. The end points are the middle point
of each of two translated edges. Finally, the curve
is partitioned with small segments. The Figure 3
is a schematic representation of the smoothing of
polygons.

Figure 4: Close-up of an area with categories that
have different relevance encoded with typographic
weight and font size.
For the second type of textual information we
used an approach inspired in typographic maps.
The name of POIs are placed onto polygon and
the words are curved along with the shape. One of
the problems of curved words is the fact that they
visually distort the word when placed on the path
junctions. This is, the words are visually breaking
apart creating discontinuous reading. One of the
solutions to address this problem is to distort the
characters, like in maps by Paula Scher. However,
in digital typography these manipulations are undesirable and are considered a bad practice (Lupton, 2014). So, our solution consisted in: drawing the letters perpendicularly to the path they are
placed onto; when a letter appears on a junction
of two segments we use a weighted angle depending on the percentage of occupied space on each
of segments. In other words, the imaginable rectangle that holds a character always keeps its base
corners on top of each segment (see Figure 5). Finally, the tracking – space between characters – is
increased, when the letters are placed on G corners, and decreased, when the letters are placed on
S corners. This diminishes the visual discontinuities in reading.
Finally, all the methods were combined and the
result is displayed on Figure 6. As can be observed

Figure 3: Schematic construction of round corners.
The second part of visual refinement consists of
placing textual information onto polygons. As was
mentioned earlier, our data consist of two types of
text data – most relevant tag for each cluster, and
names of each individual POI. In order to represent this data two different strategies were used.
In the first case, the cluster tags were positioned
on center of the polygon being represented using
typeface weights to represent their weights. In the
second case, the names of POIs were placed onto
the polygon and curved along the contour of the
shape.
As mentioned above, we used typographic
weight as a visual variable to represent relevance
of each category of POIs. According to Lupton
(2014), in typography, all typefaces are organized
into families . Within a family typefaces are divided and ordered according their weights (e.g.
regular, bold, etc.). In modern typography there
are families that contain up to nine weights classi56

scribed in previous sections, although using only
one typographic weight. To navigate on the map
the user can use zoom-and-pan. The visualization dynamically updates details of the shapes and
presents different levels of cluster aggregation according to zoom level (see Figure 7, image in the
middle).
Finally, the application provides additional details on demand. This is done by directly selecting clusters on the map. In this case the panel on
the left updates and displays more detailed information about the selected cluster (e.g. a list of
POIs in the group, impact of each category the
cluster belongs to, number of POIs). Additionally,
the clusters that share the same category are also
highlighted on the map, such that the distribution
of clusters within similar category is revealed (see
Figure 7, image on the right).
As can be observed in the web-application the
labels are not shown, due to high amount of textual
information, which makes the visualization run
slow in a web browser. Nevertheless, this functionality is implemented in offline visualization.
As it can be observed, there are overlapping areas.
As such, the shapes are painted with transparent
color, in order to highlight highly overlapped areas
on the map. Allowing the user to perceive urban
areas that provide multiple services can be easily
found on the map. Thus, providing higher-level
information that would be difficult to visualize by
other means.

A
Figure 5: Placing characters onto segment and
segment joint.
the visualization become less cluttered in comparison with dot map representation. The clusters of
POIs are characterized by an organic shape, which
facilitates the placement and continuous reading
of textual information. Text labels, on the other
hand, try to mimic the contour without substantial
visual distortion. Also, it is easy to understand that
this approach is less efficient when small clusters
are considered, due to limited space to display all
the textual information.

5

Application and Limitations

This section presents an application of the described techniques combined into one visualization model. First, an interactive web-based application, which uses the described methods applied
on another dataset with a similar nature of information, is discussed. Then, we enumerate the limitations of presented approach.
The interactive web-based application follows the principles of Visual Seeking Mantra –
overview first, zoom and filter, then details-ondemand. In the first screen the user can find a general view of the map. In this view the visualization
depicts only the shapes of clusters, which gives a
first impression about the data and its distribution
in space. It is important to note that in the second
dataset POIs have multiple associated tags, i.e. a
POI may belong to different categories. Consequently, POI clusters may overlap, which means
that overlapping areas provide multiple services.
For instance the area of restaurants might coincide with the area of shopping. That said, the user
can easily identify these cases in general view (see
Figure 7, image on the left).
Filtering and zoom-and-pan are also important
functionalities of the application. Using the panel
on the left the user can select individual categories
to display and filter the visualization by average
weight of the relevance, by the number of POIs
in cluster, among others. Selecting the categories
also reveals their names and places them as de-

6

Conclusion

In this article, we presented a method to represent
clusters of POIs along with their semantic information. This method integrates visual characterization of a set of points and the methods to represent textual information. Given clusters of POIs
the presented method creates a visual layer that
characterizes urban space in accordance with the
meanings of places, which derives from the digital footprints that the inhabitants leave. For this
reason, we presented a novel approach that calculates a concave hull of a set of points. This
method enables the creation of a unique integral
polygon, which is calculated using vacuum package metaphor. Ultimately, each polygon characterizes a set of points with a unique organic looking
shape.
Additional textual information is added by placing names of POIs on a path defined by a poly57

Figure 6: A zoom-in of downtown area of Boston. The final visualization combines all the presented
methods: shapes of clusters; rounded corners; label placing.

Figure 7: Screenshots of interactive application. General view, image on the left; filter and zoom, middle;
and details-on-demand, image on the right.
gon. In the proposed strategy the characters were
placed perpendicularly to the segment they belong, and using a weighted angle when placed on
the corners. Additionally, we introduced a visual
variable to encode the relevance of a category –
the typographic weight. The data variable’s values
are divided in equal ranges, and then each bin is
associated with a typographic weight in the order
from thin to heavy.

overview of data at general zoom level. Then the
user can zoom-in and obtain a detailed view of the
visualization. Additionally, using the filter panel
the user can choose individual category and filter
the visualization by different parameters. Finally,
more details, such as cluster impact or the list of
POIs in cluster, are given on demand.

Finally, this visualization was implemented as
web-based application and applied on another
dataset. The interactive web application gives an

This work was supported by the InfoCrowds
project - FCT-PTDC/ECM-TRA/1898/2012FCT.
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Abstract

object descriptions and object classification based
on low level concepts/features (such as colour,
shape and material), enabling systems to identify
and describe novel, unseen images (Farhadi et al.,
2009; Silberer and Lapata, 2014; Sun et al., 2013).
Our goal is to build interactive systems that can
learn grounded word meanings relating to their
perceptions of real-world objects – rather than abstract coloured shapes as in some previous work
e.g. (Roy, 2002). For example, we aim to build
multimodal interfaces for Human-Robot Interaction which can learn object descriptions and references in interaction with humans. In contrast
to recent work on image description using ‘deep
learning’ methods, this setting means that the system must be trainable from little data, compositional, able to handle dialogue, and adaptive – for
instance so that it can learn visual concepts suitable for specific tasks/domains, and even new idiosyncratic language usage for particular users.
However, most of the existing systems for image description rely on training data of both high
quantity and high quality with no possibility of online error correction. Furthermore, they are unsuitable for robots and multimodal systems that need
to continuously, and incrementally learn from
the environment, and may encounter objects they
haven’t seen in training data. These limitations are
likely to be alleviated if systems can learn concepts, as and when needed, from situated dialogue
with humans. Interaction with a human tutor enables systems to take initiative and seek the particular information they need or lack by e.g. asking
questions with the highest information gain (see
e.g. (Skocaj et al., 2011), and Fig. 1).
For example, a robot could ask questions to
learn the color of a “mug” or to request to be presented with more “red” things to improve its performance on the concept (see e.g. Figure 1). Furthermore, such systems could allow for meaning
negotiation in the form of clarification interactions

We address the problem of interactively learning perceptually grounded
word meanings in a multimodal dialogue
system. We design a semantic and visual
processing system to support this and illustrate how they can be integrated. We
then focus on comparing the performance
(Precision, Recall, F1, AUC) of three
state-of-the-art attribute classifiers for the
purpose of interactive language grounding (MLKNN, DAP, and SVMs), on the
aPascal-aYahoo datasets. In prior work,
results were presented for object classification using these methods for attribute
labelling, whereas we focus on their performance for attribute labelling itself. We
find that while these methods can perform
well for some of the attributes (e.g. head,
ears, furry) none of these models has good
performance over the whole attribute set,
and none supports incremental learning.
This leads us to suggest directions for future work.

1

Oliver Lemon
Interaction Lab
Heriot-Watt University
o.lemon@hw.ac.uk

Introduction

Identifying, classifying and talking about objects or events in the surrounding environment
are key capabilities for intelligent, goal-driven
systems that interact with other agents and the
external world (e.g. smart phones, robots, and
other automated systems), as well as for image
search/retrieval systems. To this end, there has
recently been a surge of interest and significant
progress made on a variety of related tasks, including generation of Natural Language (NL) descriptions of images, or identifying images based
on NL descriptions (Karpathy and Fei-Fei, 2014;
Bruni et al., 2014; Socher et al., 2014). Another
strand of work has focused on learning to generate
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Dialogue

Image

S: Is this a green mug?
T: No it’s red
S: Thanks.

Final semantics

 x=o1 : e
 p2 : red(x)

p3 : mug(x)


 x1=o2
 p

 p1
p2

T: What can you see?
S: something red.
What is it?
T: A book.
S: Thanks.

:
:
:
:






e
book(x1)
red(x1)
see(sys, x1)







Figure 1: Example dialogues & resulting semantic representations
Some approaches attempt to ground meaning
of words/phrases/sentences in images/objects by
mapping these modalities into the same vector
space (Karpathy and Fei-Fei, 2014; Silberer and
Lapata, 2014; Kiros et al., 2014), or using distributional semantic models that build distributional representations with the conjunction of textual and visual information (Bruni et al., 2014).
Other approaches, such as (Socher et al., 2014),
propose Neural Network models based on Dependency Trees (DT), which project all words in a
sentence into a DT structured representation to explore parents of each node and correlations between nodes.
In contrast to these approaches, which do not
support NL dialogues, some approaches are designed based on logical semantic representations
and some of them are incorporated with spoken
dialogue systems (Skocaj et al., 2011; Matuszek
et al., 2012; Kollar et al., 2013). A well-known
logical semantic parser is the Combinatory Categorial Grammar (CCG) parser, which represents
natural language sentences from human tutors in
the logical forms. The “Logical Semantics with
Perception” (LSP) framework by Kollar et al. (Krishnamurthy and Kollar, 2013) and the joint language/perception model by Matuszek et al. (Matuszek et al., 2012) are based on a CCG parser
or using a CCG lexicon respectively. Although a
CCG parser could generate similar logical representations to the DS-TTR parser/generator we use
here, we believe that DS-TTR would show better performance than CCG in terms of handling
the inherent incremental, fragmentary and highly
context-dependent nature of dialogue.
The “Describer” system (Roy, 2002) learns to
generate image descriptions, but it works at the
level of word sequences rather than logical seman-

with the tutor.
This paper presents initial work in a larger programme of research with the aim of developing
dialogue systems that learn (visual) concepts –
word meanings – through situated dialogue with
a human tutor. Specifically, we compare several
existing state-of-the-art classifiers with regard to
their suitability for interactive language grounding
tasks. We compare the performance of MLKNN
(Zhang and Zhou, 2007), DAP (zero-shot learning (Lampert et al., 2014)), and SVMs (Farhadi et
al., 2010) on the image datasets aPascal (for training) and aYahoo (testing) – see section 4. To our
knowledge, this paper is the first to compare these
attribute classifiers in terms of their suitability for
interactive language grounding.
Our other contribution is to integrate an incremental semantic grammar suited to dialogue processing – DS-TTR1 (Purver et al., 2011; Eshghi et
al., 2012), see section 3 – with visual classification algorithms that provide perceptual grounding
for the basic semantic atoms in the representations
produced by the parser through the course of a dialogue (see Fig. 1). In effect, the dialogue with the
tutor continuously provides semantic information
about objects in the scene which is then fed to an
online classifier in the form of training instances.
Conversely, the system can utilise the grammar
and its existing knowledge about the world, encoded in its classifiers, to make reference to and
formulate questions about the different attributes
of an object identified in the scene.

2

Related work

There has recently been a lot of research into
learning to classify and describe images/objects.
1

net

Downloadable from http://dylan.sourceforge.
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3

tics, and uses only synthetically generated scenes
rather than real images and image processing. Our
approach extends (Dobnik et al., 2012) in integrating vision and language within a single formal system: Type Theory with Records (TTR). This combination will allow complex multi-turn dialogues
for language grounding with deep NL semantics,
including natural correction and clarification subdialogues (e.g. “No this isn’t red, it’s green.”).

2.1

System Architecture

We are developing a system to support an
attribute-based object learning process through
natural, incremental spoken dialogue interaction.
The architecture of the system is shown in Fig. 2.
The system has two main modules: a vision module for visual feature extraction and classification; and a dialogue system module using DSTTR (see below). Visual feature representations
are built based on base features akin to (Farhadi
et al., 2009). We do not yet have a fully integrated dialogue system, so for our experiments
presented below, we assume access to logical semantic representations, that will be output by the
DS-TTR parser/generator as a result of processing dialogues with a human tutor (more on this
below) – and interface these representations with
attribute-based image classifiers. Below we describe these components individually and then explain how they interact.

Attribute classification

Regarding attribute-based classification or description, Farhadi et al. (Farhadi et al., 2009) have
successfully described objects with attributes by
sharing appearance attributes across object categories. Silberer and Lapata (Silberer and Lapata,
2014) extend Farhadi et al.’s work to predict attributes using L2-loss linear SVMs and to learn the
associations between visual attributes and particular words using Auto-encoders. Sun et al. (Sun
et al., 2013) also build an attribute-based identification model based on hierarchical sparse coding with a K-SVD algorithm, which recognizes
each attribute type using multinomial logistic regression. However, as these models require a large
mass of training data, an increasing amount of research attempts to learn novel objects using ‘oneshot’ (Li et al., 2006; Krause et al., 2014) or ‘zeroshot’ learning algorithms (Li et al., 2007; Lampert
et al., 2014). They enable a system to classify unseen objects with fewer or no examples by sharing
attributes between known and unknown objects.
Note that these methods ultimately focus on object class labels, using attributes as intermediate
representations.

3.1

Attribute-based Classifiers used

In this research, in order to explore the best solution for attribute classification for an interactive
system, we compare several methods which have
previously shown good performance on imagelabelling tasks – a multi-label classification model,
a zero-shot learning model, and a linear SVM:
(a) MLkNN (Zhang and Zhou, 2007) is a supervised multi-label learning model based on the
k-Nearest Neighbour algorithm, which predicts a
label set for unknown instances. It has previously
been used for scene labelling with 5 labels (sunset,
desert, mountains, sea, trees) and reached a Precision of 0.8;
(b) L2-loss Linear SVM as used by (Farhadi et
al., 2009). We used the published feature extraction and attribute training code2 , though we appear
to have achieved slightly worse AUC results than
achieved in (Farhadi et al., 2009) (see section 4);
(c) Direct Attribute Prediction (DAP) (Lampert et al., 2014), is a kind of zero-shot learning model, which implements a multi-layer classifier - the layer of attributes and the layer of labels - which apply the attribute variables in the
attribute layer to decompose the object images in
the label layer. This model allows the use of any
supervised classification models for learning perattribute coefficients. Once the image-attribute parameters are predicted, DAP can explore the class-

On the other hand, to learn attribute-based objects through NL interaction, some approaches
learn unknown objects or attributes with online
incremental learning algorithms (Li et al., 2007;
Kankuekul et al., 2012). The “George” system
(Skocaj et al., 2011), which is similar in spirit to
our work, learns object attributes from a human tutor and creates specific questions to request information to fill detected knowledge gaps. However,
the George system only learns about 2 shapes and
8 colours. Our goal is to couple attribute classifiers
with much wider coverage to the formal semantics
of a full Natural Language dialogue system.

2
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Figure 2: Architecture of the simulated teachable system
attribute relations and infer the corresponding object classes using a probabilistic model. In this
paper, we reimplement the DAP zero-shot learning model based on Lampert’s work; but since
we are here concerned only with attribute classification we only test the first tier of their algorithm for attribute classification. (Note that although both (Farhadi et al., 2009) and (Lampert
et al., 2014) implement a SVM classifier for each
attribute, DAP learns the supervised model with
the linearly combined χ2 -kernels rather than the
original visual representations.) Note that the implementation of the DAP model is not identical to
that of (Lampert et al., 2014), so our results are
not directly comparable to that paper. We used the
Libsvm 3.0 library (Chang and Lin, 2011), differing from the Shogun library in the original implementation for learning visual classifiers. To more
directly compare the DAP model with other methods, we moreover generated the visual representation using the feature extraction algorithms by
(Farhadi et al., 2009) instead of the original methods.

3.1.1

Visual Feature Representation

All models will output attribute-based label sets
for novel unseen images by predicting binary label vectors. We build visual representations and
binary label vectors as inputs to train new classifiers for learning attributes, as explained in the
following subsections.

The feature extractor in the vision module
presents a feature matrix with dimensions w ×
9751, where w is the number of training instances,
and each training instance has a 9751-dimensional
vector generated by stacking all quantized features, as shown in Figure 2.

Following the feature extraction methods proposed by (Farhadi et al., 2009), we extract a feature representation consisting of the base features
for learning to classify and describe novel objects,
i.e. the colour space for colour attributes, texture
for materials, visual words for object components,
as well as edges for shapes.
Colour descriptors, consisting of L*A*B colour
space values, are extracted for each pixel and then
are quantized to the nearest 128 k-means centres. These descriptors inside the bounding box
are binned into individual histograms. Edges and
their orientations are detected using a MATLAB
canny edge detector, which contributes to finding
both edges and boundaries of objects within an
image. Detected edges are quantized into 8 unsigned bins. A texture descriptor is computed for
each pixel and then quantized to the nearest 256
k-means centres. Finally, object visual words are
built in HOG descriptors using 8x8 blocks, a 4pixel step size, and quantized into 512 k-means
centres.
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3.1.2

framework (see e.g. Larsson (2013); Dobnik et al.
(2012) who use it to model the semantics of spatial
language and perceptual classification).
In TTR, logical forms are specified as record
types (RTs), which are sequences of fields of the
form [ l : T ] containing a label l and a type T . RTs
can be witnessed (i.e. judged true) by records of
that type, where a record is a sequence of labelvalue pairs [ l = v ]. We say that [ l = v ] is of type
[ l : T ] just in case v is of type T .

Binary Label Vectors

For learning multi-attribute objects, the multilabel models require a label vector for each training instance. In the interactive system, an instance
χ and its related label set η ⊆ Y are given by the
feature extractor and DS-TTR parser individually,
where Y is a total collection of attribute-based la→
−
bels. We suppose l is the binary label vector for
→
−
χ, where its i-th component l (i)(i ∈ η) will take
the value 1 if i ∈ Y and -1 otherwise. Eventually,
the system builds a binary label matrix with dimensions w×n, where w is the number of instances
and n is the total number of labels for all training
instances. Each instance contains a full binary label vector. The label vectors and feature representations are used to learn new classifiers once novel
object instances are learned incrementally from interaction.
3.2



: T 1 
 l1


: T 2 
R1 :  l2=a


l3=p(l2 ) : T 3

R2 :

l1 : T 1
l2 : T 20

#
R3 : []

Figure 3: Example TTR record types
Fields can be manifest, i.e. given a singleton
type e.g. [ l : T a ] where T a is the type of which
only a is a member; here, we write this using the
syntactic sugar [ l=a : T ]. Fields can also be dependent on fields preceding them (i.e. higher) in
the record type (see Fig. 3).
The standard subtype relation v can be defined
for record types: R1 v R2 if for all fields [ l : T 2 ]
in R2 , R1 contains [ l : T 1 ] where T 1 v T 2 . In Figure 3, R1 v R2 if T 2 v T 20 , and both R1 and R2 are
subtypes of R3 . This subtyping relation allows semantic information to be incrementally specified,
i.e. record types can be indefinitely extended with
more information/constraints. For us here, this
is a key feature since it allows the system to encode partial knowledge about objects, and for this
knowledge (e.g. object attributes) to be extended
in a principled way, as and when this information
becomes available.

Dynamic Syntax (DS)

The DS module is a word-by-word incremental
semantic parser/generator, based around the Dynamic Syntax (DS) grammar framework (Cann et
al., 2005) especially suited to the fragmentary and
highly contextual nature of dialogue. In DS, dialogue is modelled as the interactive and incremental construction of contextual and semantic
representations (Purver et al., 2011). The contextual representations afforded by DS are of the
fine-grained semantic content that is jointly negotiated/agreed upon by the interlocutors, as a result of processing questions and answers, clarification requests, corrections, acceptances, etc (see
Eshghi et al (2015) for an account of how this can
be achieved grammar-internally as a low-level semantic update process). Recent versions of DS
incorporate Type Theory with Records (TTR) as
the logical formalism in which meaning representations are couched (Purver et al., 2011; Eshghi et
al., 2012), due to its useful properties. Here we
do not introduce DS due to space limitations but
proceed to introducing TTR.
3.3

"

3.4

Integration

Fig. 2 shows how the various parts of the system
interact. At any point in time, the system has access to an ontology of (object) types and attributes
encoded as a set of TTR Record Types, whose individual atomic symbols, such as ‘red’ or ‘mug’
are grounded in the set of classifiers trained so far.
Given a set of individuated objects in a scene,
encoded as a TTR Record (see above), the system can utilise its existing ontology to output some
maximal set of Record Types characterising these
objects (see e.g. Fig. 1). Since these representations are shared by the DS-TTR module, they provide a direct interface between perceptual classification and semantic processing in dialogue: they

Type Theory with Records

Type Theory with Records (TTR) is an extension of standard type theory shown to be useful in semantics and dialogue modelling (Cooper,
2005; Ginzburg, 2012). TTR is particularly wellsuited to our problem here as it allows information
from various modalities, including vision and language, to be represented within a single semantic
64

can be used directly at any point to generate utterances, or ask questions about the objects.
On the other hand, the DS-TTR parser incrementally produces Record Types (RT), representing the meaning jointly established by the tutor
and the system so far. In this domain, this is ultimately one or more type judgements, i.e. that some
scene/image/object is judged to be of a particular
type, e.g. in Fig. 1 that the individuated object, o1
is a red mug. These jointly negotiated type judgements then go on to provide training instances for
the classifiers. In general, the training instances
are of the form, hO, T i, where O is an image/scene
segment (an object), and T , a record type. T is
then converted automatically to an input format
suitable for specific classifiers; e.g. the dialogues
in Fig. 1 provide the following instances to our
classifiers: ho1, {red, mug}i and ho2, {red, book}i.
What sets our approach apart from other work
is that these types are constructed/negotiated interactively, and so both the system and the tutor
can contribute to a single representation (see e.g.
second row of Fig. 1).

4

instances for each attribute, as shown in table 1,
this might affect the performance of the models on
attribute classification.
4.2

We test how well the different classifiers work on
learning object attributes. We implemented several classification models – MLkNN, DAP, and
SVMs as described in Section 3.1. Most work
on attribute classification reports the Precision and
Recall only for object classes – which are computed using the attribute labels – but we are directly interested in the performance of the attribute
classifiers themselves. Thus we report Precision,
Recall, and F1-Score for the attribute labels for
each model. We also show the average scores
across all attributes in table 2.
4.3

Datasets for Attribute-based classification

In order to compare the different classifiers with
previous work (Farhadi et al., 2009), we perform
our experiments on a benchmark dataset of natural object-based images with attribute annotations
– the aPascal-aYahoo data set3 – which is introduced by Farhadi et al. The aPascal-aYahoo data
set has two subsets: the Pascal VOC 2008 dataset
and the aYahoo dataset. The Pascal VOC 2008
dataset is created for visual object classifications
and detections. The aPascal data set covers 20
attribute-labelled classes and each class contains
a number of samples, ranging from 150 to 1000.
The aYahoo dataset, as a supplement of the aPascal dataset, contains objects similar to aPascal, but
with different correlations between attributes. The
aYahoo dataset only contains 12 objects classes.
Images in both aPascal and aYahoo sets are annotated with 64 binary attributes, covering shape and
material as well as object components (see table
1). We use the 6340 images selected by (Farhadi
et al., 2009) from the aPascal dataset for training
and use the whole aYahoo dataset with 2644 images as the test set. As both aPascal and aYahoo
data sets are imbalanced in the number of positive
3

Results

We first plot the Precision and Recall for each attribute for the different models, as shown in figures 4 and 5. We take Precision to be 1 where the
number of True Positives and False Negatives are
both 0 for an attribute (otherwise it would be undefined).
Figures 4 - 7 compare the different methods for
each attribute in terms for Precision, Recall, F1,
and AUC (Area Under ROC Curve). The AUC
scores are computed using an open library for
computer vision algorithms – Vlfeat (Vedaldi and
Fulkerson, 2010).
Table 2 shows the average scores for each
method, computed across all of the attributes. The
results show that DAP generally has better performance across all of the attributes, although each
method has specific strengths and weaknesses.

Experiments and Results

4.1

Experiment Setup

5

Discussion

The results presented above show that while the
models sometimes perform quite well on specific
attributes, the performance over all attributes in
general is rather poor. But we note that the shapes
of the plots in the Precision and the Macro-F1 Figures, 4 and 6, are very similar, showing that the
performance of the algorithms are correlated with
external factors, certainly including the number of
positive training instances, but also how distinctive (easy to detect) an attribute generally is. For
example, the attribute ‘Furry’ with 250 training
instances is performing relatively well using all
three algorithms while other attributes with sim-

http://vision.cs.uiuc.edu/attributes/
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Attribute Label
2D Boxy
Vert Cyl
Tail
Snout
Hair
Torso
Leg
Window
Door
Side mirror
Engine
Rein
Metal
Cloth
Feather
Shiny

aPascal
207
195
184
237
1095
1538
994
304
192
150
35
32
581
1591
99
432

aYahoo
146
334
529
708
216
1024
922
167
13
71
71
284
739
123
1
527

Attribute Label
3D Boxy
Horiz Cyl
Head
Nose
Face
Hand
Foot/Shoe
Row Wind
Headlight
Exhaust
Text
Saddle
Plastic
Furry
Wool
Leather

aPascal
393
94
1737
995
1022
811
604
86
162
50
84
20
260
250
12
6

aYahoo
752
286
1157
345
392
364
719
224
36
41
388
121
459
996
15
85

Attribute Label
Round
Occluded
Ear
Mouth
Eye
Arm
Wing
Wheel
Taillight
Handlebars
Horn
Skin
Wood
Glass
Clear

aPascal
39
1913
1097
930
1183
1080
114
336
104
92
4
1396
195
180
32

aYahoo
179
778
1048
332
1061
383
11
64
5
37
145
161
167
34
42

Table 1: The Number of Positive instances on each attribute in aPascal-aYahoo Datasets (aPascal for
training set, aYahoo for testing Set, attributes with no testing instances removed)

Figure 4: Precisions on each attribute for each method: MLkNN, DAP and Linear SVM (note that
Precision is defined as 1 when there are in fact no True positives or False positives returned)

Figure 5: Recalls on each attribute for each method (MLkNN, DAP and Linear SVM)
ilar numbers of training instances are performing
far worse.

Since our ultimate goal here is to create a full
dialogue system that can learn concepts (word
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Figure 6: Macro-F1 on each attribute for each method (MLkNN, DAP and Linear SVM)

Figure 7: Area Under ROC curve for each attribute for each method (MLkNN, DAP and Linear SVM)
meanings) from human tutors, these results would
lead us to pick, at least in an initial proof-ofconcept system, attributes that show rapid learning rates. Presumably this is why prior work on
this problem has often used ‘toy’ images where
real image processing is not required (e.g. (Roy,
2002; Kennington et al., 2015)).

Finally we note that none of these algorithms
are incremental. Incremental learning methods
(Kankuekul et al., 2012; Tsai et al., 2014; Furao
et al., 2007; Zheng et al., 2013) have been developed to train object classification networks without abandoning previously learned knowledge or
destroying the old trained prototypes. These methods (such as (Kankuekul et al., 2012)) could enable systems to label known/unknown attributes
gradually through NL interaction with human tutors. Incremental learning approaches can also
speed up the object learning/prediction process
and the system responses, rather than taking a long
computational time.

What we would need ultimately are attribute
classifier learning methods which can operate effectively on small numbers of examples, and
which can improve performance robustly when
new examples are presented, without “unlearning”
previous examples and without needing long retraining times. The dialogue abilities of the overall system will allow correction and clarification
interactions to correct false positives (e.g “it’s not
red it’s green”) and other errors, and the attribute
classification model must allow for such rapid retraining.

We will explore these approaches in future
work, to learn objects and their perceptual attributes gradually from conversational HumanRobot interaction.
67

Model
MLkNN
DAP
SVMs

average Precision
0.5186
0.3326
0.1676

average Recall
0.1537
0.2276
0.3118

average Macro-F1
0.2372
0.2703
0.2180

Table 2: Average scores across attribute labels for each method, trained on aPascal and tested on aYahoo

6

Conclusion

Ronnie Cann, Ruth Kempson, and Lutz Marten. 2005.
The Dynamics of Language. Elsevier, Oxford.

We are developing a multimodal interface to explore the effectiveness of situated dialogue with
a human tutor for learning perceptually-grounded
word meanings. The system integrates the semantic/contextual representations from an incremental semantic parser/generator, DS-TTR, with attribute classification models to evaluate their performance.
We compared the performance (Precision, Recall, F1, AUC) of several state-of-the-art attribute
classifiers for the purpose of interactive language
grounding (MLKNN, DAP, and SVMs), on the
aPascal-aYahoo datasets. The results show that
the models can sometimes perform quite well on
specific attributes (e.g. head, ears, torso), but the
performance over all attributes in general is rather
poor. This leads us to either restrict the attributes
actually used in a real system, or to explore other
methods, such as incremental learning.
The immediate future direction our research
will take is in developing and evaluating a fully
implemented system involving classifiers incorporated with incremental learning algorithms for
each visual attribute, DS-TTR, and a pro-active dialogue manager that formulates the right questions
to gain information and increase accuracy.
We envisage the use of such technology in multimodal systems interacting with humans, such as
robots and smart spaces.
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Abstract
Semantically complex queries which include attributes of objects and relations
between objects still pose a major challenge to image retrieval systems. Recent work in computer vision has shown
that a graph-based semantic representation
called a scene graph is an effective representation for very detailed image descriptions and for complex queries for retrieval.
In this paper, we show that scene graphs
can be effectively created automatically
from a natural language scene description.
We present a rule-based and a classifierbased scene graph parser whose output can
be used for image retrieval. We show that
including relations and attributes in the
query graph outperforms a model that only
considers objects and that using the output
of our parsers is almost as effective as using human-constructed scene graphs (Recall@10 of 27.1% vs. 33.4%). Additionally, we demonstrate the general usefulness of parsing to scene graphs by showing
that the output can also be used to generate
3D scenes.

1

Figure 1: Actual results using a popular image
search engine (top row) and ideal results (bottom
row) for the query a boy wearing a t-shirt with a
plane on it.

Keyword-based image retrieval systems are
clearly unable to deal with the rich semantics of
such a query (Liu et al., 2007). They might be
able to retrieve images that contain a boy, a t-shirt
and a plane but they are unable to interpret the relationships and attributes of these objects which is
crucial for retrieving the correct images. As shown
in Figure 1, a possible but incorrect combination
of these objects is that a boy is wearing a t-shirt
and playing with a toy plane.

Introduction

One proposed solution to these issues is the
mapping of image descriptions to multi-modal
embeddings of sentences and images and using
these embeddings to retrieve images (Plummer et
al., 2015; Karpathy et al., 2014; Kiros et al., 2015;
Mao et al., 2015; Chrupala et al., 2015). However, one problem of these models is that they are
trained on single-sentence captions which are typically unable to capture the rich content of visual
scenes in their entirety. Further, the coverage of
the description highly depends on the subjectivity of human perception (Rui et al., 1999). Certain details such as whether there is a plane on the
boy’s shirt or not might seem irrelevant to the per-

One of the big remaining challenges in image retrieval is to be able to search for very specific images. The continuously growing number of images that are available on the web gives users access to almost any picture they can imagine, but in
order to find these images users have to be able to
express what they are looking for in a detailed and
efficient way. For example, if a user wants to find
an image of a boy wearing a t-shirt with a plane
on it, an image retrieval system has to understand
that the image should contain a boy who is wearing a shirt and that on that shirt is a picture of a
plane.
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strate the more general applicability of our parsers
by generating 3D scenes from their output.
We make our parsers and models available
at
http://nlp.stanford.edu/software/scenegraphparser.shtml.

son who writes the caption, but for another user
this difference might determine whether a result is
useful or not.
Johnson et al. (2015) try to solve these problems by annotating images with a graph-based semantic representation called a scene graph which
explicitly captures the objects in an image, their
attributes and the relations between objects. They
plausibly argue that paragraph-long image descriptions written in natural language are currently
too complex to be mapped automatically to images and instead they show that very detailed image descriptions in the form of scene graphs can
be obtained via crowdsourcing. They also show
that they can perform semantic image retrieval on
unannotated images using partial scene graphs.

2

Task Description

Our overall task is retrieving images from image
descriptions which we split into two sub-tasks:
Parsing the description to scene graphs and retrieving images with scene graphs. In this paper, we
focus exclusively on the first task. For the latter,
we use a reimplementation of the system by Johnson et al. (2015) which we briefly describe in the
next section.

However, one big shortcoming of their model
is that it requires the user to enter a query in the
form of a scene graph instead of an image description in natural language which is unlikely to find
widespread adoption among potential users. To
address this problem, we propose a new task of
parsing image descriptions to scene graphs which
can then be used as a query for image retrieval.

2.1

Image Retrieval System

The image retrieval system by Johnson et al.
(2015) is based on a conditional random field
(CRF) (Lafferty et al., 2001) model which – unlike
the typical CRFs in NLP – is not a chain model
but instead capturing image region proximity. This
model ranks images based on how likely it is that a
given scene graph is grounded to them. The model
first identifies potential object regions in the image
and then computes the most likely assignment of
objects to regions considering the classes of the
objects, their attributes and their relations. The
likelihood of a scene graph being grounded to an
image is then approximated as the likelihood of
the most likely assignment of objects to regions.

While our main goal is to show the effectiveness of parsing image descriptions for image retrieval, we believe that scene graphs can be a useful intermediate representation for many applications that involve text and images. One great advantage of such an intermediate representation is
the resulting modularity which allows independent
development, improvement and reuse of NLP, vision and graphics subsystems. For example, we
can reuse a scene graph parser for systems that
generate 2D-scenes (Zitnick et al., 2013) or 3Dscenes (Chang et al., 2014) which require input in
the form of similar graph-based representations to
which a scene graph can be easily converted.

2.2

Parsing to Scene Graphs

The task of parsing image descriptions to scene
graphs is defined as following. Given a set of object classes C, a set of relation types R, a set of attribute types A, and a sentence S we want to parse
S to a scene graph G = (O, E). O = {o1 , ..., on }
is a set of objects mentioned in S and each oi is a
pair (ci , Ai ) where ci ∈ C is the class of oi and
Ai ⊆ A are the attributes of oi . E ⊆ O × R × O
is the set of relations between two objects in the
graph. For example, given the sentence S =
“A man is looking at his black watch” we want
to extract the two objects o1 = (man, ∅) and
o2 = (watch, {black}), and the relations e1 =
(o1 , look at, o2 ) and e2 = (o1 , have, o2 ). The sets
C, R and A consist of all the classes and types
which are present in the training data.

In this paper, we introduce the task of parsing
image descriptions to scene graphs. We build and
evaluate a rule-based and a classifier-based scene
graph parser which map from dependency syntax representations to scene graphs. We use these
parsers in a pipeline which first parses an image
description to a scene graph and then uses this
scene graph as input to a retrieval system. We
show that such a pipeline outperforms a system
which only considers objects in the description
and we show that the output of both of our parsers
is almost as effective as human-constructed scene
graphs in retrieving images. Lastly, we demon71

2.3

Data

We reuse a dataset which we collected for a different task using Amazon Mechanical Turk (AMT)
in a similar manner as Johnson et al. (2015)
and Plummer et al. (2015). We originally annotated 4,999 images from the intersection of the
YFCC100m (Thomee et al., 2015) and Microsoft
COCO (Lin et al., 2014b) datasets. However, unlike previous work, we split the process into two
separate passes with the goal of increasing the
number of objects and relations per image.
In the first pass, AMT workers were shown an
image and asked to write a one sentence description of the entire image or any part of it. To get
diverse descriptions, workers were shown the previous descriptions written by other workers for the
same image and were asked to describe something
about the image which had not been described by
anyone else. We ensured diversity in sentence descriptions by a real-time BLEU score (Papineni et
al., 2002) threshold between a new sentence and
all the previous ones.
In the second pass, workers were presented
again with an image and with one of its sentences.
They were asked to draw bounding boxes around
all the objects in the image which were mentioned
in the sentence and to describe their attributes and
the relations between them. This step was repeated
for each sentence of an image and finally the partial scene graphs are combined to one large scene
graph for each image. While the main purpose of
the two-pass data collection was to increase the
number of objects and relations per image, it also
provides as a byproduct a mapping between sentences and partial scene graphs which gives us a
corpus of sentence-scene graph pairs that we can
use to train a parser.
2.3.1

Raw

Processed

Filtered

Images
Sentences
Sentences per image

4,999
88,188
17.6

4,999
88,188
17.6

4,524
50,448
11.2

Object classes
Attribute types
Relation types

18,515
7,348
9,274

15,734
6,442
7,507

798
277
131

Objects per image
Attributes per image
Relations per image

21.2
16.2
18.6

21.2
16.4
18.6

14.6
10.7
10.3

Attributes per sent.
Relations per sent.

0.92
1.06

0.93
1.06

0.93
0.96

Table 1: Aggregate statistics of the raw, canonicalized (processed) and filtered datasets.
for the following two reasons. First and foremost,
computer vision systems require multiple training
examples for each class and type to be able to learn
useful generalizations, and second, rare classes
and types are often a result of AMT workers making mistakes or not understanding the task properly. As we make the assumption that the scene
graph of one sentence is complete, i.e., that it captures all the information of the sentence, we have
to apply a more aggressive filtering which discards
the entire scene graph of a sentence in case one of
its objects, attributes or relations is discarded due
to the threshold. In case we discard all sentences
of an image, we discard the entire image from our
data. Despite the aggressive filtering, the average
number of objects, relations and attributes per image only drops by 30-45% and we only discard
around 9% of the images (see Table 1).

3

Scene Graph Parsers

We implement two parsers: a rule-based parser
and a classifier-based parser. Both of our parsers
operate on a linguistic representation which we refer to as a semantic graph. We obtain semantic
graphs by parsing the image descriptions to dependency trees followed by several tree transformations. In this section, we first describe these
tree transformations and then explain how our two
parsers translate the semantic graph to a scene
graph.

Preprocessing

The AMT workers were allowed to use any label for objects, relations and attributes and consequently there is a lot of variation in the data. We
perform several preprocessing steps to canonicalize the data. First, we remove leading and trailing
articles from all labels. Then we replace all the
words in the labels with their lemmata and finally
we split all attributes with a conjunction such as
red and green into two individual attributes.
We also follow Johnson et al. (2015) and discard
all objects, relations and attributes whose class or
type appears less than 30 times in the entire dataset

3.1

Semantic Graphs

A Universal Dependencies (de Marneffe et al.,
2014) parse is in many ways close to a shallow semantic representation and therefore a good starting point for parsing image descriptions to scene
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Figure 2: Dependency tree and final semantic graph of a sentence. men is promoted to be the subject;
men, riding, and horses are duplicated; and their is deleted following coreference resolution.
graphs. Basic dependency trees, however, tend
to follow the linguistic structure of sentences too
closely which requires some post-processing of
the parses to make them more useful for a semantic task. We start with the enhanced dependency representation output by the Stanford Parser
v3.5.2 (Klein and Manning, 2003)1 and then perform three additional processing steps to deal with
complex quantificational modifiers, to resolve pronouns and to handle plural nouns.

cover all the relations between objects in this sentence it is crucial to know that it refers to the object a bed and therefore we try to resolve all pronouns. We found in practice that document-level
coreference systems (e.g. Lee et al. (2013)) were
too conservative in resolving pronouns and hence
we implement an intrasential pronoun resolver inspired by the first three rules of the Hobbs algorithm (Hobbs, 1978) which we modified to operate on dependency trees instead of constituency
trees. We evaluate this method using 200 randomly selected image descriptions containing pronouns. Our pronoun resolver has an accuracy of
88.5% which is significantly higher than the accuracy of 52.8% achieved by the coreference system
of Lee et al. (2013).

3.1.1 Quantificational modifiers
Several common expressions with light nouns
such as a lot of or a dozen of semantically act like
quantificational determiners (Simone and Masini,
2014). From a syntactic point of view, however,
these expressions are the head of the following
noun phrase. While one of the principles of the
Universal Dependencies representation is the primacy of content words (de Marneffe et al., 2014),
light nouns are treated like any other noun. To
make our dependency trees better suited for semantic tasks, we change the structure of all light
noun expressions from a manually compiled list.
We make the first word the head of all the other
words in the expression and then make this new
multi-word expression a dependent of the following noun phrase. This step guarantees that the semantic graph for both cars and for both of the cars
have similar structures in which the semantically
salient word cars is the head.

3.1.3

Plural nouns

Plural nouns are known to be a major challenge
in semantics in general (Nouwen, 2015), and also
in our task. One particular theoretical issue is
the collective-distributive ambiguity of sentences
with multiple plural nouns. For example, to obtain
the intended distributive reading of “three men
are wearing jeans” we have to extract three man
objects and three jeans objects and we have to
connect each man object to a different jeans object. On the other hand, to get the correct parse
of “three men are carrying a piano” we probably
want to consider the collective reading and extract
only one piano object. A perfect model thus requires a lot of world knowledge. In practice, however, the distributive reading seems to be far more
common so we only consider this case.
To make the dependency graph more similar
to scene graphs, we copy individual nodes of the
graph according to the value of their numeric modifier. We limit the number of copies per node to 20

3.1.2 Pronoun resolution
Some image descriptions such as “a bed with a
pillow on it” contain personal pronouns. To re1
We augment the parser’s training data with the Brown
corpus (Marcus et al., 1993) to improve its performance on
image descriptions which are often very different from sentences found in newswire corpora.
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as our data only contains scene graphs with less
than 20 objects of the same class. In case a plural
noun lacks such a modifier we make exactly one
copy of the node.

3.3.1 Object and Attribute Extraction
We use the semantic graph to extract all object
and attribute candidates. In a first step we extract
all nouns, all adjectives and all intransitive verbs
from the semantic graph. As this does not guarantee that the extracted objects and attributes belong
to known object classes or attribute types and as
our image retrieval model can only make use of
known classes and types, we predict for each noun
the most likely object class and for each adjective and intransitive verb the most likely attribute
type. To predict classes and types, we use an
L2 -regularized maximum entropy classifier which
uses the original word, the lemma and the 100dimensional GloVe word vector (Pennington et al.,
2014) as features.

Figure 2 shows the original dependency tree and
the final semantic graph for the sentence “Both of
the men are riding their horses”.
3.2

Rule-Based Parser

Our rule-based parser extracts objects, relations
and attributes directly from the semantic graph.
We define in total nine dependency patterns using
Semgrex2 expressions. These patterns capture the
following constructions and phenomena:
• Adjectival modifiers

3.3.2 Relation Prediction
The last step of the parsing pipeline is to determine
the attributes of each object and the relations between objects. We consider both of these tasks as a
pairwise classification task. For each pair (x1 , x2 )
where x1 is an object and x2 is an object or an
attribute we predict the relation y which can be
any relation seen in the training data, or one of
the two special relations IS and NONE which indicate that x2 is an attribute of x1 or no relation
exists, respectively. We noticed that for most pairs
for which a relation exists, x1 and x2 are in the
same constituent, i.e. their lowest common ancestor is either one of the two objects or a word in
between them. We therefore consider only pairs
which satisfy this constraint to improve precision
and to limit the number of predictions.
For the predictions, we use again an L2 regularized maximum entropy classifier with the
following features:

• Subject-predicate-object constructions and
subject-predicate constructions without an
object
• Copular constructions
• Prepositional phrases
• Possessive constructions
• Passive constructions
• Clausal modifiers of nouns
With the exception of possessives for which
we manually add a have relation, all objects,
relations and attributes are words from the semantic graph. For example, for the semantic
graph in Figure 2, the subject-predicate-object
nsubj

dobj

pattern matches man ←−−− riding −−→ horse
nsubj

dobj

and man0 ←−−− riding 0 −−→ horse0 .
From
these matches we extract two man and two
horse objects and add ride relations to the
two man-horse pairs.
Further, the poss-

Object features The original word and lemma,
and the predicted class or type of x1 and x2 .
Lexicalized features The word and lemma of
each token between x1 and x2 . If x1 or x2 appear more than once in the sentence because they
replace a pronoun, we only consider the words in
between the closest mentions of x1 and x2 .

nmod:poss

esive pattern matches man ←−−−−−− horse and
nmod:poss

man0 ←−−−−−− horse0 and we add have relations to the two man-horse pairs.
3.3

Classifier-Based Parser

Syntactic features The concatenated labels
(i.e., syntactic relation names) of the edges in the
shortest path from x1 to x2 in the semantic graph.

Our classifier-based parser consists of two components. First, we extract all candidate objects
and attributes, and second we predict relations between objects and the attributes of all objects.
2

We only include objects in the scene graph
which have at least one attribute or which are involved in at least one relation. The idea behind

http://nlp.stanford.edu/software/tregex.shtml
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that is to prevent very abstract nouns such as setting or right to be part of the scene graph which
are typically not part of relations. However, we
observed for around 30% of the sentences in the
development set that the parser did not extract any
relations or attributes from a sentence which resulted in an empty scene graph. In these cases, we
include all candidate objects in the scene graph.

Images
Sentences
Relation instances
Attribute instances

Dev

Test

3,614
40,315
38,617
37,580

454
4,953
4,826
4,644

456
5,180
4,963
4,588

Table 2: Aggregate statistics of the training, development (dev) and test sets.

3.3.3 Training
As the scene graph’s objects and attributes are not
aligned to the sentence, we have to align them in
an unsupervised manner. For each sentence, we
extract object and attribute candidates from the
semantic graph. For each object-relation-object
triple or object-attribute pair in the scene graph
we try to align all objects and attributes to a candidate by first checking for exact string match of
the word or the lemma, then by looking for candidates within an edit distance of two, and finally
by mapping the object or attribute and all the candidates to 100-dimensional GloVe word vectors
and picking the candidate with the smallest euclidean distance. To limit the number of false
alignments caused by annotators including objects
in the scene graph that are not present in the corresponding sentence, we also compute the euclidean
distances to all the other words in the sentence and
if the closest match is not in the candidate set we
discard the training example.
We use this data to train both of our classifiers.
For the object and attribute classifier, we only consider the alignments between words in the description and objects or attributes in the graph.
For the relation predictor, we consider the complete object-relation-object and object-is-attribute
triples. All the aligned triples constitute our positive training examples for a sentence. For all the
object-object and object-attribute pairs without a
relation in a sentence, we generate negative examples by assigning them a special N ON E relation.
We sample from the set of N ON E triples to have
the same number of positive and negative training
examples.

4

Train

Nearest neighbor Our first baseline computes a
term-frequency vector for an input sentence and
returns the scene graph of the nearest neighbor in
the training data.
Object only Our second baseline is a parser that
only outputs objects but no attributes or relationships. It uses the first two components of the
classifier-based parser, namely the semantic graph
processor and the object extractor, and then simply
outputs all candidate objects.
We use the downstream performance on the
image retrieval task as our main evaluation metric. We train our reimplementation of the model
by Johnson et al. (2015) on our training set with
human-constructed scene graphs. For each sentence we use the parser’s output as a query and
rank all images in the test set. For evaluation,
we consider the human-constructed scene graph
Gh of the sentence and construct a set of images
I = i1 , ..., in such that Gh is a subgraph of the image’s complete scene graph. We compute the rank
of each image in I and compute recall at 5 and 10
based on these ranks3 . We also compute the median rank of the first correct result. We compare
these numbers against an oracle system which uses
the human-constructed scene graphs as queries instead of the scene graphs generated by the parser.
One drawback of evaluating on a downstream
task is that evaluation is typically slower compared
to using an intrinsic metric. We therefore also
compare the parsed scene graphs to the humanconstructed scene graphs. As scene graphs consist
of object instances, attributes, and relations and
are therefore similar to Abstract Meaning Representation (AMR) (Banarescu et al., 2013) graphs,
we use Smatch F1 (Cai and Knight, 2013) as an
additional intrinsic metric.

Experiments

For our experiments, we split the data into training, development and held-out test sets of size
3,614, 454, and 456 images, respectively. Table 2
shows the aggregated statistics of our training and
test sets. We compare our two parsers against the
following two baselines.

3
As in Johnson et al. (2015), we observed that the results
for recall at 1 were very unstable so we only report recall at 5
and 10 which are typically also more relevant for real-world
systems that return multiple results.
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Development set
Nearest neighbor
Object only
Rule
Classifier
Oracle

Test set

Smatch

R@5

R@10

Med. rank

Smatch

R@5

R@10

Med. rank

32%
48%
43%
47%

1.2%
15.0%
16.4%
16.7%

2.3%
29.3%
31.6%
32.9%

206
20
17
16

32%
48%
44%
47%

1.1%
12.6%
13.5%
13.8%

2.3%
24.8%
27.1%
27.1%

205
25
20
20

-

19.4%

39.8%

13

-

16.6%

33.4%

15

Table 3: Intrinsic (Smatch F1) and extrinsic (recall at 5 and 10, and median rank) performance of our
two baselines, our rule-based and our classifier-based parser.

Johnson et al. (2015)
Our implementation

R@5

R@10

Med. rank

30.3%
27.6%

47.9%
45.6%

11
12

there does not seem to be a significant difference between our rule-based system and our
classifier-based system. On the development set
the classifier-based system slightly outperforms
the rule-based system but on the test set both seem
to work equally well. Nevertheless, their results
differ in some cases. One strength of the classifierbased system is that it learns that some adjectival
modifiers like several should not be attributes. It
is also able to learn some basic implications such
as the shirt looks dirty implies in the context of an
image that the shirt is dirty. On the other hand, the
rule-based system tends to be more stable in terms
of extracting relations while the classifier-based
system more often only extracts objects from a
sentence.

Table 4: Comparison of the results of the original
implementation by Johnson et al. (2015) and our
implementation. Both systems were trained and
tested on the data sets of the original authors.

5

Results and Discussion

Table 3 shows the performance of our baselines
and our two final parsers on the development and
held-out test set.
Oracle results Compared to the results of Johnson et al. (2015), the results of our oracle systems
are significantly worse. To verify the correctness
of our implementation, the original authors provided us with their training and test set. Table 4
shows that our reimplementation performs almost
as well as their original implementation. We hypothesize that there are two main reasons for the
drop in performance when we train and evaluate
our system on our dataset. First, our dataset is a
lot more diverse and contains many more object
classes and relation and attribute types. Second,
the original authors only use the most common
queries for which there exist at least five results to
retrieve images while we evaluate on all queries.

Comparison to baselines As shown in Table 3,
both of our parsers outperform all our baselines
in terms of recall at 5 and 10, and the median
rank. This difference is particularly significant
compared to the nearest neighbor baseline which
confirms the complexity of our dataset and shows
that it is not sufficient to simply memorize the
training data.
The object only baseline is a lot stronger but still
performs consistently worse than our two parsers.
To understand in what ways our parsers are superior to the object only baseline, we performed a
qualitative analysis. A comparison of the results
reveals that the image retrieval model is able to
make use of the extracted relations and attributes.
Figure 3 shows the top 5 results of our classifierbased parser and the object only baseline for the
query “The white plane has one blue stripe and
one red stripe”. While the object only model
seems to be mainly concerned with finding good
matches for the two stripe objects, the output of
our parser successfully captures the relation between the plane and the stripes and correctly ranks
the two planes with the blue and red stripes as the

Effectiveness of Smatch F1 As mentioned in
the previous section, having an intrinsic evaluation metric can reduce the length of development
cycles compared to using only an extrinsic evaluation. We hoped that Smatch F1 would be an appropriate metric for our task but our results indicate
that there is no strong correlation between Smatch
F1 and the performance of the downstream task.
Comparison of rule-based and classifier-based
system In terms of image retrieval performance,
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Figure 3: Top 5 results of the object only baseline (top row) and our classifier-based parser (bottom row)
for the query “The white plane has one blue stripe and one red stripe”. The object only system seems
to be mainly concerned with finding images that contain two stripe objects at the expense of finding an
actual plane. Our classifier-based parser also outputs the relation between the stripes and the plane and
the colors of the stripes which helps the image retrieval system to return the correct results.
about textures. For example, our parsers assume
that “a dress with polka dots” implies that there is
a relation between one dress object and multiple
polka dot objects instead of inferring that there is
one dress object with the attribute polka-dotted.
One further source of errors are wrong dependency parses. Both of our parsers heavily rely on
correct dependency parses and while making the
parser’s training data more diverse did improve results, we still observe some cases where sentences
are parsed incorrectly leading to incorrect scene
graphs.

Figure 4: 3D scenes for the sentences “There is a
wooden desk with a red and green lamp on it” and
“There is a desk with a notepad on it”.
top results.
Error analysis The performance of both of
our parsers comes close to the performance of
the oracle system but nevertheless there still
remains a consistent gap.
One of the reasons for the lower performance is that some
human-constructed scene graphs contain information which is not present in the description. The
human annotators saw both the description and the
image and could therefore generate scene graphs
with additional information.
Apart from that, we find that many errors occur with sentences which require some external
knowledge. For example, our parser is not able to
infer that “a woman in black” means that a woman
is wearing black clothes. Likewise it is not able
to infer that “a jockey is wearing a green shirt
and matching helmet” implies that he is wearing
a green helmet.
Other errors occur in some sentences which talk

6

Other Tasks

As mentioned before, one appeal of parsing sentences to an intermediate representation is that we
can also use our parser for other tasks that make
use of similar representations. One of these tasks
is generating 3D scenes from textual descriptions
(Chang et al., 2014). Without performing any further modifications, we replaced their parser with
our classifier-based parser and used the resulting
system to generate 3D scenes from several indoor
scene descriptions. Two of these generated scenes
are shown in Figure 4. Our impression is that the
system performs roughly equally well using this
parser compared to the one used in the original
work.
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7

Related Work

parse image descriptions to a dependency grammar representation which they also use for image retrieval. Lin et al. (2014a) also use rules to
transform dependency trees into semantic graphs
which they use for video search. All of this work,
however, only consider a limited set of relations
while our approach can learn an arbitrary number
of relations. Further, they all exclusively use very
specific rule-based systems whereas we also introduced a more general purposed classifier-based
parser.

Image retrieval Image retrieval is one of the
most active areas in computer vision research.
Very early work mainly focused on retrieving images based on textual descriptions, while later
work focused more on content-based image retrieval systems which perform retrieval directly
based on image features. Rui et al. (1999), Liu
et al. (2007), and Siddiquie et al. (2011) provide
overviews of the developments of this field over
the last twenty years. Most of this work focused
on retrieving images from keywords which are not
able to capture many semantic phenomena as well
as natural language or our scene graph representation can.

8

Conclusion

We presented two parsers which can translate image descriptions to scene graphs. We showed that
their output is almost as effective for retrieving images as human-generated scene graphs and that including relations and attributes in queries outperforms a model which only considers objects. We
also demonstrated that our parser is well suited for
other tasks which require a semantic representation of a visual scene.

Multi-modal embeddings Recently, multimodal embeddings of natural language and
images got a lot of attention (Socher et al., 2014;
Karpathy et al., 2014; Plummer et al., 2015; Kiros
et al., 2015; Mao et al., 2015; Chrupala et al.,
2015). These embeddings can be used to retrieve
images from captions and generating captions
from images. As mentioned in the introduction,
these models are trained on single-sentence image
descriptions which typically cannot capture all
the details of a visual scene. Further, unlike
our modular system, they cannot be used for
other tasks that require an interpretable semantic
representation.

Acknowledgments
We thank the anonymous reviewers for their
thoughtful feedback. This work was supported in
part by a gift from IPSoft, Inc. and in part by
the Defense Advanced Research Projects Agency
(DARPA) Broad Operational Language Translation (BOLT) program through IBM. The second
author is also supported by a Magic Grant from
The Brown Institute for Media Innovation. Any
opinions, findings, and conclusions or recommendations expressed are those of the author(s) and do
not necessarily reflect the view of either DARPA
or the US government.

Parsing to graph-based representations Representing semantic information with graphs has recently experienced a resurgence caused by the development of the Abstract Meaning Representation (AMR) (Banarescu et al., 2013) which was
followed by several works on parsing natural language sentences to AMR (Flanigan et al., 2014;
Wang et al., 2015; Werling et al., 2015). Considering that AMR graphs are, like dependency
trees, very similar to scene graphs, we could have
also used this representation and transformed it
to scene graphs. However, the performance of
AMR parsers is still not competitive with the performance of dependency parsers which makes dependency trees are more stable starting point.
There also exists some prior work on parsing
scene descriptions to semantic representations. As
mentioned above, Chang et al. (2014) present a
rule-based system to parse natural language descriptions to scene templates, a similar graphbased semantic representation. Elliott et al. (2014)
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Abstract

ties of a specific word directly. Our image synthesis approach will allow researchers to “see”, in
a very literal sense, how a model represents a single word. Moreover, in the spirit of the “A picture is worth a thousand words” adage, the generated images will allow researchers to quickly eyeball the results, getting the gist of what a model
is capturing much faster than from textual neighbour lists. For example, a more “topical” model
might produce pictures depicting the wider scenes
in which objects occur (a ball being dribbled by
soccer players), whereas a model capturing strictly
conceptual aspects might produce narrow views of
the denoted objects (a close-up of the ball). Image synthesis could also be used to explore the effect of different input corpora on representations:
e.g., given a historical corpus, generate images for
the car word representations induced from early
20th-century vs. 21st-century texts. As a last example, Aletras and Stevenson (2013) proposed to
examine the topics of Topic Models by associating
them with images retrieved from the Web. Given
that topics are represented by vectors, we could directly generate images representing these topics.

We introduce the task of visualizing distributed semantic representations by generating images from word vectors. Given
the corpus-based vector encoding the word
broccoli, we convert it to a visual representation by means of a cross-modal mapping function, and then use the mapped
representation to generate an image of
broccoli as “dreamed” by the distributed
model. We propose a baseline dream synthesis method based on averaging pictures
whose visual representations are topologically close to the mapped vector. Two experiments show that we generate dreams
that generally belong to the the right semantic category, and are sometimes accurate enough for subjects to distinguish the
intended concept from a related one.

1

Introduction

When
researchers
“visualize”
distributed/distributional semantic models, they
typically present 2D scatterplots illustrating the
distances between a set of word representations (Van der Maaten and Hinton, 2008). We
propose a much more direct approach to visualization. Given a vector representing a word in a
corpus-derived distributed space, we generate a
picture depicting how the denotatum of the word
looks like, according to the model. Given, say,
the word2vec vector of broccoli, we want to know
how broccoli looks like to word2vec (see Figure 1
for the answer).
Besides the inherent coolness of the task, it
has many potential applications. Current qualitative analysis of distributed semantic models is
limited to assessing the relation between words,
e.g., by looking at, or plotting, nearest neighbour
sets, but it lacks methods to inspect the proper-

In cognitive science, there is a lively debate
on whether abstract words have embodied representations, (Barsalou and Wiemer-Hastings, 2005;
Lakoff and Johnson, 1999), an issue that has recently attracted the attention of the distributed semantics community (Hill and Korhonen, 2014;
Kiela et al., 2014; Lazaridou et al., 2015). An intriguing application of image synthesis would be
to produce and assess imagery for abstract concepts. Recent work in neuroscience attempts to
generate images of “what people think”, as encoded in vector-based representations of fMRI
patterns (Naselaris et al., 2009; Nishimoto et al.,
2011). With our method, we could then directly
compare images produced from corpus-based representations to what humans visualize when thinking of the same words.
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trieving the 20 nearest images and averaging them.
Importantly, we apply this synthesis method to
words that are not used to train the cross-modal
mapping function, and that do not match the label
of any picture in the image data set. So, for example, our system had to map broccoli onto visual
space without having ever been exposed to labeled
broccoli images (zero-shot setting), and it generated the broccoli image by averaging pictures that
do not depict broccoli.

In the long term, we would like to move beyond words, towards generating images depicting
the meaning of phrases (e.g., an angry cat vs. a
cute cat vs. a white cat) and sentences. This would
nicely complement current work on generating
verbal descriptions of images (Karpathy and FeiFei, 2015; Kiros et al., 2014) with the inverse task
of generating images from verbal descriptions.
Generating images from vectorial word representations is of course extremely challenging.
However, various relevant strands of research have
reached a level of maturity that makes it a realistic goal to pursue. First, tools such as word2vec
(Mikolov et al., 2013a) and Glove (Pennington et
al., 2014) produce high-quality word representations, making us confident that we are not trying to
generate visual signals from semantic noise. Second, there is very promising recent work on learning to map between word representations and an
(abstract) image space, for applications such as
image retrieval and annotation (Frome et al., 2013;
Karpathy and Fei-Fei, 2015; Kiros et al., 2014;
Lazaridou et al., 2014; Socher et al., 2014). Finally, the computer vision community is starting
to explore the task of image generation (Gregor et
al., 2015), typically in an attempt to understand
the inner workings of visual feature extraction algorithms (Zeiler and Fergus, 2014).

2

General setup

We refer to the words we generate images for as
dreamed words, and to the corresponding images
as dreams. We refer to the set of words that are
associated to real pictures as seen words. The real
picture set contains approximately 500K images
extracted from ImageNet (Deng et al., 2009) representing 5.1K distinct seen words. The dreamed
word set includes 510 concrete, base-level concepts from the semantic norms of McRae et al.
(2005) (we excluded 31 McRae concepts because
they were marked as ambiguous there, or for technical reasons).
Linguistic and Visual Representations For
all seen and dreamed concepts, we build 300dimensional word vectors with the word2vec
toolkit,1 choosing the CBOW method.2 CBOW,
which learns to predict a target word from the
ones surrounding it, produces state-of-the-art results in many linguistic tasks (Baroni et al., 2014).
Word vectors are induced from a corpus of 2.8
billion words.3 The 500K images are represented by 4096-dimensional visual vectors, extracted with the pre-trained convolutional neural
network model of Krizhevsky et al. (2012) through
the Caffe toolkit (Jia et al., 2014).

The main aim of this paper is to present proofof-concept evidence that the task is feasible. To
this end, we rely on state-of-the-art word representation and cross-modality mapping methods, but
we adopt an image synthesis strategy that could be
seen as an interesting baseline to compare other
approaches against. Briefly, our pipeline works
as follows. Our input is given by pre-computed
word representations (word2vec) and a set of labeled images together with their pre-compiled representations in a high-level visual feature space
(specifically, we use activations on one of the top
layers (fc7) of a convolutional neural network as
high-level image representations). Given an input
word vector, we use a linear cross-modal function
to map it into visual space, and we retrieve the n
nearest image representations. Finally, we overlay
the actual images corresponding to these nearest
neighbours in order to derive a visualization of the
mapped word, a method we refer to as averaging.
For example, the first image in Figure 1 below is
our visualization of broccoli, obtained by projecting the broccoli word vector onto visual space, re-

Cross-modal mapping We use 5.1K training
pairs (wc , vc ) = {wc ∈ R300 , vc ∈ R4096 }, where
wc is the word vector and vc the visual vector for
(seen) concept c, the latter obtained by averaging
all visual representations labeled with the concept
(no dreamed concept is included in the training
1

https://code.google.com/p/word2vec/
Other hyperparameters, adopted without tuning, include
a context window size of 5 words to either side of the target,
setting the sub-sampling option to 1e-05 and estimating the
probability of target words by negative sampling, drawing 10
samples from the noise distribution (Mikolov et al., 2013b).
3
Corpus sources: http://wacky.sslmit.unibo.
it, http://www.natcorp.ox.ac.uk
2
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set, given the zero-shot setup). Following previous work on cross-modal mapping (Frome et al.,
2013; Lazaridou et al., 2014), we assume a linear mapping function. To estimate its parameters
M ∈ R300×4096 , given word vectors W paired
with visual vectors V, we use L1-penalized least
squares (Lasso) regression:4
M̂ =

argmin

M∈R300×4096

broccoli
laurel

zebra
baboon

Figure 1: Experiment 1: Example dreams with
correct dreamed word and confounder. Subjects
showed a significant preference for the colored
word (green if right, red if wrong).

kWM − VkF + λkMk1

Image synthesis Suppose you have never seen
cougars, but you know they are big cats. You
might reasonably visualize a cougar as resembling
a combination of lions, cheetahs and other felines. One simple way to simulate this process is
through image averaging. Specifically, given the
word representation wc of a dreamed concept c,
we apply cross-modal mapping M to obtain an
estimate of its visual vector v̂c . Following that,
we search for the top k = 20 nearest images in
4096-dimensional visual space. Finally, the dream
of concept c is obtained by averaging the colors
in each pixel position (x, y) across the 20 images.
These images do not contain the dreamed concept,
and they will typically depict several distinct concepts (e.g., with a fairly accurate mapping M, we
might get the dream of cougar by averaging images of 5 cheetahs and 15 lions).5

3

cottage
tongs
gardener utensil

words, collecting 20 ratings for each. We randomized word order both across and within trials.
We used the CrowdFlower6 platform to collect the
judgments, limiting participation to subjects from
English-speaking countries who self-declared English as their native language.
Results Subjects show a consistent preference
for the correct (dreamed) word (median proportion of votes in favor of it: 90%). Preference for the correct word is significantly different from chance in 419/510 cases (twosided exact binomial tests, corrected for multiple comparisons with the false discovery rate
method, α = .05). Subjects expressed a significant preference for the confounder in only 5
cases (budgie/parakeet, cake/pie, camel/ox, shotgun/revolver, squid/octopus).
For the first two dreams in Figure 1, subjects
showed a significant preference for the dreamed
word, despite the fact that the confounder is a related term. Still, when the two words are closely
related, it is more likely that subjects will be at
random. The figure also shows two interesting examples in which dreamed word and confounder
are related, and subjects significantly preferred the
latter. The tongs/utensil case is very challenging,
because any tongs picture would also be an utensil
picture (and the dreamed object does not look like
tongs to start with). For zebra/baboon, we conjecture that subjects could make up an animal in the
dream, but one lacking the salient black-and-white
pattern of zebras.

Experiment 1: Naming the dream

Task definition and data collection In this experiment we presented a dream, and asked subjects if they thought it was more likely to denote
the correct dreamed word or a confounder randomly picked from the seen word set (we did not
use the “dream” terminology to explain the task
to subjects). Since the confounder is a randomly
picked term, the task is relatively easy. At the
same time, since the confounders are picked from
a set of concrete concepts, just like the dreamed
words, it sometimes happens that the two concepts
are quite related, as illustrated in Figure 1. Moreover, all confounders were used to train the mapping function, and their pictures are present in the
averaging pool. These factors could introduce a
bias in favour of them. We tested all 510 McRae

4

Experiment 2: Picking the right dream

Task definition and data collection In this experiment, we matched each dreamed word with
its own dream and a confounder dream generated from the most similar dreamed term (see
Figure 2 for examples). Word similarity was

4

λ is 10-fold cross-validated on the training data.
5
The idea of generating a more abstract depiction of
something by averaging a number of real pictures is popular
in contemporary art (Salavon, 2004) and it has recently been
adopted in computer vision, as a way to visualize large sets of
images of the same concept, e.g., averaging across different
cat breeds (Zhu et al., 2014).

6
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http://www.crowdflower.com

measured in a space defined by subject-generated
properties describing the concepts of interest (this
method is known to produce high-quality similarity estimates, better than those obtained with textbased distributional models, see, e.g., Baroni et al.
(2010)). Subjects were asked which of the two images is more likely to contain the thing denoted by
the word. This is a very challenging task, as in
most cases target and confounder are closely related concepts, and thus their dreams must have
considerable granularity to allow subjects to make
the correct choice. Again, we used CrowdFlower
to collect 20 votes per item, with the same modalities of Experiment 1.

swan

budgie

cake

Figure 2: Experiment 2: Example dream pairs:
the one on the left was generated from the word
below the pair, the other from a confounder (clockwise from top left: truck, dove, pie, parakeet).
Subjects showed significant preference for the
green-framed correct dreams, and were at chance
level in the other cases.

Results We expected the simple averaging
method to fail completely at the level of accuracy
required by this task. The results, however, suggest at least a trend in the right direction. This
time, the median proportion of votes for the correct dream is at 60%. In 165/510 cases, there
is a significant preference for the correct dream
(same statistical testing setup as above), and in 57
cases for the confounder. A manual annotation of
higher-level categories of dreamed word and confounder (e.g., garment, mammal, etc.) revealed
that the proportion of votes for the correct dream
was much higher in the 100 cases in which the
two items belonged to different categories (80%
vs. 55% for same-category pairs). The top row
of Figure 2 illustrates cases where the pairs belong to the same category, and yet subjects still
showed a strong preference for the correct dream.
In the tractor/truck case, both dreams represent
vehicles, but the correct one is evoking the rural environment a tractor. For swan/dove, we can
make out birds in both dreams, but the swan dream
is clearly of a larger, aquatic bird. Still, the more
common case is the one where, if the two concepts
are closely related, subjects assign random preferences, as they did for the examples in the second
row.

5

tractor

like shape.
Other concepts, like umbrella,
whose dream averages circular objects, are not so
strongly affected by the orientation problem.
Context Even when bad object alignment leads
to blurry dreams with unrecognizable concepts,
averaging might highlight a shared context, sufficient to reveal the general category the dreamed
concept belongs to. While both dreams in the 2nd
column of Figure 3 are blurry, we can guess that
the first one is related to water or to the sea, while
the second is related to forest nature (dreams of a
mackerel and bison, respectively).7
Color Visual averaging can differentiate concepts by capturing characteristics that are not typically verbalized. In black and white, the skirt and
trousers dreams look almost identical (and they
wrongly depict an upper-body garment). What
differentiates the two images is color, red for
skirt black for trousers. Indeed, a Google image search reveals that skirts tend to be colorful and trousers dark. The McRae norms list
is colorful as a property of skirts, but not
trousers. We thus conjecture that image synthesis could provide fine-grained perceptual information complementing linguistic properties encoded
in classic nearest neighbour lists.

Discussion

6

Averaging lets common visual properties in the
source images emerge, as discussed in the next
paragraphs in relation to the examples of Figure 3.
Shape The typical position and orientation of
objects in images is an important factor determining dream quality. For example, weapons often appear in opposite orientations, which gives
the averaged bayonet dream an improbable X-

Conclusion

We presented a proof-of-concept study taking the
first steps toward generation of novel images from
text-based word vectors. Obviously, the next step
is to use genuine image generation methods in7

Interestingly, Torralba (2003) used same-object image
averaging to illustrate contextual priming during object detection.
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Mikolov. 2013. DeViSE: A deep visual-semantic
embedding model. In Proceedings of NIPS, pages
2121–2129, Lake Tahoe, NV.
Karol Gregor, Ivo Danihelka, Alex Graves, and Daan
Wierstra.
2015.
Draw: A recurrent neural
network for image generation.
arXiv preprint
arXiv:1502.04623.
Felix Hill and Anna Korhonen. 2014. Learning abstract concept embeddings from multi-modal data:
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Figure 3: Examples illustrating properties of
dream synthesis by image averaging.
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Guadarrama, and Trevor Darrell. 2014. Caffe: Convolutional architecture for fast feature embedding.
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stead of averaging (Gregor et al., 2015; Mahendran and Vedaldi, 2015; Vondrick et al., 2014;
Zeiler and Fergus, 2014).
We would also like to consider alternative evaluation methods: for example, as suggested by a
reviewer, asking subjects to label the generated
dreams, and then measuring distance between the
volunteered labels and the ground truth.
In a relatively short-term application perspective, given the intriguing results on context and
other visual properties we reported, a natural first
step would be to see how such properties change
when different embeddings are used as input.
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Abstract

an important issue: each probability score output
from the image classifiers and the text classifier
was simply summed, although the degree of their
respective contributions to the inference is presumably different.
As described herein, considering that issue, we
propose a novel method with a hybrid approach
using logistic regression. In addition, from examination of experimentally obtained results, we
show which image contents contribute strongly to
the inference of a Twitter user being male or female.

Demographic attribute inference of social
networking service (SNS) users is a valuable application for marketing and for targeting advertisements. Several studies
have examined Twitter-user gender inference in natural language processing, image recognition, and other research domains. Reportedly, a combined approach
using text data and image data outperforms an individual data approach. This
paper presents a proposal of a novel hybrid
approach. A salient benefit of our system
is that features provided from a text classifier and from an image classifier are combined appropriately to infer male or female
gender using logistic regression. The experimentally obtained results demonstrate
that our approach markedly improves an
existing combination-based method.

1

2 Related Work
Earlier studies investigated demographic attribute
inference for SNS users based on machine learning. Text and images posted on SNS, membership
in virtual communities, and combined information
have been used as training data.
Burger et al. (2011) and Liu et al. (2012)
applied text to infer user demographic attributes.
Burger et al. (2011) realized a classifier that discerns SNS user gender. Liu et al. (2012) estimated
the gender makeup of commuting populations using text.
Ma et al. (2014) and Ulges et al. (2012)
used images and videos posted on SNS. Ma et
al. (2014) defined 30 sub-categories, which were
combinations of 10 image contents and 3 gender attributes (male, female, and unknown), and
described a system that inferred a user’s gender
by classifying posted images into sub-categories.
Ulges et al. (2012) detected TV viewers’ gender
and age via content-based concept detection.
Ikeda et al. (2013) and Sakaki et al. (2014)
used methods that incorporate information. Ikeda
et al. (2013) proposed a hybrid-based method using both text and community membership. Sakaki
et al. (2014) proposed a hybrid-based method using a combination of text and images, which builds
a meta-classifier using the probability score out-

Introduction

Concomitantly with rapid growth in SNS, consumers increasingly use SNS to exchange and
share their opinions related to products, services,
politics, and other matters. Many companies are
motivated to use SNS data for marketing or advertisement to satisfy needs for improvements of
their products or services in real time with low
cost. However, in many cases, SNS user information such as gender, age or residence is not openly
available, although such information is extremely
important for marketing. To meet that objective,
several studies have been conducted to infer demographic information of anonymous users using
text or image data posted on Twitter, and community membership (Rao and Yarowsky, 2010; Ikeda
et al., 2013; Ma et al., 2014; Sakaki et al., 2014).
Sakaki et al. (2014) demonstrated that a hybridbased method outperformed other approaches using individual sources. However we observed
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Figure 1: Overview of our proposed method.
put from text and image classifiers as input. This
study demonstrated that a combination of text and
images boosts the accuracy of a single source.
Since Krizhevsky et al. (2012) won first prize
overwhelmingly at ILSVRC-2012, Convolutional
Neural Networks (CNN) has gained great attention in the research field of image classifications.
With the rise of efficient GPU computing, CNN
has been used in practical applications. A few reports have described applications of CNN, which
deals with inference of user attributes. Shigenaka et al. (2015) applied CNN for gender inference, demonstrating that CNN performs much
better than a classifier based on SVM.

3

ods that are: text-based, image-based, and hybridbased.
3.1 Text-Based Method
The text-based method receives text as input and
outputs the male and female probability scores.
We used SVM to classify genders. To retrieve
probability scores, we used logistic regression.
The logistic function converts a distance from a
hyper plane to probability scores of 0.0 - 1.0. As
shown in Equation 1, the sum of the male and
female probability scores is 1. The text-based
method procedure is the following.
Step 1-1 Tokenization is done using Kuromoji (http://www.atilika.org), a
Japanese morphological analyzer. Thereby,
the unigram is obtained. Then, the bagof-words feature is extracted from the
unigram.

Proposed Method

Figure 1 presents an overview of our proposed
method. Our method classifies some attributes
(here, genders) of people who posted text and images. Our method includes three component meth-

Step 1-2 The SVM receives the bag-of-words fea-
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4 Experiment

ture as input. The male probability score is
obtained using SVM. Then, the female probability score is calculated using Equation 1.
scoremale + scoref emale = 1

We conducted a gender classification on Twitter.
4.1 Experimental Data

(1)

Experimental data are of two levels: a tweet level
and an image level. We prepared a huge number of
annotation data as a training corpus using Yahoo
Crowd Sourcing (http://crowdsourcing.
yahoo.co.jp/Yahoo).

3.2 Image-Based Method
The image-based method classifies the contents of
posted images and estimates the gender of people
who posted them. The image-based method receives an image as an input and outputs the probability score of each sub-category. Sub-categories
are defined as combinations of image contents and
user attributes: in this study, genders. Details of
the sub-categories are presented later in section
4.1. We used a CNN model comprising 16 layers
(Simonyan and Zisserman, 2014), which is pretrained using the ILSVRC-2012 corpus. Neurons
of the output layer of the pre-trained model are replaced with the same numbers of neurons as subcategories. Weights of the new output layer are
initialized to random values. Then, the weight of
the pre-trained model is fine-tuned with the training dataset using backpropagation of error derivatives. Details of the dataset are presented later in
section 4.1.
The image-based method procedures are the
following.

Tweet level annotation: Tweet level annotation
process refers to rules proposed by Sakaki et al.
(2014), who defined the tweet level labels as male
and female. Workers annotated the labels using
many sources of potentially discriminative metadata, including user preferences, icons, text, and
images.
Image level annotation: The image level annotation process refers to rules proposed by Ma et al.
(2014), who defined image labels as the combination of the gender of users who had posted images
and the contents that the images are likely to express. The image labels include two parts. The
first is a gender category: female, male, and unknown. The former two are used to label images,
for which people can infer the uploader gender.
For images of which the uploader gender is unrecognizable, we use unknown. The second part
defined in the image label is the category that expresses the classification of contents included in
images. We designate the combination of these
categories as sub-category. Table 1 shows typical
contents of the sub-category.

Step 2-1 Probability score of images for subcategories is obtained using the CNN model.
Step 2-2 The score of each user is obtained by averaging the probability score of images that
the user posts since many users posted more
than one image.

Finally, we obtained 6000 tweet level annotations and 8162 image level annotations. As shown
in Figure 2, the tweet level annotation data were
split up into three subsets. Subset A was used
for training the text-based method. Subset B was
used for training the hybrid-based method. Subset
C was used for evaluation. Image level annotation data were used for the training-image-based
method.

3.3 Hybrid-Based Method
The hybrid-based method classifies scores related
to text-based and image-based method output and
estimates the gender of people who posted text and
images. We used logistic regression. In step 3-1,
the male probability score is obtained using logistic regression. Then, the female probability score
is calculated using Equation 1 in the same manner
as that presented in step 1-2.
The training process for logistic regression involves two stages. In the first stage, the textbased and image-based method are trained to obtain training data for the hybrid-based method.
In the second stage, the hybrid-based method is
trained using them.

4.2 Experimental Setup
LIBSVM (Chang and Lin, 2001) was used as the
implementation of SVM. The linear kernel was selected. Then LIBLINEAR (Rong-En et al., 2008)
was used as the implementation of logistic regression. Cost parameter C was set to 1.0.
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(a) baseball stadium

Contents
category

cartoon
famous people
food contents
consumer goods
memo
outdoor
person
pet
screenshot
others

(b) barbecue

female
Romance cartoon
Famous male idol
Shaved ice
Jewelry
Colorful memo
Amusement park
Girl,woman,baby
Penguin,small dog
Pastel color screen
Beauty advertisement

(c) shaved ice

Gender category
male
Hero cartoon
Famous female idol
Barbecue
Electrical appliances
Black and white memo
Baseball stadium
Boy,man
Frog,tiger
TV game screen
Transportation

unknown
Unisex cartoon
Comedian
Sandwich
Cellular phone
Short memo
Landscape
Crowd of people
Cat
Weather news
Black screen

Table 1: Sub-category composed with combinations of the gender and contents category. This table
shows typical contents of the sub-category obtained using image-level annotation. For example, the
combination of male and outdoor includes a baseball stadium image (a), the combination of male and
food contents includes a barbecue image (b), and the combination of female and food contents includes
the image of a shaved ice (c).
0.74 based on preliminary experiments.

5 Experimental Results
Table 2 shows the precision, recall, F -measure,
and accuracy. The accuracy of our proposed
method achieved 80.25 [%], which is 2.95 pt
higher than that of the text-based method, 8.25 pt
higher than that of the image-based method, and
1.35 pt higher than that of the method described
by Sakaki et al. (2014). Especially, the female
F -measure associated with our proposed method
achieved 77.07 [%], which is 5.03 pt higher than
that of the text based method, 13.69 pt higher than
that of the image based method, and 2.0 pt higher
than that of the method described by Sakaki et al.
(2014).

Figure 2: Datasets for training and evaluation.
As comparative methods, we selected the
method presented by Sakaki et al. (2014) using
the combination approach of text and image data
and also the selected text-based and image-based
method using the approach of a single source. In
the experiment, classifiers of Sakaki et al. (2014)
were replaced with the proposed classifiers to
compare the performances of hybrid methods. The
alpha value necessary for the method of Sakaki et
al. (2014) to combine probability scores was set to

We conducted a binomial test to assess our proposed method and the method described by Sakaki
et al. (2014). Results confirmed that the p value is
0.0031, which indicates that the results obtained
using our method are significantly better than
those obtained using the existing combinationbased method.
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Text-based method
Image-based method
Sakaki et al. (2014)
Proposed method

Precision
76.20
70.41
77.66
80.92

Male
Recall F -measure
86.12
80.88
85.97
77.41
86.99
82.06
84.48
82.66

Precision
79.16
75.58
80.69
79.36

Female
Recall F -measure
66.10
72.04
54.58
63.38
68.47
75.07
74.91
77.07

Accuracy
77.30
72.00
78.90
80.25

Table 2: Experimental results.

6

Discussion

6.1 Effectiveness of the Combination
Approach

This section presents a discussion of the effectiveness of the combination of the text-based and
image-based methods. Then the discussion addresses the difference between the model proposed by Sakaki et al. (2014) and our proposed
method. Finally, the applications of logistic regression weights of the combined sources are discussed.
Set
A
B
C
D
E
F
G
H

T
⋆
⋆
⋆
⋆

I
⋆
⋆
⋆

⋆

Figure 3 portrays the relation between the text-,
image-, and hybrid-based methods. Each circle of
the Venn diagram represents a set of users whose
gender was inferred correctly using a method. The
union of A, B, D, and E represents users whose
gender was inferred correctly using the text-based
method. B represents users whose gender was inferred correctly by the text-based and the hybridbased method, but was misjudged using the imagebased method.

P
⋆
⋆
⋆

Table 3 presents the number of users each set
contains. We would like to examine C, D, E, and
F specifically to assess the difference in the performance between the text-based and the hybridbased method. C and F include users whose
respective genders were inferred correctly using
the hybrid-based method, but misjudged using the
text-based method. D and E include users whose
respective genders were inferred correctly using
the text-based method, but misjudged using the
hybrid-based method. Here we discuss the results obtained using the proposed method, which
are shown at 3rd column. Regarding C, D, E,
and F, C includes the maximum number of users,
78 (3.9 [%]), whose respective genders were inferred correctly using the proposed method. For
C, a user’s gender was inferred correctly using
the image-based method. Therefore, it is apparent that our proposed method increased the number of correct answers considerably by taking in
the correct region of the image-based method. It
is particularly interesting that although the textbased and image-based methods both misjudged
users (18 users : 0.9 [%]) in F, the proposed
method can infer their genders correctly. However, D and E include only 37 users (8 + 29 users
: 1.85 [%]) whose gender was misjudged using
our proposed method. Therefore, our proposed
method increased the number of correct inferences

⋆

Figure 3: Venn diagram: T denotes text-based
method. I denotes image-based method. P denotes
hybrid-based method. “⋆” denotes the set of users
whose genders were inferred correctly using each
method.

Set
A
B
C
D
E
F
G
H

Number of users
Conventional Proposed Difference
1105
1097
-8 ⇓
408
412
+4 ⇑
62
78
+16 ⇑
0
8
+8 ⇑
33
29
-4 ⇓
1
18
+17 ⇑
180
164
-16 ⇓
211
194
-17 ⇓

Table 3: Number of users included in each set.
Conventional approach denotes the method of
Sakaki et al. (2014).
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Figure 4: Logistic regression weights. Character (t) denotes weights with respect to the text-based
method; (i) denotes weights with respect to the image-based method.
Rank
1st
2nd
3rd

Male
person
outdoor
food contents

Absolute weight
2.08
1.82
1.45

Female
famous people
food contents
consumer goods

Absolute weight
2.13
1.51
1.42

Table 4: Top three absolute weights of the image content categories.
(59 users : 2.95 [%]) beyond the level of the individual text-based method.

presented by Sakaki et al. (2014) in C was the
second largest (+16 users). Actually, C includes
users whose gender was inferred correctly using
the hybrid-based and the image-based method, but
misjudged using the text-based method. Therefore, we assumed that our proposed method handled the image source more appropriately than the
method presented by Sakaki et al. (2014).

6.2 Comparison of the Conventional
Approach
The difference between the proposed method and
that proposed by Sakaki et al. (2014) can be discussed with reference to Figure 3 and Table 3.
Except for H, which includes users whose gender
was misjudged by all methods, the difference between our method and the method presented by
Sakaki et al. (2014) in F was the largest (+17
users). Actually, F includes users whose gender
was newly inferred correctly by the hybrid-based
method but whose gender was misjudged using individual methods. Therefore, our method more
correctly infers a new user’s gender by combining
sources of text and images than the method presented by Sakaki et al. (2014). We assume that our
method handles the combination appropriately to
infer male or female gender using logistic regression.
The difference between our method and that

6.3 Logistic Regression Weights
Figure 4 shows the logistic regression weights.
From this figure, we observed that the weights
for female users were all positive, the weights
for male users were almost all negative. The
weights for unknown were nearly zero, which indicates that the probability scores of text-based
and image-based methods are not competing.
Presumably, the logistic regression weights obtained by training indicate the rate of the contribution to the inference. Table 4 presents the top three
image content categories according to their absolute weights. The table shows that person, outdoor, and food contents are clues to male gender,
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but famous people, food contents, and consumer
goods imply female gender.
Consequently, through analysis of the logistic
regression weights, we confirmed that the rates
of image contents’ contributions to inference mutually differed. We therefore conclude that the
rate of each image content’s contribution to the
inference is expected to be different for different
genders. Our proposed method performs significantly better than the existing combination-based
method.

7
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Chin-Chung Chang and Chin-Jen Lin. 2001. LIBSVM: a library for support vector machines.
Software available at http://www.csie.ntu.
edu.tw/˜cjlin/libsvm/.
Delip Rao and David Yarowsky. 2010. Detecting latent user properties in social media. In Proceedings
of the Neural Information Processing Systems Workshop on Machine Learning for Social Networks.
John D. Burger, John Henderson, George Kim and
Guido Zarrella. 2011. Discriminating gender on
Twitter. In Proceedings of the Conference on Empirical Methods in Natural Language Processing,
pages 1301-1309.

Conclusion

This paper presented a proposal for a novel hybrid approach. The salient benefit of our system
is that features provided from a text classifier and
from an image classifier are combined appropriately to detect male or female gender using logistic regression. Experimental results show that our
approach achieved accuracy of 80.25 [%], which
was 1.35 pt higher than the conventional combination approach. In addition, through analysis of logistic regression weights, we confirmed
that the rate of each image content’s contribution
to the inference should be different for different
genders. Person, outdoor, and food contents are
clues to male gender, but famous people, food contents, and consumer goods imply female gender.
We therefore conclude that our proposed method
using weighted combination of text and image
classifiers performs markedly better than existing
combination method.
Our approach is applicable to other attributes
that might be inferred for SNS users, such as age,
career, and residence, which were investigated by
Ikeda et al. (2013) and by Rao and Yarowsky
(2010). Because it is presumed that posted image contents clearly reflect SNS user hobbies and
lifestyles, our approach is suitable for inferring
those attributes as well. As a subject for future
work, we intend to apply our approach to the inference of various SNS user attributes.
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Abstract

Unfortunately, sign languages are not universal
or a mere mimic of its country’s spoken counterpart. For instance, Brazilian Sign Language is not
related with the Portuguese one. Therefore, none
or little resources can be re-used when one moves
from one (sign) language to another.
There is no official number for deaf persons in
Portugal, but the 2011 census (Instituto Nacional
de Estatística (INE), 2012) mentions 27,659 deaf
persons, making, however, no distinction in the
level of deafness, and on the respective level of
Portuguese and Portuguese Sign Language (LGP)
literacy. The aforementioned Virtual Sign Translator targets LGP, as well as the works described
in (Bento, 2103) and (Gameiro et al., 2014). However, to the best of our knowledge, none of these
works explored how current Natural Language
Processing (NLP) tasks can be applied to help
the translation process of written Portuguese into
LGP, which is one of the focus of this paper. In
addition, we also study the needs of such translator in terms of Animation Synthesis, and propose a free, open-source platform, integrating state
of the art technology from NLP and 3D animation/modelling . Our study was based on LGP
videos from different sources, such as the Spread
the Sign initiative1 , and static images of hand configurations presented in an LGP dictionary (Baltazar, 2010). The (only) LGP grammar (Amaral
et al., 1994) was also widely consulted. Nevertheless, we often had to recur to the help of an interpreter.
Based on this study we have implemented a prototype, and examined several case studies. Finally, we performed a preliminary evaluation of
our prototype. Although much work still needs to
be done, the feedback from deaf associations was
very positive. Extra details about this work can
be found in (Almeida, 2104) and (Almeida et al.,

In this paper we present a free, open
source platform, that translates in real time
(written) European Portuguese into Portuguese Sign Language, being the signs
produced by an avatar. We discuss basic
needs of such a system in terms of Natural Language Processing and Animation
Synthesis, and propose an architecture for
it. Moreover, we have selected a set of
existing tools that couple with our free,
open-source philosophy, and implemented
a prototype with them. Several case studies were conducted. A preliminary evaluation was done and, although the translation possibilities are still scarce and some
adjustments still need to be done, our platform was already much welcomed by the
deaf community.

1

Introduction

Several computational works dealing with the
translation of sign languages from and into their
spoken counter-parts have been developed in the
last years. For instance, (Barberis et al., 2011)
describes a study targeting the Italian Sign Language, (Lima et al., 2012) targets LIBRAS, the
Brazilian Sign Language, and (Zafrulla et al.,
2011) the American Sign Language. Some of the
current research focus on sign language recognition (as the latter), some in translating text (or
speech) into a sign language (like the previously
mentioned work dedicated to Italian). Some works
aim at recognising words (again, like the latter),
others only letters (such as the work about LIBRAS). Only a few systems perform the two-sided
translation, which is the case of the platform implemented by the Microsoft Asia group system
(Chai et al., 2013), and the Virtual Sign Translator (Escudeiro et al., 2013).

1

http://www.spreadthesign.com
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2015). The whole system is freely available2 .
This paper is organised as follows: Section 2
describes the proposed architecture, and Section 3
its implementation. In Section 4 we present our
prototype and, in Section 5, a preliminary evaluation. Section 6 surveys related work and Section 7
concludes, pointing directions for future work.

2

words and punctuation. Then, possible orthographic errors are corrected. After this step, a basic approach could directly consult the dictionaries, find the words that are translated into sign language, and return the correspondent actions, without further processing. However, other NLP tools
can still contribute to the translation process.
Some words in European Portuguese are signed
in LGP as a sequence of signs, related with the
stem and affixes of the word. Therefore, a stemmer can be used to identify the stem and relevant
suffixes (and prefixes), which allows to infer, for
instance, the gender and number of a given word.
Thus, we still might be able to properly translate a
word that was not previously translated into LGP
(or, at least, produce something understandable),
if we are able to find its stem and affixes. To illustrate this, take as example the word ‘coelhinha’
(‘little female rabbit’). If we are able to identify
its stem, ‘coelho’ (rabbit), and the suffix ‘inha’
(meaning, roughly, female (the ‘a’) and small (the
‘inho’)), we can translate that word into LGP by
signing the words ‘female’ + ‘rabbit’ + ‘small’,
in this order (which, in fact, is how it should be
signed).
A Part-of-Speech (POS) tagger can also contribute to the translation process:

Proposed architecture

Figure 1 presents the envisaged general architecture.

Figure 1: Proposed architecture
We followed a gloss-based approach, where
words are associated to their ‘meaning’ through a
dictionary. The order of the glosses is calculated
according with the LGP grammar (structure transfer). Then, glosses are converted into gestures by
retrieving the individual actions that compose it.
In the last and final stage, the animation is synthesised by placing each action in time and space
in a non-linear combination. The current platform
is based on hand-crafted entries/rules, as there is
no large-scale parallel corpus available that would
allow us to follow recent tendencies in Machine
Translation.
In the next sections we detail the three main
components of this platform, namely the NLP, the
Lookup and the Animate components, by focusing on the needs of the translation system and how
these components contribute to it.
2.1

• It can couple with the stemmer in the identification of the different types of affixes (for
instance, in Portuguese, a common noun that
ends in ‘ões’ is probably a plural).
• As there are some morphosyntactic categories that have a special treatment in LGP, it
is important to find the correspondent words.
For instance, according with (Bento, 2103),
articles are omitted in LGP ((Amaral et al.,
1994) reports doubts in the respect of their
existence), and thus could be ignored when
identified. Also, the Portuguese grammar
(Amaral et al., 1994) refers a temporal line in
the gesturing space with which verbs should
concord with in past, present and future
tenses. Thus, to be able to identify the tense
of a verb can be very important.

The Natural Language Processing
component

• A POS tagger usual feeds further processing,
as for instance named entity recognisers and
syntactic analysers.

As usual, the first step consists in splitting the input text into sentences. These are tokenised into

A Named Entity Recognizer allows to identify
names of persons. It is usual, among the deaf, to

2
http://web.ist.utl.pt/~ist163556/
pt2lgp
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identified in other works (Liddell and Johnson,
1989; Liddell, 2003) as gesture subunits: a) hand
configuration, orientation, placement, and movement, and; b) non manual (facial expressions and
body posture).
The base hand configurations are Sign Language (SL) dependent. The parameter definition
for orientation, placement and movement is often
of relative nature. For example, gestures can be
signed ‘fast’, ‘near’, ‘at chest level’, ‘touching the
cheek’ and so on. The definition of speed is dependent on the overall speed of the animation, and the
definition of locations is dependent on the avatar
and its proportions.

name a person with a sign (his/her gestural name),
often with a meaning in accordance to his/her
characteristics. For instance, names of public personalities, such as the current Portuguese prime
minister, usually have a gestural name. However,
if this name is unknown, fingerspelling the letters
of his/her name is what should be done.
A Syntactic Analyser if fundamental to identify the syntactic components of the sentence, such
as subject, and object, as LGP is usually Object–
Subject–Verb (OSV), while spoken Portuguese is
predominantly Subject–Verb–Object (SVO). It
does not matter if it is a dependency parser or a
constituents-based one. The only requirement is
that, at the end, it allows structure transfer rules
to be applied to the glosses. Finally, a sentiment
analyser would allow to infer subjective information towards entities and the generality of the sentence, so that emotional animation layers and facial expression reinforcement can be added to the
result.
After all this processing, a bilingual dictionary (glosses) is consulted, so that meaningful sequences of words (glosses) are identified (lexical
transfer), and a set of syntactic rules applied, so
that the final order of the set of glosses is identified.
2.2

2.3.1

To setup the character, an humanoid mesh with
appropriate topology for animation and real-time
playback is needed. Then, we need to associate it
with the mechanism to make it move, the rig. We
suggest a regular approach with a skinned mesh to
a skeleton and bones.
Bones should be named according to a convention for symmetry and easy identification in the
code. For the arms and hands, the skeleton can approximately follow the structure of a human skeleton. The rig ideally should have an Inverse Kinematics (IK) tree chain defined for both arms, rooting in the spine and ending in the hands. All
fingers should also be separate IK chains, allowing for precise posing of contacts. Ideally, the
IK chains should consider weight influence so that
bones closer to the end-effector (hands and fingertips) are more affected, and the bones in the spine
and shoulder nearly not so. The rig should also
provide a hook to control the placing of the shoulder, and should make use of angle and other constraints for the joints, so as to be easier to pose and
harder to place in an inconsistent position.
Finally, the rig should have markers for placement of the hands in the signing space and in common contact areas in the mesh. These markers ensure that gestures can be defined with avatar dependent terms (eg. ‘near’, ‘touching the nose’).
The markers in the signing space can be inferred
automatically using the character’s skeleton measures (Kennaway, 2002; Hanke, 2004), forming a
virtual 3D grid in front of the character (Figure 2).
The markers in the mesh need to be defined
manually and skinned to the skeleton in a consistent manner with the nearby vertices. Figure
3 shows a sample rig, with key areas in the face

Lookup stage

Being given a sequence of glosses, the goal of the
Lookup stage is to obtain a set of actions’ identifiers for the animation.
The difficulty in designing this step is derived
from the fact that many Portuguese words and concepts do not have a one-to-one matching in LGP.
Also, gestures may be composed of several actions, which in turn, may be compound of several
actions (the gestures subunits). Finally, some contexts need to be added to the database in order to
help this step.
2.3

Rig

Animate

This stage receives a sequence of actions to be
composed into a fluid animation, along with a set
of hints on how best to do so, for example, if the
gestures are to be fingerspelled or not. The animation stage is responsible for the procedural synthesis of the animation by blending gestures and
gesture subunits together.
We propose an approach where gestures are
procedurally built and defined from an high-level
description, based on the following parameters
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Figure 4: Avatars using the key areas
Figure 2: Virtual 3D marker grid defining the signing space in front of the character

tion, configuration. . . ) to the second. The type
of blending is very important for the realism of
the animation. Linear blending between two keys
would result in robotic movements. Linear movement in space from one key location to another
will also result in non realistic motions and even
in serious collision problems (Elliott et al., 2007).
For example, making a movement from an ear to
the other. This is a problem of arcs. Additionally, more movements need to be defined in order
to accommodate other phenomena, such as finger
wiggling and several types of hand waving.

and body identified by a bone with a position and
orientation in space.

Figure 3: Definition of key contact areas in the rig

2.3.3

2.3.2 Building the gestures
It is now necessary to record (key) the poses in
a good timing to build a gesture. Whichever the
keying methodology, all basic hand poses and facial expressions should be recorded and can then
be combined given the high level description of
the gesture. The description should specify the
gesture using the mentioned parameters: keyed
hand configurations, placement and orientation using the spatial marks, and movement also using the
marks and the overall speed of the animation.
The intersections defined by the grid from Figure 2, in conjunction with marks from Figure 3
define the set of avatar relative locations where the
hands can be placed. Knowing the location where
the hand should be, it can be procedurally placed
with IK, guarantying physiologically possible animation with the help of other constraints.
Figure 4 shows the result of hand placement in
a key area using two distinct avatars with significantly different proportions.
While this approach works well for static gestures, several problems appear when introducing
movement. Gestures can change any of its parameters during the realisation, requiring a blending from the first definition (of location, orienta-

Moving to the sentence level, synthesising the final fluid animation is now a matter of agreeing the
individual gestures in space, of realistic interpolation of keys in time, and of blending actions with
each other in a non-linear way.
A reasoning module, capable of placing gestures grammatically in the signing space, and making use of the temporal line, entity allocation in
space and other phenomena typically observed in
SLs (Liddell, 2003) is needed.
The interpolation between animation keys is
given by a curve that can be modeled to express
different types of motion. The individual actions
for each gesture should be concatenated with each
other and with a ‘rest pose’ at the beginning and
end of the utterance. The animation curves should
then be tweaked, following the principles of animation.
Counter animation and secondary movement is
also very important for believability and perceptibility. For example, when one hand contacts the
other or some part of the head, it is natural to react
to that contact, by tilting the head (or hand) against
the contact and physically receiving the impact.
Besides the acceleration of the dominant hand, the
contact is mainly perceived in how it is received,
being very different in a case of gentle brushing,
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Blending the gestures

slapping or grasping. This may be the only detail
that allows distinguishing of gestures that otherwise may convey the same meaning.
Finally, actions need to be layered for expressing parallel and overlapping actions. This is the
case for facial animation at the same time as manual signing and of secondary animation, such as
blinking or breathing, to convey believability. The
channels used by some action may be affected by
another action at the same time. Thus, actions
need to be prioritised, taking precedence in the
blending with less important, or ending actions.

3

specific gesture associated), FGSPELL (for words
that should be fingerspelled), and NUMERAL (for
numeric quantities). The NLP module tries to
attribute a label to each word (or sequences of
words), which are then used when consulting the
dictionary (‘Lexical Transfer’).
In what concerns the NLP pipeline, we start
with an ‘Error correcting and normalization’ step,
which enforces lowercase and the use of latin characters. Common spelling mistakes should be corrected at this step. Then, the input string is split
into sentences and then into words (tokenization).
As an example, the sentence ‘o joão come a sopa’
(‘João eats a soup’), becomes [’o’, ’joão’, ’come’,
’a’, ’sopa’]. A stemmer identifies suffixes and prefixes. Thus, the word ‘coelhinha’ (as previously
said, ‘little female rabbit’), is understood, by its
suffix (‘inha’), to be a female and small derivation
of the root coelh(o). Therefore, ‘coelhinha’ is converted into [MULHER, COELHO, PEQUENO],
hinted to be all part of the same gloss.
We have used the treebank ‘floresta sintática’
(Afonso et al., 2002) for training our ‘POStagger’. The output of the POS-tagger for the sentence ‘o joão come a sopa’ is now [(’o’, ’art’),
(’joão’, ’prop’), (’come’, ’v-fin’), (’a’, ’prp’),
(’sopa’, ’n’)].
We have used a Named Entity Recognizer to
find proper names of persons. Our system further supports a list of portuguese names and public personalities names with their matching gestural name. For these specific entities, the system
uses the known gesture instead of fingerspelling
the name.
The POS-tags and recognised entities also contribute with hints. These hints are then confirmed
(or not) in the next step, the ‘Lexical Transfer’,
where we converted all the words to their corresponding gloss, using the dictionary, where the
word conversions are stored. As an example, the
word ‘sopa’ would lead to [’GLOSS’, [’SOPA’]],
‘joao’ to [’FGSPELL’, [’J’, ’O’, ’A’, ’O’]] and
‘two’ to [’NUMERAL’, [’2’]] (notice that articles
were discarded). Also, we provide the option of
fingerspelling all the unrecognised words.
Finally, in what respects Structure Transfer,
the current implementation only supports basic re-ordering of sequences of ‘noun - verb noun’, in an attempt to convert the SVO ordering used in Portuguese to the more common structure of OSV used in LGP. We have also im-

Implementation

We have chosen to use the Natural Language
ToolKit (NLTK)3 for NLP tasks and Blender4 as
the 3D package for animation.
The NLTK is widely used by the NLP community and offers taggers, parsers, and other tools in
several languages, including Portuguese. Thus, it
was chosen for all the tasks concerning NLP.
Blender is an open-source project, which allows
accessing and operating on all the data (such as animation and mesh) via scripting. It offers a Python
API for scripts to interact with the internal data
structures, operators on said data, and with the interface. Moreover, Blender also offers the infrastructure to easily share and install addons. Therefore, the prototype was implemented as an addon,
with all the logic, NLP and access to the rig and
animation data done in Python. The interface is a
part of Blender using the pre-existing widgets, and
the avatar is rendered in real-time using the viewport renderer.
3.1

The Natural Language Processing step

The modules implemented in our system can be
seen in Figure 5.

Figure 5: NLP pipeline
We also use the concept of “hint”, that is, a tag
that suggests if a word should be signed or spelled.
Three different types of hints are possible: GLOSS
(words that are not numeric quantities and have a
3
4

http://www.nltk.org
http://www.blender.org
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modifying the action and f-curve data. We always
start and end a sentence with the rest pose, and,
for concatenating the actions, we blend from one
to the other in a given amount of frames by using
Blender’s Non Linear Action (NLA) tools that allow action layering. Channels that are not used in
the next gesture, are blended with the rest pose instead. Figure 8 illustrates the result for the gloss
sentence ‘SOPA J-O-A-O COME’.

plement another type of re-ordering, which regards the switching of adjectives and quantities
to the end of the affected noun. Following
this process, [[’GLOSS’, [’SOPA’]], [’FGSPELL’,
[’J’,’O’,’A’,’O’]], [’GLOSS’, [’COMER-SOPA’]]]
is the final output for the sentence O João come
a sopa, and the input dois coelhos (‘two rabbits’) results in [[’GLOSS’, [’COELHO’]], [’NUMERAL’, [’2’]].
3.2

The Lookup step

The Lookup step, given a gloss, is done via a
JSON file mimicking a database constituted of a
set of glosses and a set of actions. Action ids are
mapped to blender actions, that are, in turn, referenced by the glosses. One gloss may link to more
than one action, which are assumed to be played
sequentially.
Figure 6 shows that coelho (‘rabbit’) has a oneto-one mapping, that casa (‘house’) corresponds
to one action and that cidade (‘city’) is a composed
word, formed by casa and a morpheme with no
isolated meaning.

Figure 8: Action layering resulting of a translation
We adjust the number of frames for blending according to the hints received. For fingerspelling
mode, we expand the duration of the hand configuration (that is originally just one frame) and blend
it with the next fingerspelling in less frames than
when blending between normal gloss actions. We
also expand this duration when entering and leaving the fingerspell.

Figure 6: Database design

3.4

The interface

The interface consists of an input text box, a button to translate, and a 3D view with the signing
avatar, which can be rotated and zoomed, allowing
to see the avatar from different perspectives. Figure 9 shows the main translation interface (blue).
Additionally, we provide an interface for exporting video of the signing (orange) and a short description of the project (green).

Knowing that gestures in LGP can be heavily
contextualised, we added to the gloss structure an
array of contexts with associated actions. Figure
7 shows the case of the verb comer (‘to eat’) that
is classified with what is being eaten. When no
context is given by the NLP module, the default is
considered to be the sequence in ‘actions’.

Figure 7: Supporting gloss contextualisation
3.3

The animation step

Figure 9: User Interface for the prototype

We start by setting the avatar by rigging and skinning. We chose rigify as a base for the rig, that
needs to be extended with the spatial marks, to be
used when synthesising the animation. The animation is synthesised by directly accessing and

In what concerns the choice of the avatar, the
character only needs to be imported into Blender
and skinned to a rigify armature. Several characters were tested with success, with examples in
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Doing a set of base hand configurations to start,
proved to be a good choice as it allowed to test the
hand rig and basic methodology. The ten (0 to 9)
hand configurations are shown in Figure 11.

Figure 10.

Figure 10: Example of some of the supported
avatars

4

Figure 11: Hand configurations for numbers (0-9)

Case studies

Parallel to the development of the prototype, we
devised a series of case studies to test the flexibility of the architecture and technology choices. We
started with posing base hand configurations in a
limited context case, passing then to full words,
their derivations and blending between them. Finally, we tested the prototype with full sentences.
4.1

4.3

A couple of words were chosen, such as ‘coelho’
(‘rabbit’), with no serious criteria. Several words
deriving from the stem ‘coelho’ were implemented, such as ‘coelha’ (‘female rabbit’) and
‘coelhinho’ (‘little rabbit’). In the former, the gesture for “female” is performed before the gesture
for “rabbit”. In the latter, the gesture for the noun
is followed with the gesture for the adjective (thus,
‘coelho pequeno’ (‘little rabbit’) and ‘coelhinho’
result in the same translation). Figure 12 illustrates both cases.

Basic gestures

All the 57 different hand configurations for LGP
were manually posed and keyed from references
gathered from (Baltazar, 2010; Amaral et al.,
1994; Ferreira, 1997), and also from the Spread
the Sign project videos. These hand configuration
are composed of 26 hand configurations for letters,
10 for numbers, 13 for named configurations and 8
extra ones matching greek letters. This task posed
no major problem.
4.2

Common nouns and adjectives

Numbers

Numbers can be used as a quantitative qualifier, as
the isolated number (cardinal), as an ordinal number, and as a number that is composed of others
(eg. 147). Gestures associated with each number
also vary their forms if we are expressing a quantity, a repetition or a duration, and if we are using
them as an adjective or complement to a noun or
verb.
Reducing the test case to ordinal numbers, the
main difficulty is to express numbers in the order
of the tens and up. Most cases seem to be “fingerspelt”, for example, ‘147’ is signed as ‘1’, followed by ‘4’ and ‘7’ with a slight offset in space as
the number grows. Numbers from ‘11’ to ‘19’ can
be signed with a blinking movement of the units’
number. Some numbers, in addition to these system, have a totally different gesture as an abbreviation, as is the example of the number ‘11’.

Figure 12: Gestures for ‘coelha’ and ‘coelhinho’

4.4

Proper Nouns

As previously said, if the person does not have a
gestural name that is known by the system, the letters of his/her name should be fingerspelled. This
morpho-syntactic category posed no major problem.
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4.5

Verbs

(‘female rabbit’), casa (‘house’) and coelhinho
(‘small rabbit’). The viewers were asked, individually, to say or write in Portuguese what was
being signed, with no previous information about
the possibilities. In the second interaction of the
system, a full sentence was added with limited
variability of the form ‘A eats B’, where the verb
‘to eat’ is signed differently according to ‘B’. All
the gestures were recognised as well as the sentence’s meaning, except for the inflection of the
verb with a ‘soup’ object, that is signed as if handling a spoon. All of the testers recognised correctly the results, without hesitations, saying that
the signs were all very clear and only lacking facial reinforcement to be more realistic.

When the use of the verb is plain, with no past
or future participles, the infinitive form is used in
LGP. For instance, for the regular use of the verb
‘to eat’, the hand goes twice to the mouth, closing
from a relaxed form, with palm up. However, this
verb in LGP is highly contextualised with what
is being eaten. The verb should be signed recurring to different hand configurations and expressiveness, describing how the thing is being eaten.
4.6

Sentences

After testing isolated words, we proceed to the
full sentence: ‘O João come a sopa’, an already
seen example, often used as a toy example in Portuguese studies. The verb gesture had to be extended, as for eating soup, it is done as if handling
a spoon (for instance, for eating apples, the verb
is signed as if holding the fruit)5 . Considering the
previous mentioned re-ordering from SVO (spoke
Portuguese) to OSV (LGP), Figure 13 shows the
resulting alignments.

5.3

The feedback from the deaf testers regarding the
avatar looks was also very positive. There were
no negative comments besides the observation that
there is no facial animation. All hearing testers
were also highly engaged with the system, testing multiple words and combinations, frequently
mimicking the avatar.
The interest and attention observed, indicates
that users had no difficulty in engaging with the
avatar and found it either neutral or appealing.
When asked about it, the answers were positive
and the gesture blending and transitions, when noticed, was commented to be very smooth. However, sometimes the animation was deemed too
slow or too fast. The animation generation should
take play speed in consideration according to the
expertise of the user.

Figure 13: Alignment for European Portuguese
and LGP of the sentence ‘John eats the soup’

5

Evaluation

A preliminary evaluation was conducted by collecting informal feedback from the deaf communities of two Portuguese deaf associations.
5.1

Usefulness

6

Both associations were asked for comments on the
whole idea behind this work, and if and how such
application would be useful. Both were skeptical
towards the possibility of achieving accurate translations, or of animating enough vocabulary for a
final product, but the feedback was positive for the
idea of an application that would translate to LGP,
even if just isolated words were considered.
5.2

Adequacy of the Avatar

Related Work

As ours, several systems also target the mapping
of text (or speech) in one language into the correspondent signed language. Some of these systems
resulted from local efforts of research groups or
from local projects, and are focused in one single pair of languages (the spoken and the correspondent sign language); others aggregate the efforts of researchers and companies from different countries, and, thus, aim at translating different languages pairs (some using an interlingua approach). For instance, Virtual Sign (Escudeiro et al., 2013) is a Portuguese funded project
that focus in the translation between European

Translation Quality

The correctness and perceptibility was evaluated
by six adult deaf persons and interpreters. The
avatar was set to play the translations for coelha
5
These contextualisations are not evident in the most recent and complete LGP dictionary (Baltazar, 2010).
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Portuguese and LGP, while eSIGN6 was an EUfunded project built on a previous project, ViSiCAST7 , whose aim was to provide information in
sign language, using avatar technology, in the German and British sign languages, as well as in Sign
Language of the Netherlands.
Our proposal follows in a traditional transfer
machine translation paradigm of text-to-gloss/avatar. Due to the lack of parallel corpora between European Portuguese and LGP, a datadriven method, example- and statistical-based approaches were not an option (see (Morrissey,
2008) for a study on this topic). Approaches such
as the one of VISICAST (and eSIGN) (Elliott et
al., 2008), which rely on formalisms, such as Discourse Representation Structures (DRS), used as
intermediate semantic representations, were also
not a solution, as, to the best of our knowledge, there are no free, open-source tools to calculate these structures for the Portuguese language. Thus, we focused in a simpler approach,
that could profit from existing open-source tools,
which could be easily used for Portuguese (and for
many other languages).
We should also refer recent work concerning LGP, namely the works described in (Bento,
2103), (Gameiro et al., 2014) and (Escudeiro et
al., 2013). The first focus on the mapping of human gestures into the ones of an avatar. The second targets the teaching of LGP, which the previously mentioned Virtual Sign also does (Escudeiro
et al., 2014). The third contributes with a bidirectional sign language translator, between written portuguese and LGP, although it is not clear
their approach in what respects text to sign language translation.

7

As future work we intend to perform a formal
evaluation of our system, so that we can properly assess its impact. Also, we intend to extend
the existing databases. Particularly inspiring is
ProDeaf8 , a translation software for LIBRAS, the
Brasilian Sign Language, that, besides several features, allows the crowd to contribute by adding
new word/sign pairs. In our opinion, this is an excellent way of augmenting the system vocabulary,
although, obviously, filters are needed in this type
of scenarios. In the current version of the system,
words that are not in the dictionary are simply ignored. It could be interesting to have the avatar
fingerspelling them. Nevertheless, the system will
probably have to be extended in other dimensions,
as a broader coverage will lead to finer semantic
distinctions, and a more sophisticated NLP representation will be necessary. We will also need
to explore a way of simplifying the information
concerning the contextualisation of a verb. For
example, by storing categories of objects rather
than the objects themselves. Moreover, we intent
to move to the translation from LGP to European
Portuguese. Here, we will follow the current approaches that take advantage of Kinect in the gesture recognition step.
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Conclusions and future work

We have presented a prototype that couples different NLP modules and animation techniques
to generate a fluid animation of LGP utterances,
given a text input in European Portuguese. We
have further conducted a preliminary evaluation
with the deaf community, which gave us positive
feedback. Although a working product would be
highly desirable and would improve the lives of
many, there is still much to be done before we can
reach that stage.
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Abstract

an important subtask in image description, but it
is rarely addressed as a subtask in its own right.
If an image description method produces spatial
prepositions it tends to be as a side-effect of the
overall method (Mitchell et al., 2012; Kulkarni et
al., 2013), or else relationships are not between
objects, but e.g. between objects and the ‘scene’
(Yang et al., 2011). An example of preposition
selection as a separate subtask is Elliott & Keller
(2013) where the mapping is rule-based.
Spatial relations also play a role in referring expression generation (Viethen and Dale, 2008; Golland et al., 2010) where the problem is, however,
often framed as a content selection problem from
known abstract representations of the objects and
scene, and the aim is to enable unique identification of the object referred to.
Our main data source is a corpus of images (Everingham et al., 2010) in which objects have been
annotated with rectangular bounding boxes and
object class labels. For a subset of 1,000 of the
images we also have five human-created descriptions of the whole image (Rashtchian et al., 2010).
We collected additional annotations for the images listing, for each object pair, a set of prepositions that have been selected by human annotators
as correctly describing the spatial relationship between the given object pair (Section 2.3). We did
this in separate experiments for both English and
French.
The overall aim is to create models for the mapping from image, bounding boxes and labels to
spatial prepositions as indicated in Figure 1. We
compare two approaches to modelling the mapping. One is taken from previous work (Elliott and
Keller, 2013) and defines manually constructed
rules to implement the mapping from image ge-

The context for the work we report here
is the automatic description of spatial relationships between pairs of objects in images. We investigate the task of selecting prepositions for such spatial relationships. We describe the two datasets of object pairs and prepositions we have created for English and French, and report
results for predicting prepositions for object pairs in both of these languages, using two methods: (a) an existing approach
which manually fixes the mapping from
geometrical features to prepositions, and
(b) a Naive Bayes classifier trained on the
English and French datasets. For the latter
we use features based on object class labels and geometrical measurements of object bounding boxes. We evaluate the automatically generated prepositions on unseen data in terms of accuracy against the
human-selected prepositions.

1

Introduction

Automatic image description is important not just
for assistive technology, but also for applications
such as text-based querying of image databases. A
good image description will, among other things,
refer to the main objects in the image and the relationships between them. Two of the most important types of relationships for image description
are activities (e.g. a child riding a bike), and spatial relationships (e.g. a dog in a car).
The task we investigate is predicting the prepositions that can be used to describe spatial relationships between pairs of objects in images. This is
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−→

beside(person(Obj1 ), person(Obj2 ));
beside(person(Obj2 ), dog(Obj3 ));
in front of(dog(Obj3 ), person(Obj1 ))

la voiture

la chaise

le cheval

le chat

l’oiseau

le vélo

le bateau

le canapé

le train

la vache

cat

bird

bicycle

aeroplane

bottle

boat

sofa

train

pottedplant la plante

le mouton

horse

tv/monitor l’écran

la bouteille

chair

motorbike la moto

l’avion

car

sheep

cow

diningtable la table

92

92

88

86

79

77

63

60

59

58

57

44

43

33

27

15

le bus

le chien
dog

783 123 112

bus

la personne
person

Figure 1: Image from PASCAL VOC 2008 with annotations and prepositions representing spatial relationships (objects numbered in descending order of size of area of bounding box).

9

Table 1: Object class label frequencies.
ometries to prepositions (Section 3.1). The other
is a Naive Bayes classifier trained on a range of
features to represent object pairs, computed from
image, bounding boxes and labels (Section 3.2).
We report results for English and French, in terms
of two measures of accuracy (Section 5).

2

3. Occlusion:
present.

Examples of all six types of annotation can be
seen in Figure 2. We use the object class labels in
predicting prepositions, and for the French experiments we translated them as follows (in the same
order as the English labels above):

Data

2.1

a high level of occlusion is

l’avion, l’oiseau, le vélo, le bateau, la
bouteille, le bus, la voiture, le chat, la
chaise, la vache, la table, le chien, le
cheval, la moto, la personne, la plante,
le mouton, le canapé, le train, l’écran

VOC’08

The PASCAL VOC 2008 Shared Task Competition (VOC’08) data consists of 8,776 images and
20,739 objects in 20 object classes (Everingham et
al., 2010). In each image, every object in one of
the 20 VOC’08 object classes is annotated with six
types of information of which we use the following three:

2.2

VOC’08 1K

Using Mechanical Turk, Rashtchian et al. (2010)
collected five descriptions each for 1,000 VOC’08
images selected randomly but ensuring even distribution over the VOC’08 object classes. Turkers
had to have high hit rates and pass a language competence test before creating descriptions, leading
to relatively high quality.
We obtained a set of candidate prepositions
from the VOC’08 1K dataset as follows. We
parsed the 5,000 descriptions with the Stanford

1. Class: one of: aeroplane, bird, bicycle, boat,
bottle, bus, car, cat, chair, cow, dining table,
dog, horse, motorbike, person, potted plant,
sheep, sofa, train, tv/monitor.
2. Bounding box: an axis-aligned bounding box
surrounding the extent of the object visible in
the image.
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A main holds two bikes near a beach.
A young man wearing a striped shirt is holding two bicycles.
Man with two bicycles at the beach, looking perplexed.
Red haired man holding two bicycles.
Young redheaded man holding two bicycles near beach.

Figure 2: Image 2008 008320 from PASCAL VOC 2008 with annotations and image descriptions obtained by Rashtchian et al. (2010).
(BB = bounding box; image reproduced from
http://lear.inrialpes.fr/RecogWorkshop08/documents/everingham.pdf.)
Parser version 3.5.21 with the PCFG model, extracted the nmod:prep prepositional modifier relations, and manually removed the non-spatial ones.
This gave us the following set of 38 prepositions:

2.3

We are in the process of extending the VOC’08 annotations with human-selected spatial prepositions
associated with pairs of objects in images. So far
we have collected spatial prepositions for object
pairs in images that have exactly two objects annotated (1,020). Annotators were presented with images from the dataset where in each image presentation the two objects, Obj1 and Obj2 , were shown
with their bounding boxes and labels. If there was
more than one object of the same class, then the labels were shown with indices (numbered in order
of decreasing size of bounding box).

VE = { about, above, across, against,
along, alongside, around, at, atop, behind, below, beneath, beside, beyond,
by, close to, far from, in, in front of,
inside, inside of, near, next to, on,
on top of, opposite, outside, outside of,
over, past, through, toward, towards,
under, underneath, up, upon, within }
For the list of French prepositions we started by
compiling the list of possible translations of the
English prepositions, after which we checked the
list against 200 example images which resulted
in a few additions and deletions. The final list
for French has the following 21 prepositions (note
there is no 1-to-1 correspondence with the English
prepositions):

2.3.1

English data

Next to the image was shown the template sentence “The Obj1 is
the Obj2 ”, and the list of
possible prepositions extracted from VOC 1K (see
last section). The option ‘NONE’ was also available in case none of the prepositions was suitable
(but participants were discouraged from using it).
Table 1 shows occurrence counts for the 20 object class labels, while the two columns on the left
of Table 2 show how many times each preposition
was selected by the annotators in the English version of the experiment. The average number of
prepositions per object pair chosen by the English
annotators was 2.01.
Each pair of objects was presented twice, the
template incorporating the objects once in each or-

VF = { à côté de, a l’interieur de, a
l’éxterieur de, au dessus de, au niveau
de, autour de, contre, dans, derrière, devant, en dessous de, en face de, en haut
de, en travers de, le long de, loin de, par
delà, parmi, près de, sous, sur }
1

Human-Selected Spatial Prepositions

http://nlp.stanford.edu/software/lex-parser.shtml
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next to
beside
near
close to
in front of
behind
on
on top of
underneath
beneath
far from
under
NONE
alongside
by
upon
against
opposite
beyond
atop

English
304 in
211 inside
156 inside of
149 above
141 around
129 at
115 past
103 towards
90 within
84 below
74 over
68 toward
64 about
56 across
50 along
44 outside
26 outside of
26 through
20 up
18

16
15
10
7
6
5
5
5
5
4
4
1
0
0
0
0
0
0
0

à côté de
près de
devant
contre
derrière
sur
au niveau de
sous
au dessus de
en face de
en dessous de
loin de
par delà
le long de
dans
autour de
en travers de
à l’interieur de
AUCUN
à l’éxterieur de

French
274 en haut de
183 parmi
177
161
161
117
110
95
82
79
74
57
42
40
23
21
14
10
6
3

2
0

Table 2: Number of times each preposition was selected by the English and French annotators.
der, “The Obj1 is
the Obj2 ” and “The Obj2 is
the Obj1 ”.2 Participants were asked to select all
correct prepositions for each pair.

jects. In our research we are interested in the extent to which prepositions can be predicted without any real-world knowledge, using just features
that can be computed from the image and the objects’ bounding boxes and class labels.
In this section we look at two methods for mapping language and visual image features to prepositions. Each takes as input an image in which two
objects in the above object classes have been annotated with rectangular bounding boxes and object
class labels, and returns as output preposition(s)
that describe the spatial relationship between the
two objects in the image.

2.3.2 French Data
The experimental design and setup was the same
as for the English. The template sentence for the
French data collection was “Obj1 est
Obj2 ”,
with the determiners included in the labels (see
end of Section 2.2); e.g. “La plante est l’écran”.
Table 1 shows occurrence counts for the 20 object class labels, while the two columns on the
right of Table 2 show how many times each preposition was selected by the annotators in the French
version of the experiment. The average number of
prepositions per object pair chosen by the French
annotators was 1.73.

3

3.1

Rule-based method

The rule-based method we examine is a direct implementation of the eight geometric relations defined in Visual Dependency Grammar (Elliott and
Keller, 2013; Elliott, 2014). An overview is shown
in Figure 3, for details see Elliott (2014, p. 13ff).
In order to implement these rules as a classifier,
we pair each rule with the preposition referenced
in it. In the case of surrounds, we use around instead. Two of the relations are problematic for us
to implement, namely behind and in front of, because they make use of manual annotations that
in fact encode whether one object is behind or in

Predicting Prepositions

When looking at a 2-D image, people infer all
kinds of information not present in the pixel grid
on the basis of their practice mapping 2-D information to 3-D spaces, and their real-world knowledge about the properties of different types of ob2
Showing objects in both orders is necessary for nonreflexive prepositions such as under, in, on, but also allows
for other (unknown) factors that may influence preposition
choice such as respective size of first and second object.
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front of the other. We do not have this information
available to us in our annotations.
What we do have is the ‘occluded’ flag (see list
of VOC’08 annotations in Section 2.1 and Figure 2) which encodes whether the object tagged
as occluded is partially hidden by another object.
The problem is that the occluding object is not
necessarily one of the two objects in the pair under consideration, i.e. the occluded object might
be behind something else entirely. Nevertheless,
the ‘occluded’ flag, in conjunction with bounding
box overlap, gives us an angle on the definition of
in front of (‘the Z-plane relationship is dominant’);
we define the two problematic relations as follows:
Y is tagged ‘occluded’ and the overlap between X and Y is more than
50% of the bounding box area of Y.
X is tagged ‘occluded’ and the overlap between X and Y is more than
50% of the bounding box area of X.

In pseudocode, and for English, our implementation looks as follows (a is the centroid angle, P is
the output list of prepositions, and ‘overlap’ is the
area of the overlap between the bounding boxes of
Object 1 and Object 2):

Figure 3: Overview of the eight geometric relations defined in VDR, figure copied from Elliott
(2014, p. 13).

P = {}
if overlap is 100% of Obj2 then
P = P ∪ {around}
. Obj1 surrounds Obj2
end if
if overlap > 50% of Obj1 then
P = P ∪ {on}
end if

|P |
1
2
3
4

. Obj1 on Obj2

if Obj2 occluded and
overlap > 50% of Obj2 then
P = P ∪ {in front of}
. Obj1 in front of Obj2
else if Obj1 occluded and
overlap > 50% of Obj1 then
P = P ∪ {behind}
. Obj1 behind Obj2
end if

Returned in n cases
580
159
247
14

For evaluating the rule-based classifier against the
French human-selected prepositions we translated
the eight English prepositions as follows (listed in
the same order as in Figure 3):
sur, autour de, à côté de, en face de,
au dessus de, en dessous de, devant,
derrière

if 225 < a < 315 then
P = P ∪ {above}
. Obj1 above Obj2
else if 45 < a < 135 then
P = P ∪ {below}
. Obj1 below Obj2
else if opposite conditions are met then
P = P ∪ {opposite}
. Obj1 opposite Obj2
else
P = P ∪ {beside}
. Obj1 beside Obj2
end if

3.2

Naive Bayes Classifier

Our second preposition selection method is a
Naive Bayes Classifier. Below we describe how
we model the prior and likelihood terms, before
describing the whole model. The terms come together as follows under Naive Bayes:

return P

This algorithm returns between 1 and 4 prepositions. The counts for multiple outputs are as follows (no different for English and French):

P (vj |F) ∝ P (vj )P (F|vj )
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(1)

vRB
vOL
vM L
vN B

n=1
21.2%
34.4%
30.9%
51.0%

ENGLISH
AccA (1..n)
n=2 n=3
28.1% 32.7%
46.1% 51.2%
46.2% 55.7%
64.5% 67.4%

vRB
vOL
vM L
vN B

n=1
31.2%
43.9%
35.6%
57.2%

AccSyn
A (1..n)
n=2 n=3
41.1% 46.5%
49.0% 55.9%
50.5% 58.7%
65.6% 69.9%

Model

n=4
32.8%
53.1%
58.4%
68.1%
n=4
46.7%
57.1%
60.9%
70.7%

n=1
30.4%
41.4%
25.6%
46.7%

FRENCH
AccA (1..n)
n=2 n=3
38.1% 42.1%
49.2% 57.5%
42.6% 51.7%
64.2% 72.4%

n=4
42.2%
57.9%
52.7%
72.4%

n=1
32.7%
41.8%
26.8%
47.5%

AccSyn
A (1..n)
n=2 n=3
41.8% 45.7%
50.0% 57.7%
43.3% 52.3%
64.4% 72.6%

n=4
46.0%
58.1%
53.3%
72.9%

Table 3: Accuracy A results for English and French.
For each preposition, the probability distributions
for each feature is estimated from the training set.
The distributions for F1 to F4 are modelled with a
Gaussian function, F5 with a clipped polynomial
function, and F6 with a discrete distribution.
For separate evaluation, a maximum likelihood
model, which can also be derived from the Naive
Bayes model described in the next section by
choosing a uniform P (v) function, is given by:

where vj ∈ V are the possible prepositions, and F
is the feature vector.
3.2.1 Prior Model
The prior model captures the probabilities of
prepositions given ordered pairs of object labels
Ls , Lo , where the normalised probabilities are obtained through a frequency count on the training
set, using add-one smoothing.
In order to test this model separately, we simply
construe it as a classifier to give us the most likely
preposition vOL :
vOL =

argmax
P (vj |Ls , Lo )
v∈V

vM L

(2)

3.2.3

F3 :
F4 :
F5 :
F6 :

Complete Naive Bayes Model

The Naive Bayes classifier is derived from the
maximum-a-posteriori Bayesian model, with the
assumption that the features are conditionally independent. A direct application of Bayes’ rule
gives the classifier based on the posterior probability distribution as follows:

3.2.2 Likelihood Model
The likelihood model is based on a set of six geometric features computed from the image size and
bounding boxes:

F2 :

(3)

i=1

where vj is a preposition in the set of prepositions
V, and Ls and Lo are the object class labels of the
first and second objects.

F1 :

6
argmax Y
=
P (Fi |vj )
v∈V

vN B =

Area of Obj1 (Bounding Box 1) normalized by Image size.
Area of Obj2 (Bounding Box 2) normalized by Image Size.
Ratio of area of Obj1 to area of Obj2 .
Distance between bounding box centroids
normalized by object sizes.
Area of overlap of bounding boxes normalized by the smaller bounding box.
Position of Obj1 relative to Obj2 .

argmax
P (vj |F1 , ...F6 , Ls , Lo )
v∈V
6

=

Y
argmax
P (vj |Ls , Lo )
P (Fi |vj )
v∈V
i=1

(4)

Intuitively, P (vj |Ls , Lo ) weights the likelihood
with the prior or state of nature probabilities.

4

Evaluation Measures

We use two methods (AccA and AccB ) of calculating accuracy (the percentage of instances for

F1 to F5 are real-valued features, whereas F6 is a
categorical variable over four values (N, S, E, W).
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Preposition
next to
beside
near
close to
in front of
behind
on
on top of
underneath
beneath
far from
under
NONE

alongside
by
upon
against
opposite
beyond
around
above
below
Mean

n=1
23.0
58.3
43.6
4.7
29.1
31.0
72.2
10.7
53.3
15.5
44.6
22.1
34.4
0.0
4.0
0.0
7.7
19.2
15.0
33.3
14.3
0.0
24.3

AccB (1..n)
n=2 n=3
77.0 89.8
81.5 85.8
55.1 74.4
14.8 51.7
39.7 48.2
38.0 50.4
83.5 85.2
76.7 81.6
68.9 84.4
73.8 79.8
62.2 66.2
27.9 82.4
53.1 67.2
5.4 8.9
8.0 10.0
4.5 75.0
11.5 19.2
34.6 42.3
25.0 25.0
33.3 50.0
14.3 14.3
25.0 75.0
41.6 57.6

vN B
n=4
93.1
91.9
82.7
87.9
52.5
73.6
86.1
82.5
86.7
85.7
68.9
83.8
73.4
12.5
38.0
77.3
26.9
50.0
30.0
66.7
57.1
75.0
67.4

ENGLISH
AccSyn
B (1..n)
n=1
73.7
75.8
44.2
16.1
29.1
31.0
80.0
80.6
68.9
15.5
44.6
67.6
34.4
0.0
72.0
81.8
7.7
19.2
15.0
33.3
14.3
0.0
41.1

n=4
94.7
96.2
96.8
94.0
52.5
73.6
86.1
84.5
90.0
85.7
68.9
83.8
73.4
10.7
86.0
86.4
26.9
46.2
30.0
66.7
57.1
75.0
71.2

vRB

AccB (1..n)
n=1 n=2 n=3 n=4

AccSyn
B (1..n)
n=1 n=4

70.1 76.3 78.7

78.7

100

100

11.3 22.0 26.2
8.5 14.0 22.5
20.9 55.7 77.4

26.2
24.0
78.3

10.6
8.5
35.4

26.2
24.0
85.2

26.9 26.9 26.9

26.9

26.9

26.9

33.3 50.0 66.7
0.0 0.0 0.0
25.0 25.0 25.0
24.5 33.7 40.4

66.7
0.0
25.0
40.7

33.3
14.3
25.0
31.8

66.7
14.3
25.0
46.0

Syn
Table 4: English AccB results: AccB (1..n), n ≤ 4; AccSyn
B (1); and AccB (1..4) for vN B and vRB
models. Shown: all prepositions of frequency 20 and above, in order of frequency. Also included are
less frequent words if they are in the set of eight prepositions produced by the vRB method.

which a correct output is returned). The notation AccA (1..n) or AccB (1..n) is used to indicate that in this version of the evaluation method at
least one of the top n most likely outputs (prepositions) returned by the model needs to match one of
the human-selected reference prepositions for the
model output to count as correct.

inside, inside of, within} {outside, outside of},
{toward, towards}, {under, underneath}, plus 11
singleton sets.
For French we used: {a l’interieur de, dans},
{au dessus de, en haut de}, {en dessous de,
sous}, plus 15 singleton sets. This gives us 18 sets
for French, and 22 for English.
For the rule-based selection method we do not
have the ranked outputs needed to compute AccA
and AccB . Interpreting the output set P directly as
ranked would mean preserving the order in which
prepositions are selected by rules which is likely
to be unfair to this method. Instead we randomly
shuffle P and then interpret it as ranked, with the
first in this shuffled list giving the highest ranked
output vRB . To be on the safe side we average
all results over 10 different random shuffles. Note
that from n = 4 upwards, it makes no difference
whether the outputs are truly ranked or not.

Furthermore, we use the notation AccSyn
A (1..n)
Syn
or AccB (1..n) to indicate that in this version, at
least one of the top n most likely outputs (prepositions) returned by the model, or one of its near
synonyms, needs to match one of the humanselected reference prepositions for the model output to count as correct.
The near synonym sets used for English are:
{above, over}, {along, alongside}, {atop, upon,
on, on top of}, {below, beneath}, {beside, by,
next to}, {beyond, past}, {close to, near}, {in,
110

Preposition
à côté de
près de
devant
contre
derrière
sur
au niveau de
sous
au dessus de
en face de
en dessous de
loin de
par delà
le long de
dans
autour de
en travers de
à l’interieur de
Mean

n=1
40.1
23.5
23.2
41.0
16.1
53.0
28.2
78.9
19.5
20.3
12.2
38.6
16.7
7.5
56.5
28.6
28.6
20.0
30.7

vN B
AccB (1..n)
n=2 n=3 n=4
65.0 80.7 91.2
49.2 75.4 83.6
38.4 46.9 53.7
63.4 78.3 83.2
29.8 46.0 70.8
70.9 85.5 88.9
59.1 71.8 78.2
90.5 90.5 92.6
56.1 62.2 69.5
34.2 48.1 54.4
59.5 70.3 81.1
56.1 63.2 66.7
35.7 40.5 45.2
20.0 22.5 22.5
78.3 82.6 91.3
28.6 42.9 42.9
42.9 50.0 57.1
80.0 90.0 90.0
53.2 63.7 70.1

FRENCH
Acc
n=1
40.1
23.5
23.2
41.0
16.1
53.0
28.2
89.5
19.5
20.3
56.8
38.6
16.7
7.5
56.5
28.6
28.5
80.0
37.1

Syn
B (1..n)

n=4
91.2
83.6
53.7
83.2
70.8
88.9
78.2
95.8
69.5
54.4
81.1
66.7
45.2
22.5
91.3
42.9
57.1
100
70.9

vRB
AccB (1..n)
n=1 n=2 n=3 n=4
66.7 72.6 74.1 74.1
5.2

AccSyn
B (1..n)
n=1 n=4
65.1 74.1

13.1 15.8

15.8

6.2

15.8

4.3 11.2 16.1
27.2 60.7 77.8

16.8
77.8

7.1
28.1

16.8
77.8

24.4 39.2 52.1
35.4 35.4 35.4
30.1 43.7 48.6

52.4
35.4
48.6

28.2
35.4
59.4

52.4
35.4
100

24.4 42.3 57.1

57.1

23.6

57.1

27.2 39.8 47.1

47.3

31.6

53.7

Syn
Table 5: French AccB results: AccB (1..n), n ≤ 4; AccSyn
B (1); and AccB (1..4) for vN B and vRB
models. Shown: all prepositions of frequency 10 and above, in order of frequency. Also included are
less frequent words if they are in the set of eight prepositions produced by the vRB method.

alent). The models are trained and tested with
leave-one-out cross-validation.
Table 3 shows English and French AccA and
results for the rule-based method (vRB ),
AccSyn
A
the prior model (vOL ), the likelihood model
(vM L ), and the Naive Bayes model (vN B ). The
main results are the AccA (1) results, because after
all a method needs to select a single preposition in
order to be usable, e.g. in image description.
AccSyn
A (1) gives an idea of how much greater a
proportion of a method’s outputs would be considered correct by human evaluators.
The remaining measures give various perspectives on the proportion of times a method came
close to getting it right, for four degrees of ‘close’.
E.g. AccSyn
A (1..4) shows what proportion of times
one of the top 4 prepositions generated by a
method, or one of their near synonyms, was in the
reference set.
It is clear that the English results are more affected by synonym effects. E.g. AccA (1..n) for
English is nearly 10 percentage points lower than
for French for all n, whereas this difference all but

Accuracy measure A: AccA (1..n) returns the
proportion of times that at least one of the top
n prepositions returned by a model for an ordered object pair is in the set of all human-selected
prepositions for the same object pair. AccA can be
seen as a system-level Precision measure.
Accuracy measure B: AccB (1..n) computes
the mean of preposition-level accuracies. Accuracy for each preposition v is the proportion of
times that v is returned as one of the top n prepositions out of all cases where v is in the humanselected set of reference prepositions. AccB can
be seen as a preposition-level Recall measure.

5

Results

The current French and English data sets each
comprise 1,000 images/object-pair items, each of
which is labelled with one or more prepositions.
For training purposes, we create a separate training instance (Objs , Objo , v) for each preposition v
selected by our human annotators for the context
‘The Objs is v the Objo ’ (or the French equiv111

disappears for AccSyn
A (1..n).
Overall, the vN B method always achieves the
best result, as expected. The vM L model seems to
be better at English than French, whereas for vOL
it is the other way around.
Generally, once synonyms are taken into account, the results are strikingly similar for English
and French, with the exception of the VM L model
which does worse for French.
Tables 4 and 5 list the AccB (1..n), n ≤ 4 and
AccSyn
A (1..n), n ∈ {1, 4} results for the vN B and
vRB models; values are shown for the most frequent prepositions (in order of frequency) and for
the mean of all preposition-level accuracies. We
are not showing all prepositions partly for reasons
of space, but also because for the low frequency
prepositions, the models tend to underfit or overfit
noticeably.
Note that here too we consider the AccA (1) and
AccSyn
A (1) figures to be the main results. Among
the English prepositions that vN B does well with
(considered under the main AccB (1) measure) are
beside, near, underneath, far from, and results for
on are particularly good; vRB does well for beside.
As for French, vN B does well with à côté de,
contre, sur, loin de, while results for sous are particularly good. vRB does well for à côté de. Apart
from near, underneath and contre, these are the
same prepositions, semantically, as the English
ones the methods do well with.

6

improvement; the fact that these go up to around
70% when the top 4 results are taken into account
indicates that the method gets it nearly right a lot
of the time and that for a smaller set of prepositions, and with more sophisticated machine learning methods, better results will be obtained.
It seems clear from the results, and intuitively
obvious, that a greater presence of near synonyms
in the data makes for a harder modelling task. We
had a principled reason for using this particular
set of English prepositions: it is the set observed
in the human-authored descriptions we used (see
Section 2.2). In our future work we will also work
with the single best prepositions chosen by annotators to describe spatial relationships. This seems
likely to result in a smaller list of prepositions
overall and an easier modelling task. In order to
get a truer impression of the quality of results we
will also carry out human evaluation.
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2012. Midge: Generating image descriptions from
computer vision detections. In Proceedings of
EACL’12.
Cyrus Rashtchian, Peter Young, Micah Hodosh, and
Julia Hockenmaier. 2010. Collecting image annotations using Amazon’s Mechanical Turk. In Proceedings of the NAACL HLT 2010 Workshop on Creating
Speech and Language Data with Amazon’s Mechanical Turk, pages 139–147. Association for Computational Linguistics.
Jette Viethen and Robert Dale. 2008. The use of spatial relations in referring expression generation. In
Proceedings of the Fifth International Natural Language Generation Conference (INLG’08), pages 59–
67. Association for Computational Linguistics.
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