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Abstract

Information on drug administration is ob-
tained traditionally from doctors and phar-
macists, as well as leaflets which provide
in most cases cumbersome and hard-to-
follow details. Thus, the need for med-
ical knowledge bases emerges to provide
access to concrete and well-structured in-
formation which can play an important
role in informing patients. This paper
introduces a Romanian medical knowl-
edge base focused on drug-drug interac-
tions, on representing relevant drug in-
formation, and on symptom-disease re-
lations. The knowledge base was cre-
ated by extracting and transforming in-
formation using Natural Language Pro-
cessing techniques from both structured
and unstructured sources, together with
manual annotations. The resulting Ro-
manian ontologies are aligned with larger,
well-established, English medical ontolo-
gies. Our knowledge base supports queries
regarding drugs (e.g., active ingredients,
concentration, expiration date), drug-drug
interaction, symptom-disease relations, as
well as drug-symptom relations (e.g.,
searching for the drug that might be most
useful for treating a given set of symp-
toms).

1 Introduction

The conventional way of accessing information
regarding drug administration and storage strate-
gies, recommendations and precautions, effects
and side-effects is via medical leaflets. How-
ever, most of the times the text is too complex,
too cluttered with information, that the leaflet
ends up being ignored by the consumer. At the

same time, when consumers must take multiple
drugs as result of overlapping treatment schemes,
it becomes increasingly difficult for them to keep
in mind all mentioned precautions and counter-
indications. This paper presents a knowledge
base built upon medical leaflets and existing med-
ical ontologies aimed at aiding Romanian con-
sumers when adding new drugs to their treatment
schemes.

The knowledge base consists of a set of two
ontologies built from information extracted from
websites of pharmaceutical producers and na-
tional agencies, which were combined with En-
glish medical ontologies. The first ontology is
used to better structure the leaflet content and pro-
vide easy access to information concerning ad-
ministration and storage strategies, together with
possible side-effects. This ontology is aligned
with a larger English-based ontology - DINTO
(Herrero-Zazo et al., 2015) - in order to discover
incompatibilities between drugs and to warn the
user whether two administered drugs might in-
teract one with another. The second ontology is
focused on diseases. Translations for both dis-
eases and symptoms were added for Romanian
language, allowing customers to lookup possible
explanations for their symptoms. Moreover, the
gap between the two ontologies is filled in by in-
dexing the description and recommendation texts
for the drug leaflets, therefore enabling users to
directly search what drugs might help them deal
with certain symptoms.

These tools are not supposed to replace in any
manner actual pharmacists, and an extra opinion
from a pharmacist or a physician is always rec-
ommended when asking for a drug, given a set of
symptoms. The aim of our system is to provide
support and easy access to essential information,
when no similar solutions are available for Roma-
nian language.
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The second section of this paper covers simi-
lar knowledge bases, as well as systems provid-
ing similar information for English language. The
third section describes the data extraction and the
architecture of our knowledge base. The last two
sections focus on the current results, shortcom-
ings and ways of further improving our knowledge
base.

2 Related Work

2.1 Medical Ontologies
Multiple knowledge bases for English language
exist, covering different medical areas of interest.
Part of them were developed by authors of the
Open Biological and Biomedical Ontology (OBO)
Foundry (Smith et al., 2007) which focuses on
collaborations and on defining a common set of
principles for developing medical ontologies. The
foundry’s mission is to develop a set of inter-
operable ontologies that are well formed and sci-
entifically accurate. These ontologies are built us-
ing semantic web technologies (Berners-Lee et al.,
2001) and they are usually made available in OWL
(McGuinness et al., 2004) format. Over 150 on-
tologies are currently listed on the OBO webpage
(http://www.obofoundry.org/).

Out of all the ontologies developed by OBO
members, the following knowledge bases are rele-
vant for the functionalities presented in this paper:

• CHEBI (Chemical Entities of Biological In-
terest), containing information regarding a
diverse set of chemical compounds relevant
for biological interests (Hastings et al., 2015).

• DINTO (The Drug-Drug Interactions Ontol-
ogy), covering information on how 2 active
ingredients interact one with another; DINTO
is integrated with CHEBI.

• DOID (Human Disease Ontology), a taxon-
omy of human diseases (Kibbe et al., 2014).

• SYMP (Symptom Ontology), including
symptoms which may be indicative of a
disease. SYMP was developed as part of the
Gemina project (Schriml et al., 2009) and is
integrated with DOID.

Besides OBO, other detailed medical ontologies
have been created, such as FMA (The Founda-
tional Model of Anatomy Ontology) (Rosse and
Mejino Jr, 2003) developed by the University of

Washington, which focuses on the structure of the
human body. Generic ontologies are also avail-
able, such as DBpedia (Bizer et al., 2009) built by
using data from Wikipedia, but they do not offer
information relevant for the task at hand.

2.2 Medical Applications

Several applications offering drug-related infor-
mation exist for English Language. They allow
users to search a drug by name, illness or medi-
cal procedure, and offer the possibility of testing
whether two drugs are incompatible due to harm-
ful interactions between their active substances.

One of the most known portals making medi-
cal information available and easy to interpret for
non-professional users is WebMD. WebMD offers
two applications, Medscape and the WebMD app.
Medscape is focused on the more practical aspects
of healthcare, offering features such as identifying
pills based on a set of physical features, comput-
ing the body mass index (BMI) or other relevant
metrics based on user’s input, and searching for
nearby medical professionals and hospitals. The
WebMD app is focused more on offering theoreti-
cal insights regarding drugs and diseases. It offers
the possibility of searching a disease based on a
list of symptoms, searching for remedies based on
age, gender and severity of the symptoms, and it
can notify the user when the US Food and Drug
Administration (FDA) has published new infor-
mation regarding a drug from the user’s treatment
profile.

Other applications, such as Drugs.com, offer
similar features, but also take into account com-
munity feedback as a mechanism for informing
users. The application facilitates communication
within its user-base, allowing customers to find
relevant and useful information from peers who
underwent similar experiences. This application
also differentiates itself from the rest by offering
two different views based on the user’s medical
proficiency. Users with little medical knowledge
are directed towards pages with simple and easy-
to-grasp information, while experts are provided
access to more complex content, which includes
more scientific terms.

A specific sub-category of applications is fo-
cused on providing drug-administration assistants.
One such example is CareZone. These systems al-
low users to register all drugs on their current treat-
ment scheme, and offer the possibility of entering
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and keeping track of different medical parameters,
such as blood sugar levels. Apart from that, the
application can also be used to set up reminders
for administering drugs.

3 Method

3.1 Corpus

There is no established medical or biological on-
tology for Romanian language. However, pub-
lic information is readily available in both struc-
tured and unstructured format. Medical leaflets
are available either as .pdf files or integrated in
web pages made available by both private drug
producers (e.g., Biofarm) and by state authorities
(e.g., The National Agency for Drugs and Medical
Devices - ANMDM). The web page of ANMDM
also contains structured information (e.g., active
substances, concentrations, therapeutical role) for
all approved drugs. Figure 1 contains an overview
of extracted information from the considered data
sources; specific details are provided in the follow-
up subsections.

Figure 1: Considered data sources.

The functionalities supported by our knowledge
base can be split into three different categories:

• Accessing drug-related information, includ-
ing inferences of drug-drug interactions,
given two or more drugs.

• Finding the most probable disease given a set
of symptoms, or listing the set of symptoms
that correspond to a certain disease.

• Finding the drug that is most likely to address
a given symptom (e.g., flu medication in case
of fever and coughing).

3.1.1 Information Regarding Drugs
Both ANMDM structured web information re-
garding drugs, as well as medical leaflets obtained
from ANMDM and private drug producers were
used to create a drugs ontology. A total of 220
leaflets from Biofarm (Figure 2) and 1138 leaflets
from ANMDM were parsed (Figures 3-4), con-
taining information on 15,093 drugs having 1330
different active substances.

Figure 2: Content extracted from Biofarm leaflets.

Figure 3: Structured information scrapped from
ANMDM.

The ontology was built from scratch and the at-
tributes for each drug instance were either copied
from the structured ANMDM web entry, or were
extracted from the corresponding medical leaflets
(such as the administering strategy). The extrac-
tion was done partially via a rule-based approach,
but manual extraction was necessary for some of
the more complex entries, when no reliable pat-
tern could be identified.

As it can be seen in Figure 5, the ontology is
centered on the Drug class, which represents a cer-
tain type of drug, but not an actual product that
can be bought in stores. All instances of the Drug
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Figure 4: Content extracted from ANMDM
leaflets.

Figure 5: Romanian drug ontology - drug class
simplified view.

class contain the same combination of active in-
gredients, but they may have different concentra-
tions, different names, different expiration times,
etc.

This ontology was aligned to its larger En-
glish counterpart, DINTO. The data from the two
ontologies was merged at active substance level.
Difficulties were encountered as, even though
most active substances use conventional names for
chemical entities derived from Latin, their names
differ from Romanian to English (for instance,

”acidum ascorbicum” in the Romanian ontology is
equivalent with ”ascorbic acid” in DINTO). This
alignment was done in 2 phases. First, 500 ac-
tive substances were merged because they either
represented perfect matches, or they matched af-
ter applying a small set of conventional changes
(e.g., removing the ”-um” prefix from the Roma-
nian version). Second, the remaining 800 active
substances were matched by analyzing the clos-
est correspondent in the other ontology in terms
of Levenshtein distance (Levenshtein, 1966), fol-
lowed by a manual validation of the match.

3.1.2 Information Regarding Symptoms and
Diseases

The English DOID and SYMP ontologies were
used as a starting point (see Figure 6). Both the
names of the symptoms and of the diseases were
translated into Romanian via Google Translate,
and then they were manually corrected in order
to eliminate mistakes. Names containing poly-
semic words proved to be most difficult for the
automated translation – for instance, a symptom
describing a change in the pupil, was mistakenly
interpreted as something related to a school stu-
dent, not to the human eye.

Figure 6: Romanian disease ontology - simplified
view.

In total, names for over 900 symptoms and
10000 diseases were translated, allowing Roma-
nian users to use the full benefits offered by the
DOID ontology, without the need of English pro-
ficiency.
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3.1.3 Connecting Symptoms to Drugs
There are no datasets containing information on
what drugs should be administered for certain
symptom in Romanian language. However, a us-
age section exists in each medical leaflet describ-
ing cases in which the drug should be taken (e.g.,
to numb pain, to reduce coughing, to lower body
temperature and eliminate fever, etc.). Thus, the
usage section for each of the 1138 leaflets was
extracted from the ANMDM website and was in-
dexed into Elasticsearch (Divya and Goyal, 2013),
allowing users to find drugs with the usage de-
scription that most closely fits the set of provided
symptoms.

3.2 Architecture and Processing Pipeline
The knowledge base can be hosted on a single
server consisting of two different applications (see
Figure 7). First, an instance of a Fuseki seman-
tic repository server (Jena, 2019) was used to
host the aforementioned ontologies: the Roma-
nian drug ontology, DINTO, and a merge between
DOID and SYMP called DOID-merged, to which
we have added extra labels for Romanian. This
repository allows users to query the ontologies via
the SPARQL query language (Prud’hommeaux
and Seaborne, 2008). Second, an Elasticsearch
instance stores unstructured leaflets and can be
queried in order to find drugs that are most likely
helpful in relieving one or more symptoms.

Figure 7: Knowledge base architecture.

On top of the two applications that act as infor-
mation sources, a user interface allows users lack-
ing experience on semantic web technologies to
easily access the information. The user requests
made at these endpoints are transformed into valid
SPARQL and Elasticsearch queries. Furthermore,
this interface can act as an autocorrect, by suggest-
ing symptoms and drugs present in our dataset.

In the case of querying for the most helpful
drugs given a set of symptoms, the relevance of
the Elasticsearch information retrieval is improved

by adding semantic information. For a given set
of candidate texts from leaflets, each correspond-
ing to a different drug, a word2vec (Mikolov et al.,
2013) model trained on a 1-billion word Romanian
corpus is used to compute the semantic similarity
between it and the given set of symptoms. This is
done by computing aggregate embeddings for the
two text representations, and then computing co-
sine similarity. The Elasticsearch query score and
the cosine similarity are both min-max normalized
with regard to the set of candidate symptom-drug
pairs extracted with Elasticsearch, their average is
computed, and the candidate having the best aver-
age score is selected in the end.

Extra functionalities are added on top of the
Fuseki repository and Elasticsearch server, such as
suggesting possible matches when the string rep-
resenting a searched drug/disease/symptom was
not found. These suggestions are made by us-
ing a Levenshtein edit distance. In the case of
symptoms, however, the same sensation can be ex-
pressed in multiple ways; thus, we rely on a very
strict Levenshtein distance search to account for
small typing errors. If this fails, a semantic search
is used, looking for the symptom in the knowledge
base for which the word2vec embedding is closest
to the embedding of the input text.

4 Results

4.1 Drug Information and Drug-Drug
Interactions

Our knowledge base offers access to structured in-
formation regarding the 15,093 drugs and 1,330
active substances. The information regarding
drugs includes both numeric attributes (e.g., time
until expiration), as well as text attributes (e.g.,
usage recommendations which were not standard-
ized as format).

Users can search for the list of drugs with which
any given one may interact because the Roma-
nian drug ontology was aligned with DINTO. This
search is done at active substance level. In case
of drugs containing a combination of active sub-
stances, we consider that drugs A and B may in-
teract if, for at least one active substance from
A, there is at least one active substance from B
with which it interacts. For example, if the user
wants to check the interaction between ”OTOTIS”
which is based on a combination of two active in-
gredients (namely ”ciprofloxacinum” and ”fluoci-
nolonum”) and ”ENAFILZIL” which is based on
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”sildenafilum”, the knowledge base will search if
either ”ciprofloxacinum” or ”fluocinolonum” in-
teract with ”sildenafilum”. As ”ciprofloxacinum”
interacts with ”sildenafilum”, the system will con-
clude that the 2 drugs interact. If the same user
wants to find the list of all the drugs which interact
with ”OTOTIS”, a list of all the drugs containing
at least one active substance that interacts with ei-
ther of ”ciprofloxacinum” or ”fluocinolonum” is
generated and it will contain 35 entries.

4.2 Symptom-Disease Information

Our consolidated knowledge base contains 900
symptoms and 10,000 diseases from DOID and
SYMP with names translated into Romanian lan-
guage. The user can enter a list of symptoms to
search for the disease that matches most symp-
toms. As mentioned before, if a symptom does
not exist, two sequential attempts are performed
to find its closest correspondent in our knowledge
base. First, symptoms with a Levenshtein distance
of 2 or less are searched. Second, if no result is
found in the previous step, a word2vec embedding
of the input string is computed, and the symptom
from the knowledge base having the closest em-
bedding to it is considered its equivalent.

For example, if a user searches for diseases that
have ”mic de statură” (eng, ”short stature”) as a
symptom, the results would be ”trichorhinopha-
langeal syndrome type II”, ”Albright’s hered-
itary osteodystrophy”, ”spondyloepimetaphyseal
dysplasia, strudwick type” or ”Renpenning syn-
drome”, as these are the only diseases linked to
that symptom according to DOID and SYMP. If
users make 1-2 typos when writing the symptom,
the most relevant symptoms is suggested, and they
can redo the search with the correct version. If
they enter ”corp mic” (eng, ”small body”) or
”scund” (eng, ”short”), the first recommenda-
tion would fail, but the second one would suggest
”short stature” as the most similar symptom based
on a semantic similarity search.

4.3 Connecting Symptoms to Relevant Drugs

Considering a search for a combination of ”tuse,
febră, durere de cap” (eng, ”coughing, fever,
headache”), several types of analgesics, aspirin,
paracetamol, and 2 types of cough syrup are rec-
ommended. The bottom results focus on yellow
fever or other diseases that contain only a part of
the symptoms specified as input.

In most simple use cases, the first entries are rel-
evant. However, the symptom of a disease can be,
in some cases, the effect of a drug that is targeted
against a totally different disease. For instance,
if the user searches symptoms related to diarrhea,
such as ”scaun moale” (eng, ”loose stool”), some
of the first drugs to be recommended are laxatives,
but this would not be the wisest choice of med-
ication. This happens because the effect of the
medicine is, in some cases, mentioned alongside
with the symptoms it should alleviate.

5 Conclusions

This paper presents a medical knowledge base
for Romanian language focused on drugs. It is
built using medical leaflets in Romanian and struc-
tured information regarding the drugs that was ex-
tracted from the ANMDM website. The knowl-
edge base is also integrated with English on-
tologies in order to make more powerful infer-
ences, such as searching for drug-drug interac-
tions. The provided information can be structured
into three main categories: drug related infor-
mation, disease-symptom information, and drug-
symptom information. To our knowing, this is the
most comprehensive effort of building a knowl-
edge base for Romanian drugs, their counter-
indications, as well as potential relations to exhib-
ited conditions.

The drug related information was extracted di-
rectly from official Romanian sources, thus it can
be considered reliable. In order to keep the knowl-
edge base up to date, the sources need to be
crawled periodically in order to ensure that new
information is always added, and that deprecated
records are eliminated promptly. Information con-
cerning drug-drug interactions is based on the
DINTO ontology, which was last updated in 2016
and is still relevant. Nevertheless, we warn users
that the information presented by our services is
not a valid substitute for the opinion of a medical
professional or a pharmacist. In the future, apart
from drug-drug interactions, the knowledge base
could also take into account pre-existing condi-
tions or dietary choices which may interact with a
certain treatment scheme. Part of this information
is already available in DINTO, but it would need
to be translated and integrated in our knowledge
base.

The disease-symptom information is based on
the DOID and SYMP ontologies. The name of the
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diseases and symptoms were automatically trans-
lated using Google Translate, and then manually
corrected, if necessary. The two ontologies are
still actively maintained; thus, the knowledge base
needs to refresh this information from time to time
in order to get the latest version. As is the case
with the previous category, this information is not
exhaustive and cannot substitute the knowledge of
a professional.

The drug-symptom information is based only
on medical leaflets crawled from the ANMDM
website, which needs to be updated every several
weeks. In some cases, the drug-symptom queries
are very effective, for instance when searching for
drugs targeting flu-like symptoms, such as fever
and coughing. In other cases, the queries mistake
the symptoms that the drug should address, with
the drug’s effect. These types of mistakes cannot
be avoided for the time being due to manner in
which the information was indexed. If more struc-
tured information regarding the drug-symptom re-
lation could be extracted from the leaflets, either
manually or by using different NLP techniques,
these outlier cases would be addressed.

Our knowledge base provides real aid for
Romanian users requiring drug-related informa-
tion, and no similar initiatives exist at national
level. The system cannot substitute the knowl-
edge of a professional, and there are still prob-
lems to be addressed, but it is still an easy-
to-use and useful tool for informing a user on
medical treatments. Further improvements will
be explored, including the orientation towards a
personal health assistant for drug administration,
similar in some degree to Babylon Health AI
(https://www.babylonhealth.com/ai).

6 Future Work

In the future, we aim to expand even further our
knowledge base. This can be done by index-
ing medical leaflets from other drug producers, as
well as extracting more complex information from
leaflets - for instance, contraindications expressed
as rules (e.g. do not take certain antibiotics, such
as tetracycline, with milk, other dairy products,
calcium supplements, or antacids). Furthermore,
we aim to integrate our knowledge base with other
information sources, such as the Unified Medical
Language System (Bodenreider, 2004).
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Cornelius Rosse and José LV Mejino Jr. 2003. A refer-
ence ontology for biomedical informatics: the foun-
dational model of anatomy. Journal of biomedical
informatics 36(6):478–500.

Lynn M Schriml, Cesar Arze, Suvarna Nadendla, Anu
Ganapathy, Victor Felix, Anup Mahurkar, Katherine
Phillippy, Aaron Gussman, Sam Angiuoli, Elodie
Ghedin, et al. 2009. Gemina, genomic meta-
data for infectious agents, a geospatial surveil-
lance pathogen database. Nucleic acids research
38(suppl 1):D754–D764.

Barry Smith, Michael Ashburner, Cornelius Rosse,
Jonathan Bard, William Bug, Werner Ceusters,
Louis J Goldberg, Karen Eilbeck, Amelia Ireland,
Christopher J Mungall, et al. 2007. The obo
foundry: coordinated evolution of ontologies to sup-
port biomedical data integration. Nature biotechnol-
ogy 25(11):1251.

http://arxiv.org/abs/1301.3781
http://arxiv.org/abs/1301.3781
http://arxiv.org/abs/1301.3781
http://www.w3.org/TR/rdf-sparql-query/
http://www.w3.org/TR/rdf-sparql-query/

