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Abstract
ImageNet has millions of images that are
labeled with English WordNet synsets. This
paper investigates the extension of
ImageNet to Arabic using Arabic WordNet.
The objective is to discover if Arabic
synsets can be found for synsets used in
ImageNet. The primary finding is the
identification of Arabic synsets for 1,219 of
the 21,841 synsets used in ImageNet,
which represents 1.1 million images. By
leveraging the parent-child structure of
synsets in ImageNet, this dataset is
extended to 10,462 synsets (and 7.1 million
images) that have an Arabic label, which is
either a match or a direct hypernym, and to
17,438 synsets (and 11 million images)
when a hypernym of a hypernym is
included. When all hypernyms for a node
are considered, an Arabic synset is found
for all but four synsets. This represents the
major contribution of this work: a dataset
of images that have Arabic labels for 99.9%
of the images in ImageNet.
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Synset in ImageNet

Arabic Synset
from AWN

0. Siberian husky

not available

1. Sled dog: Direct
hypernym for “siberian
husky”.
2. Working dog:
Hypernym for “sled dog”.

not available

3. Dog: Hypernym for
“working dog”.

 كلب،كلب عامل
الشغل
كلب

Figure 1: Images in ImageNet for the synset “Siberian
husky”. Although an Arabic synset from AWN is not
available for the synset or its direct hypernym, one is
available for the hypernym of the hypernym.

While computer vision research has seen
significant progress in recent years, the focus has
been on English. Limited work exists to extend
research to other languages, including Arabic. This
lack of research may present challenges to
scientists, researchers, and practitioners who seek
to address problems related to computer vision in
Arabic. Furthermore, the unavailability of a large
dataset of images labeled in Arabic may prevent
the development of solutions that address
challenging tasks, such as visual question
answering and image classification in Arabic.
Therefore, a large dataset of images labeled with
Arabic has the potential to progress research in
Arabic computer vision. Moreover, scholars
studying Arabic natural language processing often
develop methods specifically designed for Arabic.
Thus, it is possible that similarly unique methods
are needed for Arabic computer vision.

Introduction

ImageNet is a dataset comprised of 14 million
images (Deng et al., 2009; Russakovsky et al.,
2015). Each image in the dataset is labeled with a
WordNet (Miller, 1995) synset representing the
identifying object in the image. The fall 2011
release of the dataset has a total of 21,841 unique
synsets that are used to label images. The dataset is
organized by dividing these synsets into several
major subtrees. Moreover, ImageNet is structured
in a way that maintains the semantic hierarchical
structure of synsets in WordNet, where each image
is also linked to branches of hypernyms (Figure 1).
ImageNet is one major reason for recent advances
in computer vision research and deep learning
(Cetinic et al., 2018; Stock and Cisse, 2018;
Kornblith et al., 2019).
1

Proceedings of the First Workshop on Advances in Language and Vision Research, pages 1–6
c 2020 Association for Computational Linguistics

The primary objective of this paper is to
investigate the effectiveness of extending
ImageNet to Arabic using Arabic WordNet (AWN)
by searching in AWN for all the synsets used in
ImageNet. AWN was originally developed in 2006
(Black et al., 2006). Since then, several authors
have attempted to extend it by improving its
coverage or quality (Alkhalifa and Rodríguez,
2009; Abouenour et al., 2013; Bond and Foster,
2013; Regragui et al., 2016; Batita et al., 2019).
The possibility of using AWN to extend ImageNet
has been experimented with in one paper
(Alsudais, 2019). In the paper, the author tested
using AWN to find Arabic synsets for a small
sample of 100 images from ImageNet and
indicated that Arabic synsets were found for only
six synsets. However, the author did not attempt to
discover if Arabic synsets were available for
hypernyms of these synsets. This paper attempts to
overcome the problems of limited availability for
direct matches by also searching branches of
hypernyms in AWN. In summary, this paper makes
three major contributions:
• It investigates the possibility of extending
ImageNet to Arabic using the Arabic
WordNet (AWN).
• It adds to the limited work in computer
vision research in Arabic.
• It generates a new, large dataset of images
with Arabic labels. This dataset includes at
least one label for all but four of the 21,841
synsets used in ImageNet.
ImageNet has been used to solve tasks in the
intersection of language and vision research (Zhou
et al., 2018; Chen et al., 2019; Davis et al., 2019;
Vempala and Preot, 2019). For Arabic computer
vision, limited related work currently exists.
Several authors have worked on the generation of
Arabic captions for images (Jindal, 2018; Almuzaini et al., 2018). In another paper, a new
dataset related to Arabic computer vision was built.
The authors constructed a dataset of 3,000 clips
that they classified with emotional labels such as
“happy”, “sad”, or “angry” (Shaqra et al., 2019).
The authors argued that emotional facial
expressions may be different depending on the
cultural context. In other papers, attempts to
connect ImageNet to external resources were made
by linking the synsets in ImageNet to items in
Wikidata (Nielsen, 2018) and by extending a
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sample of images in ImageNet to German using
human subjects, which resulted in a dataset of
1,305,602 images (Roller and Schulte, 2013). In
the only other closely related paper, the author
investigated the possibility of generating Arabic
labels for images in ImageNet using an online
translator (Alsudais, 2019). In the paper, the author
targeted a sample of 1,895 images from ImageNet
and used an online translator to generate Arabic
labels for the synsets. A human judge then
evaluated the accuracy of the translations. The
results indicated that the translations were accurate
for 65% of the images, which represented 1,643
unique synsets and 1,910,935 images. This
suggests that solely using a translator to translate
labels of images in ImageNet may not produce
highly accurate results.
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Extending ImageNet to Arabic using
Arabic WordNet

In ImageNet, each synset has a name and an ID. To
begin exploring the possibility of finding Arabic
synsets and labels for images in ImageNet using
AWN, all the synsets’ IDs are retrieved from
ImageNet. There are several releases for
ImageNet. In this paper, the fall 2011 release is
used. This release includes 21,841 unique WordNet
synsets, and each is linked to one or many images.
For example, the synset ID “n07873807” includes
1,296 images of “pizza”. There are also 1,186
images for “dish”, the direct hypernym for “pizza”.
Moreover, all the images labeled with “pizza” can
also be labeled with “dish”. Since “dish” is a
hypernym for several other synsets used in
ImageNet, such as “sushi” and “curry”, the number
of images for “dish” extends to all images with a
synset that is a hyponym (child) for “dish”.
ImageNet’s data are downloaded directly from
ImageNet’s website1. ImageNet provides the URLs
of the images. These URLs are viewed in order to
access the images. Due to ongoing developments
related to the removal of problematic images
present in the “person” subtree, ImageNet no
longer provides a method to download the full
dataset directly (Yang et al., 2020). The dataset has
a total of 14,197,122 images. Each synset has an
average of 944 images directly assigned to the
synset. The minimum number of images is 1
image, and the maximum is 2,382 images for a
synset.

http://www.image-net.org/download.php
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2.1

Direct Arabic Synsets for Synsets in
ImageNet

Algorithm 1: Finding direct AWN synsets for
ImageNet’s synsets as well as AWN synsets for all the
hypernyms linked to ImageNet’s synsets.
Input: list of all synsets in ImageNet. “Synset” below
refers to the synset from ImageNet.
Output: 1) Direct_AWN: list of Arabic synsets from
AWN that are directly linked to a synset in ImageNet, and
2) Hyper_AWN: a list of Arabic synsets from AWN that
are linked to a hypernym of a synset in ImageNet.
1:
For synset in ImageNet:
2:
If find_in_AWN (synset) is True then
3:
Direct_AWN.add (synset, AWN_synset)
4:
Find_Hypers (synset, synset, 1)
5:
func Find_Hypers (synset, hyper_synset, level):
6:
Hypers=get_hypers (hyper_synset)
7:
If length (Hypers) == 0:
8:
Stop #no more hypernyms to process
9:
For hyper_synset in Hypers:
10:
If find_in_AWN (hyper_synset) is True then
11:
Hyper_AWN.add (synset,
12:
hyper_ AWN_synset, level)
13:
Find_Hypers (synset, hyper_synset, level+1)

The first step is to investigate if Arabic synsets are
available for each of the 21,841 synsets used in
ImageNet. To complete this, all the synsets IDs are
processed. For each synset, AWN is searched to
find a direct match. There are several versions of
AWN and several methods to access it currently
exist. To gain additional knowledge on WordNet
and AWN, and to determine a reliable method to
access it, the online interfaces for both the Open
Multilingual WordNet (OMW) 2 (Bond and Paik,
2012) and the Princeton WordNet 3 (Princeton
University, 2010) are tested. Additionally, the
WordNet interface in the python library NLTK4 is
tested. The interface includes the OMW, which has
AWN (Black et al., 2006; Abouenour et al., 2013).
This version of AWN has 9,916 Arabic synsets,
which is less than the number of synsets used in
ImageNet. This is the first indicator that it may not
be possible to find direct matches for all synsets.
Still, it is not clear if it is possible for a synset in
ImageNet to be directly linked to several synsets in
AWN. Based on this experimental phase, the
NLTK interface is selected to access Arabic synsets
in AWN. ImageNet uses WordNet 3.0, which has
synsets IDs that are different than one used in
WordNet 3.1. Therefore, the results in this paper
are necessarily achieved by using WordNet 3.0.
2.2

To complete this process, all hypernyms of a
synset are retrieved. In most cases, a synset that is
a leaf node has one or two direct hypernyms. Each
hypernym is searched for in AWN in order to
discover if an Arabic synset for the hypernym exist
in AWN. If one is found, it is added to the set of
Arabic synsets for the primary synset. The level of
the hypernym is also saved. For example, since an
Arabic synset is available for the synset “dish”,
which happens to be a hypernym for “pizza”, the
Arabic synset for “dish” is saved for the “pizza”
synset. Additionally, the number “one” is saved
because “dish” is a direct hypernym for “pizza”.
Similarity, the number “two” is saved for
“nutriment”, which is the hypernym for “dish”. If
a synset has two direct hypernyms, they are both
saved as appearing in level one. Hypernyms are
only saved when an Arabic synset is found.
This step results in a dataset of all AWN synsets
in ImageNet, as well as the Arabic synsets
available at each level of their hypernyms. Since it
is possible for a synset to have two hypernyms, the
objective of searching hypernyms is to indicate if
any Arabic synsets exist for any of the hypernyms.
It is unclear if using hypernyms to label images in
Arabic will produce images with acceptable and
meaningful labels. Future work should investigate
the quality of generated Arabic sysnets.

Arabic Synsets for Hypernyms

Since ImageNet structures synsets based on the
semantic structure of synsets in WordNet, a synset
in ImageNet is essentially a node that is connected
to a branch or several branches of hypernyms. The
objective of this step is to discover if an Arabic
synset in AWN is available for the list of
hypernyms linked to a synset. To accomplish this,
the parent-child (or hypernym-hyponym) pairs in
ImageNet are downloaded from a webpage in
ImageNet’s website5. Algorithm 1 includes details
of the steps followed in order to find direct matches
as well as Arabic hypernyms for synsets. The
algorithm relies on the use of a recursive function
that looks for an Arabic synset for all the
hypernyms connected to the synset at all levels.
The stopping condition for this recursive function
is when all possible hypernyms are processed.
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4 http://www.nltk.org/howto/wordnet.html
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3.1

Results

3.2

To expand the dataset, hypernyms of synsets used
in ImageNet were searched for in AWN. The result
of this extension was the identification of Arabic
synsets for all but four synsets used in ImageNet.
These four synsets include only 1,366 images. This
indicates that there are only 1,366 images in
ImageNet without Arabic synsets in AWN for the
synset or one of its hypernyms in its branch of
hypernyms. A detailed summary of the results is
presented in Table 2. In the table, “AWN’s synsets”
refers to the number of Arabic synsets found for a
synset in ImageNet at each level. The “AWN’s
synset + previous” refers to the total number of
Arabic synsets identified when the synsets found at
level and the previous levels are combined. The
“Images in ImageNet” refers to the total number of
images found for each Arabic synset at each level.
When only the first and second level hypernyms
were considered, the dataset included Arabic
synsets for 79.8% of the synsets and 81.2% of the
images in ImageNet. This represents a large dataset
of 11,533,525 images, all labeled with an Arabic
synset that is either the direct match for the synset
used in ImageNet, the Arabic synset for the
hypernym, or the Arabic synset for the hypernym
of a hypernym. Although a synset in this subset
(Row #5 in Table 2) was found for 17,438 of the
synsets used in ImageNet, many of the identified
Arabic synsets were used more than once since the
total number of synsets in AWN is only 9,916. It is
important to note that as the level of the hypernym
increases, the hypernym become more abstract and
general. For example, some of the 7th-level
hypernyms include “entity”, “act”, and “event”.
Therefore, the usability of Arabic synsets at higher
levels requires additional investigation.

Direct Arabic Synsets

Images

ImageNet
Synset
n00017222:
plant.n.02

AWN
Synset
،حياة_نبا ِتيّة
 نبات،غرْ سة

n03405725:
furniture.n.
01

،أثاث
ْ ق
ِطعة_أثاث

n00442115:
swimming.
n.01

عوم
ْ ،سِباحة

n13100156:
poisonous_
plant.n.01

نبات_سا ّم

Table 1: Examples of images from ImageNet with
their synsets and Arabic synsets, as found in AWN.
Direct matches were found for 1,219 of the 21,841
synsets used in ImageNet. Some of these identified
synsets are of higher-level categories, while others
are of fine-grained ones. Table 1 includes examples
of images where an Arabic synset was found in
AWN. The table also shows both the English and
Arabic synsets. Since each synset is linked to many
images, the dataset of 1,219 synsets was extended
to 1,150,651 images, which is 8.1% of ImageNet’s
total number of images. This dataset represents a
major contribution of the paper, as it can be used in
several tasks related to Arabic computer vision.
Since all the labels are of direct matches, the
quality of the labels should be high. However,
further examination and full evaluations are
needed for confirmation.
Level

AWN’s Synsets

Direct
No person subtree
First Hypernym
No person subtree
2nd Hypernym
No person subtree
3rd Hypernym
4th Hypernym
5th Hypernym
6th Hypernym
7th Hypernym

1,219 (5.58%)
993 (5.22%)
10,400 (47.6%)
8,846 (46.5%)
16,837 (77.0%)
14,541 (76.5%)
19,490 (89.2%)
20,671 (94.6%)
20,816 (95.3%)
19,910 (91.1%)
18,191 (83.2%)

Arabic Synsets for Hypernyms

AWN’s Synsets +
Previous
------------------10,462 (47.9%)
8,890 (46.7%)
17,438 (79.8%)
15,064 (79.2%)
20,267 (93.7%)
21,397 (97.9%)
21,751 (99.5%)
21,830 (99.94%)
21,837 (99.98%)

Images in ImageNet

Images + Previous

1,150,651 (8.1%)
990,189 (7.6%)
7,113,853 (50.1%)
6,419,390 (49.3%)
11,088,519 (78.1%)
10,099,744 (77.6%)
12,697,838 (89.4%)
13,365,182 (94.1%)
13,483,006 (94.9%)
12,865,510 (90.6%)
11,729,718 (82.6%)

------------------7,177,537 (50.5%)
6,469,802 (49.7%)
11,533,525 (81.2%)
10,508,392 (80.7%)
13,266,956 (93.4%)
13,916,531 (98.0%)
14,148,669 (99.6%)
14,195,325 (99.8%)
14,195,756 (99.9%)

Table 2: Summary of the number of synsets and number of images found.
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While this dataset of Arabic synsets for images
in ImageNet is likely reliable since it is based on
the utilization of previously existing and evaluated
datasets, certain characteristic of the Arabic
language and naming decisions in AWN suggest
that proper evaluation of the dataset’s accuracy
may be needed. For example, one of the synsets
found in AWN was “nurse”. Unlike English,
Arabic nouns are gendered. Accordingly, in AWN
the Arabic synset for “nurse” is “male nurse”.
Therefore, an automated image classification
system that relies on this synset may suggest “male
nurse” for images of female nurses.
This “nurse” synset is part of the “person”
subtree, which is one of the major subtrees in
ImageNet. This subtree includes several synsets
that have been criticized for issues such as
representation biases and offensive images
(Shankar et al., 2017; Mehrabi et al., 2019). During
this study, it was observed that images in the
“Iraqi” synset were mostly war related. Additional
issues were discovered for images in the “Syrian”
synset. Recently, some of the scientists behind
ImageNet addressed concerns regarding issues in
the “person” subtree and indicated that an upgrade
of ImageNet will be released with two changes: 1)
only up to 158 of the 2,832 synsets in the “person”
subtree will be kept, and 2) attention will be given
to representation biases in images in the synsets
that are not removed (Yang et al., 2020). In
anticipation for these updates, Table 2 also includes
results obtained when the 2,832 synsets in the
“person” subtree were not included. These results
suggest only a minor decrease in percentages of
synsets found in each level.
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available in AWN to 14,650 synsets. Using this
version of AWN would likely find Arabic synsets
for additional images used in ImageNet. Several
other directions for future work exist. One
important extension is to provide an extensive
evaluation of the dataset. Another avenue for
further research would involve investigating the
availably of Arabic synsets for each of the synsets
in ImageNet’s 1,000 object classes, as this subset is
often used in computer vision research.
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